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ABSTRACT
Recently, the quantitative evaluation of interactive single image matting techniques has become possible by the
introduction of high-quality ground truth datasets. However, quantitative comparisons conducted in previous
work are based on error metrics (e.g. sum of absolute differences) that are not necessarily correlated to the visual
quality of the image as perceived by the user. This motivates research to better understand the perception of
errors inherent to matting algorithms, in order to provide the ground for a future design of error metrics that
better reflect the subjective impression of the human observer.
In this work we gain novel insights into the perception of errors due to imperfect matting results. To investigate
these errors, we compare two recent state-of-the-art matting algorithms in a user study. We use an eye-tracker
to reveal details of the decision making of the users. The data acquired in the user study show a considerable
correlation between expert knowledge in photography and the ability of the user to detect errors in the image.
This is also reflected in the eye-tracking data which reveals different types of scanning paths dependent on the
experience of the user.
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1. INTRODUCTION
Given a single photograph C, image matting is the task of extracting a foreground object F from its background
B by recovering the opacity α of each pixel i according to the compositing equation
Ci = αi Fi + (1 − αi )Bi .

(1)

Matting is a severely under-constrained problem, since there are more unknowns (F ,B and α) than knowns
(C) in equation 1 and therefore additional constraints have to be found in order to solve the problem. To resolve
the ambiguities, many algorithms rely on user interaction in the form of a trimap.1–6 With the trimap interface
the user manually partitions the image into a foreground region (i.e. where α is exactly 1), a background region
(i.e. where α is exactly 0) and an unknown region where mixed pixels, i.e. opacity values 0 < α < 1, can occur.
The main drawback of the trimap interface is that the manual specification of a good trimap (i.e. a trimap
where ideally only those pixels are marked as unknown that are really transparent) is very time consuming,
especially in the presence of complicated object boundaries or for objects with lots of holes. Inspired by hard
segmentation tools described by Boykov et al.7 or Rother et al.,8 matting algorithms have been proposed that
only require a few loose scribbles on the fore- and background regions to extract an alpha matte.9–14 Although
these algorithms significantly reduce the burden of accurately specifying a trimap, the quality achieved with
scribble input is oftentimes inferior to trimap input.5 Therefore, intermediate solutions have been proposed that
aim to generate an accurate trimap given loose scribble input5, 15 or by tracing the object boundary with an
adapting brush tool.16
Apart from user assisted methods, fully automatic matting algorithms have been developed that rely on
multiple images to resolve the matting ambiguities. In Defocus Matting,17 multiple images of the same scene
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were captured with different focus settings and used to compute the alpha matte, whereas in Flash Matting18 a
pair of flash/no-flash images was used to restrict the solution space. Smith and Blinn19 found that a complete
solution to the matting problem can be obtained, if the object is photographed against at least two different known
backgrounds. Since this so called triangulation matting approach requires a very restrictive studio environment
and is limited to non-moving objects, it is rather impractical for common use, but it is of high importance to
derive ground truth solutions to the matting problem.
Despite the ability to generate ground truth data for image matting, most available matting papers restrict
themselves to a visual comparison of a few results. Recently, high-quality ground truth datasets have been
captured,4, 5, 12, 16 which enable the quantitative comparison of matting algorithms. However, these comparisons
are usually based on simple error metrics (e.g. sum of absolute differences) that are not necessarily correlated to
the visual quality of the image as perceived by the user. This motivates our research to better understand the
perception of errors inherent to matting algorithms, with an eye to the future design of error metrics that are
better suited to the matting problem.
The main contributions of this work are novel insights into the perception of errors due to imperfect matting
and compositing results. To investigate the errors produced by the state-of-the-art matting algorithms of Levin
et al.11 and Wang & Cohen,4 we conducted a user-study with 26 participants. Eighteen different foreground
objects from photographs were collected and composed over a new background. We tried to choose backgrounds
that match the color and lighting conditions of the foreground to eliminate error sources not produced by the
matting algorithm. These photomontages were mixed with unmodified photographs, and the subjects were asked
to judge whether they believed the images to be originals or composites. To obtain additional information about
the perception of the errors, we recorded the gaze of the subjects’ eyes with an eye-tracker.
In computer science, eye-tracking has been successfully applied to a variety of tasks, including humancomputer interaction to actively control a computer with the gaze of the eyes,20–22 in usability studies for
webpage design23 or for evaluating search engine results.24 In computer graphics and vision, eye-tracking is
emerging as an increasingly important tool. A number of papers have been devoted to perceptual image and
video compression, where the compression rate may be adapted in real time by predicting the movement of
the eye,25–28 or a fixed but spatially varying compression is applied based on statistics of the human gaze.29
Similarly, the rendering detail has been adjusted in virtual reality environments according to the eye movement
of the user.30 Further applications include teleconference systems where the gaze of the dialog partners is adjusted
to each other,31 or the generation of painterly renderings from photographs.32 More closely related to our work,
eye-tracking was applied to measure the perceptual quality of images in the work of Pedersen et al.,33 where an
improved image distance metric was derived by spatially weighting existing image difference metrics according
to the gaze data. In our work we use eye-tracking in a passive manner by monitoring the eye movements of users
in order to gain novel insights on how human observers perceive errors in photomontages.

2. USER STUDY
To be able to measure the visual quality of the matting results, it is important to understand how errors that
are inherent to state-of-the-art matting algorithms are perceived by the user. In our user study, we presented 26
subjects a set of test images that comprised both results generated by two state-of-the-art matting algorithms and
unmodified photographs. The participants were asked to decide whether the image was an original photograph
or a modified photomontage. To reveal more details about the decision process that gives clues on the perception
of errors, we recorded the eye movement of the users.

2.1 Study Setup
We designed the study to compare results of two state-of-the-art matting algorithms, namely Levin et al.11 and
Wang et al.4 The algorithm of Levin et al. assumes that in a small window around every pixel, both the foreand background colors lie on a line in RGB color space. Levin et al. showed that if this assumption is met, the
true solution to the matting problem can be derived in a closed form manner. In Wang et al., the approach of
Levin et al. was extended by additionally incorporating local color models derived from color samples.
To reduce the complexity of the study, the two algorithms were analyzed by two different groups of users
independently, rather than comparing them side by side by a single group of users. We seeked to offer a

fair comparison by distributing the users equally over the two groups regarding their gender and age. Each
group of participants was presented 27 images. Nine of them were unmodified images and the others were
image compositions that we generated by extracting 18 different foreground objects from photographs with the
respective algorithm and composing them over a new background, as illustrated in figure 1. For both algorithms,
we used the same user input to extract the foreground object. Therefore, the images presented to the two groups
only differed in the artifacts produced by the two different algorithms. We tried to find new backgrounds that
match well the color and lighting conditions of the extracted foreground object in order to eliminate error sources
not produced by the matting algorithm itself (but, for example, by inconsistent lighting conditions). Figure 2
gives an overview of the images used in our study.

Figure 1. Image compositing. For each input image (top left), we casually draw scribbles (top right) in order to
compute an alpha matte (bottom left) used to generate a new composite image (bottom right) that was presented to the
test persons.

The main goal of this study was to gain insights into the visual perception of errors in the matting results.
Since it was unclear beforehand which errors would matter most, we decided to conduct an explorative study in
which we asked the participants of both groups to decide whether the presented image was a photomontage or
not. To gain further insight into the decision making process of the user, we decided to use think aloud protocols.
Each of the two groups consisted of 13 participants with comparable age structure: In both groups, 6 users
were between the age of 15 and 29, 3 between 30 and 50, and 4 between the age of 50 and 80 years.
The participants of Group I were presented the results of the algorithm by Wang et al.4 The gender distribution was 5 males versus 8 females. In a questionnaire that the participants filled out prior to the study, 3 users
indicated to have experience in the field of image editing, either professionally or private. A majority of 8 users
specified to have at least a rough idea about image editing, whereas 2 participants did not know about image
editing at all. The subjects were also asked to specify whether they already had experience with user studies in
general, and a majority of 10 people declared that they had never participated in a user study before.
Group II was presented results of the matting algorithm of Levin et al.11 The group was made up of 7 males
and 6 females. 5 of the participants considered themselves to be experienced in the field of image editing, 4 knew
at least about image processing, while 4 persons did not know about it at all. Similar to Group I, a majority of
9 persons had never attended a user study before.

Figure 2. Study images. The 9 unmodified images (top) and 18 image compositions (bottom) used during the study.
(For simplicity, only the 18 image compositions from the algorithm of Levin et al.11 are shown here.)

2.2 Eye-Tracking
In order to gain more detailed insights into the decision making process of the user, beyond the possibilities of
the think aloud method, we recorded the movement of the users’ eyes that can reveal the subconscious behavior
of the participants. To record the eye movement, we used the commercially available eye-tracker Tobii x50 (Tobii
Technology AB). The eye-tracking device computes the gaze point on the screen by observing the eyes of the
user, illuminated by near infrared light, with a CCD camera. For acquisition of the eye-tracking data, we used
the Tobii ClearView2 Analysis Software.
Generally, the eye-tracking camera records three classes of eye movements, namely fixations, saccades and the
derived scan paths. When scanning an image, the eye moves with rapid jumps, called saccades, over the image.
Saccades are interrupted by fixations where the eye holds relatively still for about 200 and 300 milliseconds.
While it is believed that visual attention is suppressed during saccades, fixations are usually exploited for further
analysis since most human information processing is believed to occur during that time.34 The scanning path,
which is the temporal order in which fixations occur, may give additional insights, for example, on different
strategies to locate errors. Indeed, we found evidence in our study that the strategy of scanning the image
depends on the users’ expertise in the field of image editing.

2.3 Study Procedure
For both groups of participants, the users were asked to fill out a questionnaire to keep track of their gender, age
and experience with image editing. After calibrating the eye-tracker for each user individually, every subject was
presented each of the 27 different images for exactly 20 seconds. After each image, the user was given time to
judge whether the image was an unaltered original or a photomontage. After all 27 images had been displayed to

the user, a summary in the form of a collage was presented to give the user the possibility to revise his judgments,
in order to account for possible learning effects during the study.

3. ANALYSIS
We analyzed the results of the study from several points of view. First, we used the classification results to
determine which of the two algorithms performed better. Next, we classified the artifacts produced by the two
matting algorithms into three different error categories in order to determine which artifacts were visually most
disturbing and therefore should be given special attention. Finally, we analyzed the data according to the gender,
age and expertise in image editing of the study participants.

3.1 Classification Performance
The classification performance of the subjects (i.e. the ability of the subjects to detect the modified images) is
directly related to the quality of an algorithm. The more photomontages the users classify as an unmodified
image, the higher the quality of the respective results. For Wang’s method 2 photomontages were classified as
original images by more than 70% of the participants and another 4 edited images were found to be realistic
by 40% to 70% of the subjects. For Levin’s algorithm none of the edited images was classified as original by
more than 70% of the users. However, 8 photomontages where judged by 40% to 70% of the users as an original.
Figure 3 shows a visually convincing photomontage that was judged as original by over 70% of the test persons.
Thus, both algorithms showed comparable performance, but the algorithm of Wang et al. succeeded in
producing at least 2 very realistic examples, whereas the results of Levin et al. never performed better than
average, at least on this test set.

Figure 3. High quality photomontage. From an input image (a) an alpha matte (b) was computed to generate a
photomontage (c) that shows slight artifacts on the left side of the head as well as partially missing shadow information.
The color artifacts are due to imperfect matting, whereas the missing shadows are due to incompatible environment
conditions. Analysis of the user fixations (d) shows that the artifacts produced by the matting algorithm have drawn the
attention of the users, however most of them still judged this example as an original.

3.2 Error Categories
The artifacts recognized in the test images were classified into three different error categories, namely alpha
matte errors, color errors and environment errors.
Alpha matte error. This error is a result of an under- or overestimation of the alpha matte. In an image
composition, these errors typically result in large portions of semi-transparent regions in the foreground object
or blobs attached to the foreground object. The example in figure 4 (left) shows a part of a basketball board
that was pasted onto an image of a wooden roof. Parts of the background are shining through the board, which
is due to an underestimation of alpha in these regions. Similar artifacts can be seen in figure 4 (right), where
the leaves of a tree where erroneously classified as semi-transparent.

Figure 4. Alpha matte error. The left example shows a basketball board that was pasted over the image of a wooden
roof. The originally opaque board was partially classified as semi-transparent, resulting in a mixing with the background
colors. The right image shows leaves of a tree that were composed over the image of a house. The alpha values in the
area of the leaves were underestimated and therefore erroneously appear to be translucent.

Color error. This error is a result of an erroneously estimated foreground color, due to non-perfect alpha
matting. It typically results in a composite image with unrealistic colors in the mixed regions. Figure 5 (left)
gives a crop of an image showing the fur of a dog. Extracting the fur and pasting it over a new background
(figure 5 (right)) produces color artifacts, since the green background color of the original image was erroneously
adopted as foreground color in the photomontage.

Figure 5. Color error. From the original image (left) the fur of the dog was extracted and composed over a new
background (right). Parts of the original background color were erroneously identified as foreground color by the matting
algorithms leading to unpleasant color ”halos” in the photomontage.

Environment error. This category accounts for errors that are not due to the matting algorithm itself, but
related to unrealistic global image conditions, such as conflicting color and lighting conditions, wrong object
proportions or missing shadows. Figure 6 (left image pair) shows an example of an environment error where
the flowerpot has wrong proportions and misses shadows. In figure 6 (right image pair) the foreground object
exhibits lighting conditions that are different from the background, since the women was photographed under
studio lighting conditions, whereas the background is an outdoor scene.
Given the error categories defined above, we manually assigned each erroneous region in the test images to
the appropriate error categories prior to the study. One and the same image could exhibit errors of different
types and thus be assigned to multiple categories. For the 18 composites produced by the algorithm of Wang
et al., we assigned 10 to the alpha matte error, 6 images to the color error and 10 to the category environment
error. Similarly, from the 18 results of Levin’s algorithm 12 images exhibited alpha matte errors, 6 images color
errors and 9 images environment errors. In order to determine which error categories were most distracting on
those images that a user judged as a photomontage, we tried to identify those erroneous regions that gave rise
to this decision by analyzing the verbalizations and eye fixations of the user.
The results of this analysis show that for Wang’s algorithm, on average, each user detected 28% of the alpha
matte errors, 19% of the color errors and 42% of the environment errors. Therefore we may conclude that

Figure 6. Environment error. Two examples of incorrect photomontages that were not caused by the matting algorithm:
The leftmost image (a) shows an example where the shadows are missing, which leads to the impression that the flowerpot
is not connected to the ground. The corresponding eye fixations (b) (red = high number of eye fixations, green = low
number of fixations) indicate that most users were visually attracted by these errors. In the right image pair, an indoor
photograph (c) was mixed with an outdoor scene. In this case, the users scanned large areas of the fore- and background
region (d), which may indicating that they compared the illumination of the fore- and background.

for Wang’s algorithm mostly the environment error gave rise to the detection of a photomontage. However,
as discussed before, such artifacts cannot be handled by matting algorithms and could be alleviated by better
adjusting the environment parameters of the foreground object to the new background.
The analysis for Levin’s algorithm showed that on average each user detected 21% of the alpha matte errors,
32% of the color errors and 43% of the environment errors. Similar to Wang’s algorithm, the environment errors
were the most distracting ones. In constrast to Wang’s method, the color error seemed to be more noticeable in
the results of Levin.
To summarize, the environment error was the most eye-catching in the results of both algorithms. Since
these artifacts cannot be eliminated by pure matting algorithms, this may indicate that more attention should
be given to methods that combine the image matting techniques with the image compositing step, the latter one
dealing with the seamless integration of the extracted foreground object into the background.

3.3 Expertise Analysis
We observed a considerable correlation between expert knowledge in photography and the ability of the user
to detect errors in the image. People with strong background in digital photo editing clearly showed the best
classification performance (i.e. correctly detected photomontages), whereas people with no experience in photo
editing misclassified at least 40% of the test images. People that have some experience with photo editing ranked
in between. We found this effect reflected by the eye-tracking data, which shows different types of scanning paths
dependent on the experience of the user. As illustrated in figure 7, users with stronger background in photography
tended to carefully scan some small parts of the image, while inexperienced users usually more heavily relied on
the overall impression to judge the image.

Figure 7. Eye fixations. Eye fixations (red = high number of eye fixations, green = low number of fixations) of an
inexperienced user (left) are more distributed across the image compared to the fixations of a user with expertise in image
editing, who concentrates on some specific parts of the image (right).

3.4 Gender and Age Analysis
The analysis for the algorithm of Wang et al. showed no differences in the classification performance with respect
to the gender or age of the participants. This was different for the group of users that evaluated the algorithm
of Levin et al., where mostly male participants correctly classified the images. The age of the male users had
no influence on their ability to correctly identify photomontages. This was different for the female subjects,
where young females between the age of 15 and 29 performed better than older participants. However, we could
attribute these differences in classification performance to the fact that mostly female participants in this group
had almost no experience in image editing.

4. CONCLUSIONS
We conducted a user study to better understand which errors inherent to image matting and compositing are
visually most distracting. We found that although the test images were carefully constructed to meet realistic
lighting and color conditions, still the majority of images classified as photomontage were recognized as artificial
due to unrealistic color changes between the foreground object and the new background. This motivates research
for algorithms that simultaneously optimize the extraction and the embedding of objects into a new scene. Further
we found that the algorithm of Levin et al. produced more visible color artifacts, while for the algorithm of
Wang et al. the alpha matte error was more pronounced. Our results show a noticeable correlation between
expert knowledge in photography and the ability of the users to detect errors in the image, which is also reflected
in the eye-tracking data.
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