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Abstract. We propose a novel clustering scheme for spatio-temporal
segmentation of sparse motion fields obtained from feature tracking. The
approach allows for the segmentation of meaningful motion components
in a scene, such as short- and long-term motion of single objects, groups
of objects and camera motion. The method has been developed within a
project on the analysis of low-quality archive films. We qualitatively and
quantitatively evaluate the performance and the robustness of the approach. Results show, that our method successfully segments the motion
components even in particularly noisy sequences.
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Introduction

Motion has a vital importance in human perception. This makes it a qualified
attribute for the organization and retrieval of video content. Two types of motion can be distinguished: object motion and camera motion. The detection,
description, and segmentation of both is the focus of this paper.
The segmentation of motion in low-quality video with existing methods has
shown to be unstable and noisy which led to the development of the proposed approach. We present a robust and efficient clustering scheme for the segmentation
of single object motion as well as motion of groups of objects and camera motion. In contrast to other approaches (e.g. [1–3]) we extract motion trajectories
by feature tracking directly from the raw video sequence and omit object segmentation. The result of feature tracking is a sparsely populated spatio-temporal
volume of feature trajectories. Occlusions and the low quality of the video material lead to numerous tracking failures resulting in noisy and highly fragmented
trajectories. The novel clustering scheme directly clusters the sparse volume of
trajectories into coherent spatio-temporal motion components belonging to the
same objects or groups of objects. The proposed approach takes the following
factors into account:
– Robustness to low contrast, flicker, shaking, dirt, etc.
– The input data is a sparse set of fragmented trajectories that are broken off,
have different lengths, and varying begin and end times.
– The analyzed time span may be large (shots up to a few minutes length).
– The number of clusters is unknown a priori.

– The resulting clusters have to be temporally coherent (even if the majority
of the trajectories breaks off).
– Motion direction and velocity magnitude may change over time inside a
cluster (to enable tracking of e.g. objects with curved motion paths and
groups of objects that have slightly heterogeneous directions and speeds).
– Efficient computation.
– Flexible selection of trajectory features and similarity measures in order to
enable different clusterings and applications.
The organization of this paper is as follows. We present related work in Section 2. The clustering approach is formulated in Section 3. Section 4 introduces
the employed video material and presents the experimental setup. Results are
discussed in Section 5. We draw conclusions in Section 6.
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Related Work

Feature trackers are able to provide motion information over large time scales by
tracking feature points over multiple successive frames [4]. However, the resulting
trajectories are sparse in space and time and have different lengths and varying
begin and end times. Consequently, standard methods, such as Mean Shift and
K-Means cannot be directly applied for clustering.
Methods for trajectory clustering have been introduced mainly in the field
of surveillance [1, 5–9] and video event classification [10]. The methods have
different constraints depending on their application domain. Wang and Li present
an approach for motion segmentation based on spectral clustering of motion
trajectories [8]. A major limitation of their approach is that all feature points
must be trackable in all analyzed frames. This is usually not given, especially
when working with low-quality video material.
Hervieu et al. perform classification of motion trajectories by an HMM framework for video event classification in sports videos [10]. While the HMM framework is able to handle trajectories of different lengths, the method assumes that
the trajectories have similar lifetimes and do not break off (e.g., due to occlusions
and tracking failures). A similar assumption is made in [5] where the authors
track and cluster motion paths of vehicles. They represent trajectories by global
directional histograms which require similar motion trajectories to have similar
lifetimes. However, this is not provided for broken trajectories.
Veit et al. introduce an approach for trajectory clustering of individual moving objects [7]. Groups of similarly moving objects, as required in this work,
cannot be tracked. Similarly, Rabaud and Belongie cluster motion trajectories
on a per-object basis in order to count people in a surveillance video [6].
For clustering of a sparse set of trajectories similarity measures are required
that take the different lengths and spatio-temporal locations of the trajectories into account. Buzan et al. employ a metric based on the longest common
subsequence (LCSS) to cluster trajectories of different sizes [1]. An asymmetric
similarity measure for trajectories of different lengths is proposed by Wang et
al. [9]. Their algorithm can handle broken trajectories during clustering due to

the asymmetric property of the similarity measure. The measure is not directly
applicable in our work because it uses different (spatial) similarity constraints.
There is an important difference between the above mentioned methods and
our approach. The presented methods do not consider the temporal location
of the trajectories during clustering. They aim at clustering trajectories independently of the time they occur, e.g. in [5]. In this work, we are interested in
clustering motion trajectories belonging to the same object or group of objects.
Therefore, we assume corresponding trajectories to occur within the same time
and to have similar velocity (direction and -magnitude). Note, that we do not
require the trajectories to have similar spatial location, which facilitates tracking
of large groups of objects and camera motion (in contrast to e.g. [7]).

3

Trajectory Clustering

The idea behind the proposed scheme is to cluster the entire sparse volume of
trajectories directly by iteratively grouping temporally overlapping trajectories.
Thus, it is not necessary to split trajectories into sub-trajectories [11] or use
global trajectory features [5]. The trajectories are processed in their original
representation. The first stage of the algorithm is an iterative clustering scheme
that groups temporally overlapping trajectories with similar velocity direction
and magnitude. In the second stage (described in Section 3.2) the clusters from
the first stage are merged into temporally adjacent clusters covering larger time
spans.
3.1

Iterative Clustering

Iterative clustering aims at successively grouping temporally overlapping trajectories. We assume trajectories that perform similar motion at the same time to
belong to the same motion component (e.g., object or group of objects). A trajectory t is a sequence of spatio-temporal observations oj = < xj , yj , fj > with
t = {< xj , yj , fj >}, where xj and yj are spatial coordinates and fj is the frame
index of the corresponding observation. The input of the algorithm is a sparse
spatio-temporal volume which is represented as a set V containing T trajectories
ti of tracked feature points: V = {ti |i = 1, 2, ..., T }.
Clustering starts by the selection of expressive trajectories (representatives of
meaningful motion components) for the initialization of clusters. We assume that
meaningful motion components span large distances. Therefore, we compute the
absolute spatial distance that each trajectory travels during its lifetime. That is
the Euclidean distance between the first and last feature point of the trajectory.
This measure favors trajectories that belong to an important motion component.
Alternatively, the lifetime of the trajectories may be employed as a measure for
their expressiveness. However, experiments have shown that the trajectories with
the longest lifetimes often represent stationary or slowly moving points, which
leads to the selection of inadequate representatives. Consequently, we do not
employ the lifetime as an indicator for expressiveness.

We sort the trajectories according to their traveled distances and select the
trajectory tr with the largest distance as representative for the current cluster
Ctr . Then all trajectories ti from the set V are compared to the representative
tr in a pairwise manner. The similarity of trajectories that have no temporal
overlap is 0 by definition. Consequently, only temporally overlapping trajectories
are compared.
For the pairwise comparison first the temporally overlapping sub-segments
of two trajectories tr and ti are determined. Following, we extract trajectory
features from these sub-segments and a perform similarity comparison. See the
description in the following on trajectory features and similarity measures employed in this work. The result of the pairwise comparison of trajectories tr and
ti is a similarity score sr,i .
All trajectories with a score higher than a threshold λ are assigned to the
current cluster Ctr :
(1)
ti ∈ Ctr ⇔ sr,i > λ
The cluster Ctr is then added to the set S of clusters (which is initially empty).
All trajectories ti ∈ Ctr that lie fully inside the cluster are removed from the
original set of trajectories V . Trajectories that are temporally not fully covered
by the cluster remain in V . That enables trajectories to be assigned to multiple
temporally adjacent clusters in further iterations. This is an important prerequisite for the creation of long-term clusters in the second stage of the algorithm.
After updating the set V the next iteration is started by selecting a new
representative trajectory tr from the remaining trajectories in V . The algorithm
terminates when no more trajectories are left in V .
The result of iterative clustering is a set of n overlapping clusters S =
{C1 , C2 , ..., Cn }. Each cluster represents a portion of a homogeneous motion
component. The temporal extent of the clusters tends to be rather short (it is
limited by the temporal extent of the feature trajectories). Consequently, the
iterative clustering yields an over-segmentation of the spatio-temporal volume.
This is addressed in the second stage (merging), see Section 3.2.
Trajectory features and similarity measures. The proposed iterative clustering scheme allows for the use (and combination) of arbitrary features and
similarity measures, for example spatial features compared by Euclidean distance, purely directional features compared by cosine similarity, etc. We compute features adaptively only for the temporally overlapping segments of the
compared trajectories. This is different from other approaches, where features
are computed a priori for the entire trajectories.
A straight forward way is to directly employ the spatial coordinates of the
trajectories as features. For low-quality video the coordinates of the trajectories
are often noisy (e.g., due to shaky sequences and tracking failures). For a given
segment of a trajectory we compute the dominant direction φ = (∆x, ∆y) where
∆x = xbegin − xend , ∆y = ybegin − yend ,

(2)

and the distance ρ between the first and the last spatial coordinates of the
segment:
p
ρ = (∆x)2 + (∆y)2 .
(3)
These features are robust to noise and are location invariant (as required for
segmenting motion from the camera and of groups of objects). They represent
the velocity direction and magnitude of the trajectories. Dependence on spatial
location can easily be integrated by adding absolute coordinates as features.
The presented features require two different metrics for comparison. We employ the cosine metric for the directional features φ and a normalized difference
for the distance features ρ. The corresponding similarity measures sφ and sρ for
two trajectories u and v are defined as follows:
su,v
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(4)

The cosine similarity is transformed into the range [0; 1]. We linearly combine
both similarity measures in order to obtain a single similarity measure su,v as:
u,v
su,v = α · su,v
with 0 ≤ α ≤ 1,
φ + (1 − α) · sρ

(5)

where α balances the influence of the velocity directions and the velocity magnitudes of the two trajectories.
3.2

Cluster Merging

The goal of cluster merging is to connect clusters that represent the same (longtime) motion component. This is performed by hierarchically merging clusters
which share the same trajectories.
The input to this stage is the set of clusters obtained by iterative clustering:
S = {C1 , C2 , ..., Cn }. We start an iteration by sorting the clusters according to
their sizes (number of member trajectories) in ascending order. Beginning with
the smallest cluster Ci , we search for the cluster Cj which shares the most trajectories with Ci . We merge both clusters when the portion of shared trajectories
(connectivity) exceeds a certain threshold µ. The connectivity ci,j between two
clusters Ci and Cj is defined as:
ci,j =

|Ci ∩ Cj |
min(|Ci | , |Cj |)

(6)
′

The criterion for merging clusters Ci and Cj into a new cluster Ci is:
′

Ci = Ci ∪ Cj ⇔ ci,j > µ.

(7)

After merging the clusters Ci and Cj they are removed from the set S and the
′
new cluster is added into an (initially empty) set S . If no cluster Cj fulfills the
′
′
criterion for merging then Ci = Ci . Following, Ci is removed from S and Ci is
′
added to S .

Merging is repeated with all remaining clusters in S, until S is empty and
′
S contains all combined clusters. This makes up one iteration of merging. We
′
perform further iterations by setting S = S to repeatedly merge newly created
clusters until no cluster can be merged any more. Finally, trajectories associated
with more than one cluster are assigned to the cluster with the largest temporal
′
overlap. The result of the merging procedure is a smaller set of clusters S where
the clusters represent distinct (long-term) motion components.
The order in which clusters are merged influences the result significantly. We
sort the clusters according to their size and begin merging with the smallest
clusters. This facilitates that the merging scheme successively generates larger
clusters out of small ones (fewer small clusters remain). Furthermore, each cluster is merged with the one having the highest connectivity. This enforces that
clusters of the same motion component are merged.

4

Experimental Setup

In this section we present the video material used for the evaluation and the
motion analysis framework including pre- and postprocessing steps.
4.1

Video Material

For the evaluation of the proposed method we employ archive film material.
The analyzed movies are historical artistic documentaries from the late 1920s.
The movies exhibit twofold challenges, that originate from their technical and
from their artistic nature. From the technical point of view, the film material is
of significantly low quality due to storage, copying, and playback over the last
decades. Typical artifacts of archive film material include scratches, dirt, low
contrast, flicker, and frame displacements. Such artifacts impede the process of
feature tracking and motion recognition, resulting in noisy and broken feature
trajectories. Furthermore, frame displacements and significant camera shakes
may result in falsely detected motion.
From an artistic point of view, the applied documentary technique is highly
experimental. The filmmaker used advanced montage and photographic techniques (e.g., quadruple exposure, reverse filming, etc.) to achieve complex motion
compositions. Typical compositions include hammering, camera traveling, and
contrapuntal movements (see Figure 1 for examples). Consequently the movies
are well-suited for the evaluation of the proposed approach.
4.2

Feature Tracking

We perform motion segmentation for entire shots. Ground truth containing the
shot boundaries is provided by film experts. We employ the KLT feature tracker
because of its efficiency and its ability to track feature points across large time
spans [4]. For most parameters of KLT we use the defaults proposed by the
implementation [12]. The search range for tracking is set to 3 to reduce the
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(b) Water

(c) Rotation

(d) Group of objects

Fig. 1. Typical motion compositions.

Fig. 2. The motion field before (left) and after (right) filtering.

number of tracking errors. The minimum distance between selected features is
reduced to 5 in order to produce denser motion fields. The number of features
is set to 2000. The output of feature tracking is a fragmented set of trajectories
in a sparse motion field.
We perform three basic preprocessing steps in order to reduce the noise contained in the motion field. First, we remove trajectories whose lifetime is less
than a predefined duration τ (τ = 0.5 seconds in our case). This removes a large
number of unstable trajectories.
Second, we detect and remove stationary trajectories. We remove trajectories
with a spatial extent in x- and y-direction below a threshold σ which directly
corresponds to the amount of shaking in the sequence.
Third, we smooth the trajectories by removing high-frequency components in
the discrete cosine spectrum of the spatial coordinates xj and yj . This dampens
the influence of shaking for the remaining trajectories. Figure 2 shows the effect
of preprocessing for a noisy motion field of an entire shot. Most of the stationary
and noisy trajectories are removed. The remaining trajectories represent the
motion of the airplane in the lower right quarter of the frame.
4.3

Trajectory Clustering

The proposed clustering approach requires three parameters to be set (λ and α
for the similarity comparison and µ for cluster merging). The similarity score
su,v as defined in Equation (5) in Section 3.1 ranges from 0 to 1. A value of λ
between 0.7 and 0.9 yields satisfactory results in the experiments. The weighting
factor α is set to 0.5.
The second parameter µ controls the sensitivity of cluster merging. Due to
the high fragmentation of the trajectories the value of µ is chosen rather low to

facilitate cluster merging. Values of µ between 10% and 20% of shared trajectories yield the best results in the experiments.
We perform two simple postprocessing steps in order to improve the generated motion segments. First, we detect and remove single outlier trajectories
which is necessary since we ignore spatial information during clustering. Second,
we remove small clusters (less than 5 trajectories) that usually represent noise.
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Results

We perform qualitative evaluation by applying our approach to shots with complex motion compositions. In contrast to existing work (e.g. [13, 7]) we additionally evaluate the performance of the approach by a quantitative evaluation.
5.1

Qualitative Evaluation

We have selected approximately 50 shots from different films for evaluating the
quality of our approach. Three test sequences are shown in Figure 3.
The first sequence (Figures 3(a) - 3(e)) shows a group of people walking up
a hill. The people in the group first move towards the hill (in the lower right
quarter), then turn to the left, walk up the hill and finally vanish behind the
hill. At the end of the sequence a horse enters the scene at the top of the hill
in opposite direction (short arrow in Figure 3(c)). From the three keyframes
3(a)-3(c) we observe a large amount of flicker, additionally some frames contain scratches and dirt as in 3(a). Since KLT is sensitive to intensity variations
the trajectories frequently break off. However, our approach is able to create
temporally coherent motion segments over the entire duration of the shot. The
movement of the group of people is represented by segments 1 and 2 (blue and
yellow) in Figure 3(d). Segment 1 represents the motion of the people away from
the camera and segment 2 captures the people walking up the hill. The third
segment (red) represents the horse that appears at the end of the scene from the
left. This sequence shows that the approach is able to segment large groups of
objects as well as small individual objects.
The second sequence (Figures 3(f) - 3(j)) shows an airplane moving from
left to right. The airplane approaches the observing camera and finally passes
it. The sequence is shot by a camera that itself is mounted on an airplane,
resulting in permanent shaking. Several frames of the shot are heavily blurred
(e.g. 3(f)) making feature tracking nearly impossible. The motion of the airplane
is represented by segments 1 and 2 (yellow and red). The first segment describes
the motion of the airplane from the beginning of the shot to the last quarter of
the shot. The second segment continues tracking this motion until the end of the
shot. While the two segments are temporally coherent they are not merged by
our algorithm because the (noisy) motion field that connects them is too sparse.
The third segment (blue) describes an intense camera shake that is not removed
during preprocessing. This shot demonstrates the limitations of the approach.
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Fig. 3. Segmentation results for 3 test sequences. Columns 1-3 represent keyframes
(white annotations mark the dominant motion components). Columns 4 and 5 show the
clustered trajectories and the resulting motion segments with their primary direction.

The third sequence shows a herd of horses (surrounded by the white ellipses
in Figures 3(k) - 3(m)) moving diagonally into the scene from left to right. At the
same time the camera pans to the right (indicated by the dashed arrows). Both
motion components are tracked and separated from each other by our approach.
The spatially distributed segment (segment 1, yellow) in Figure 3(n) represents
the camera motion, while the second segment (red) describes the motion of the
herd. Not all individuals of the herd can be tracked robustly by KLT due to
the low contrast between the horses and the background. However, the motion
trajectories available from tracking are correctly segmented.
Motion segmentation performs well for the presented sequences. Even under
noisy conditions the method robustly segments the motion components.
5.2

Quantitative Evaluation

We apply the proposed approach to an entire feature film, in order to perform
a quantitative evaluation. The film shows the life of workers of the 1920s and
contains a large number of motion studies of physically working people, crowds,
industrial machines (e.g., moving pistons), and vehicles (e.g., cars, trains). The
film contains 63123 frames (660 shots) and has a duration of approximately one
hour (at 18 fps).
The ground-truth is provided a priori by film experts in the form of a protocol that contains the number of motion components per shot and a textual

Table 1. Percentage of shots containing no false negative (FN), one FN and more than
one FN with consideration of all and only the trackable motions, respectively.

All motion components
Only trackable motion components

0 FN
70%
89%

1 FN
26%
9%

> 1 FN
4%
2%

description of the (groups of) objects, their motion activity and the camera operations. Evaluation is performed manually by comparing the computed motion
segments with the ground truth protocol and applying the following rules:
1. A motion component is considered to be correctly detected if one or more
clusters exist with similar spatio-temporal locations and similar directions.
Otherwise the motion component is considered to be missed.
2. A cluster is considered to be a false positive, if it cannot be assigned to any
motion component.
The proposed method is able to segment 60% of all motion components in the
film. This low detection rate is a consequence of a poor feature tracking performance. While related literature reports excellent results of KLT for high-quality
video [14], the tracker misses 28% of all motion components in the employed
video material. The tracker frequently fails for very fast motions, motions in
regions with low contrast, and complex scenes of water such as in Figure 1(b).
We exclude the motions that KLT misses from the evaluation and yield a significantly higher detection rate of 83% which shows that the proposed method
provides high performance when motion tracking is successful.
The false positive rate is relatively high (22%) due to tracking failures and
noise. For example, feature points tend to walk along edges resulting in motion
components that are wrong but have a significant velocity magnitude. On the
other hand, we have configured the system sensitive to small motion components
which makes the system prone to noise.
In addition, we test our approach on selected sequences from high-quality
video (230 shots from the movie “Lola Runs”) and yield a significantly lower
false positive rate (3%). The detection rate (for all motion components) is 72%
compared to 60% for the low-quality material.
We further evaluate the number of false negatives (motion components that
are not correctly segmented) for each shot of the low-quality material. The distribution of false negatives is summarized in Table 1. The approach successfully
segments all trackable motion components in 89% of the shots. One trackable
motion component is missed in 9% of the shots and only 2% of the shots contain
more than one missed component. The greatest potential for improvements lies
in the stage of feature detection and tracking. We currently investigate alternative methods, e.g. SIFT which so far shows comparable performance. However
this investigation is not the focus of this paper.
The proposed clustering method is computationally efficient. Motion segmentation (excluding feature tracking), requires 10s per shot in average and 110
minutes for the entire film.

6

Conclusions

We have presented a novel clustering scheme that robstly segments sparse and
noisy motion trajectories into meaningful motion components. The clustering
scheme allows for the selection of trajectory features and similarity measures
which makes it well-suited for different types of clusterings and applications.
Although the method has been developed for low-quality video, experiments
have shown that it is applicable to diverse video material. The low-quality of the
employed material mainly influences the feature tracking performance. Where
motion is trackable, motion segmentation is successful to a high degree.
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