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Abstract—We use the theory and algorithms developed for
so-called shift-invariant spaces to develop a novel distributed
architecture for sampling and reconstructing time-varying
non-bandlimited physical fields in wireless sensor networks. We
introduce hybrid shift-invariant spaces that generalize conventional shift-invariant spaces and can adapt to local smoothness
properties of the field. Using shift-invariant spaces with compactly supported generator functions allows us to split the global
reconstruction into several smaller local problems that can be
solved independently. Capitalizing on the sparsity of the matrices
involved in the reconstruction, we propose direct and iterative
reconstruction algorithms whose complexity per time slot scales
only linearly with the number of sensor nodes. We furthermore
analyze the impact of sensor localization errors on the mean
square error of the reconstructed field. Numerical simulations
illustrate that the proposed field reconstruction scheme performs
close to bandlimited reconstruction and is less sensitive to sensor
location errors while providing a significant reduction in computational complexity.
Index Terms—B-splines, field reconstruction, shift-invariant
spaces, wireless sensor networks.

I. INTRODUCTION

T

HE interest in wireless sensor networks (WSN) as a solution to distributed inference problems in the context of
diverse monitoring applications has been steadily increasing in
recent years [1]–[5]. The basic idea is to use remote sensor
nodes that communicate over wireless links and are spatially
distributed over the region to be monitored; these sensor nodes
collect, process, and communicate information about the phenomenon of interest. The remote deployment and the unsupervised nature of the WSN make it difficult to recharge sensor
node batteries or perform other maintenance tasks. Large network lifetime can thus be achieved only by designing the WSN
as energy efficient as possible. This in turn requires to operate
the WSN with small communication overhead and low computational complexity.
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In this paper, we are specifically concerned with the reconstruction of physical fields from irregular samples measured by
the sensors. For this application, the WSN needs to perform data
acquisition (i.e., sampling of the field), data transmission, and
field reconstruction (either distributed or centralized). Our focus
in this paper is on the actual field reconstruction and we will thus
use simple models for the data acquisition and transmission.
The sampling and reconstruction problem has been previously addressed in the literature under the (often unrealistic) assumption that the field is spatially strictly bandlimited. An efficient scheme for the reconstruction of bandlimited fields using a
tradeoff between spatial oversampling and sensor quantizer resolution was presented in [6]. The accuracy of linear bandlimited
reconstruction in WSN with non-uniform sampling was studied
in [7] using random matrix theory. In temporal sampling applications, sufficient band-limitation can be ensured by preceding
the sampling with continuous-time anti-aliasing filters. This is
in stark contrast to WSN where spatial anti-aliasing filtering is
inherently impossible since the continuous-space field cannot
be accessed or pre-processed. At the same time the assumption
of a bandlimited field is too restrictive for many physical scenarios. In fact, non-wave fields (e.g., electrostatic fields, gravitation fields, diffusion fields in liquids and gases) cannot be
assumed to be strictly bandlimited (see e.g., [8]). In [9] it was
shown that significant oversampling is required to achieve small
reconstruction errors when using bandlimited reconstruction for
non-bandlimited fields.
In this paper, we propose new schemes for reconstructing
non-bandlimited spatio-temporal fields in WSN.1 Our contributions can be summarized as follows.
• We propose to use shift-invariant (SI) spaces [13] instead
of bandlimited spaces as models for smooth spatio-temporal fields. We further introduce an extension termed hybrid shift-invariant (HSI) spaces that allows the amount of
smoothness of the field to be adapted locally. (In order to
distinguish explicitly between HSI spaces and SI spaces,
the latter will sometimes be referred to as conventional SI
spaces).
• We extend and adapt the one-dimensional (1-D) reconstruction algorithm from [14] to the two-dimensional (2-D)
case. Our approach is highly local in the sense that reconstructing the field at a certain position requires only samples from a small spatial neighborhood. A theoretical analysis provides insights regarding the sensor node (i.e., sampling) density required for perfect reconstruction.
• We develop a clustered WSN architecture that is matched
to the local nature of our field models. A cluster head collects measurements from all sensors within a given cluster
1Our

preliminary work on this topic is described in [10]–[12].
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and performs local field reconstruction. This architecture
allows for a graceful transition between fully centralized
field reconstruction (one cluster and a fusion center) and
completely decentralized operation (each sensor node is
a cluster head and performs the same tasks). Depending
on the application context, the communication and computational burden can thus be distributed among the sensor
nodes in a flexible manner.
• We discuss various implementations of the actual field
reconstruction algorithm using either direct or iterative
solvers for the underlying sparse linear system of equations. It turns out that in all cases the computational
complexity scales only linearly with the number of sensor
nodes. Iterative solvers are particularly attractive for
tracking time-varying spatial fields since the number of
iterations can be significantly reduced by using the solution obtained in the previous time-step as initialization.
We further show that ill-conditioned systems of equations
result from regions with too low sensor node density;
excluding these regions from the reconstruction improves
the reconstruction quality in the rest of the field.
• We study how quantization and measurement noise affect
the stability and the quality of the field reconstruction. Furthermore, we provide semi-analytical and numerical investigations of the impact of sensor localization errors on the
performance of our field reconstruction method. It turns
out that SI interpolation is much more robust to localization errors than bandlimited interpolation.
• We provide extensive numerical simulations to illustrate
the excellent reconstruction performance of the proposed
scheme under a variety of operating conditions.
Our scheme is highly attractive since it is flexible, features
minimum computational complexity, requires low communication overhead, is robust against quantization and localization
errors, and requires only the positions of the sensor nodes to
be known. Due to the favorable computational and communication requirements of our method, consensus- or diffusionbased implementations (e.g., [15]–[18]) that distribute the computational complexity across sensor nodes at the expense of increased communication overhead are less interesting in our context.
The paper is organized as follows. In Section II we describe
the architecture of the WSN used throughout this paper. The
field model based on conventional and HSI spaces and their
underlying generator functions are discussed in Section III. In
Section IV, we outline our general approach for the reconstruction of physical fields using WSN and introduce effective implementations for reconstructing time-varying fields in Section V.
The influence of sensor node deployment and sensor node localization errors on the reconstruction quality is analyzed in
Section VI. Simulation results are shown in Section VII and conclusions are provided in Section VIII.
II. SYSTEM MODEL
A. WSN Architecture
We consider a WSN consisting of sensor nodes, which are
deployed over a given region to monitor a 2-D spatio-temporal physical field
. Here, and denote the spatial
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Fig. 1. Illustration of clustered WSN architecture for field reconstruction (not
all clusters shown). The field is reconstructed locally within every subregion
(solid lines) by the respective sensor cluster. If desired, the result is forwarded to
a fusion center. The local field reconstruction involves samples from the slightly
larger subregions circumscribed by dashed lines.

coordinates and denotes time. The position of sensor node
is given by
and its measurement during the th
sampling period is denoted by
. In this paper we will
mostly be concerned with spatial interpolation/estimation of
the field
for fixed time ; temporal interpolation can
be performed using a variety of methods for smooth temporal
models [19]. We consider a clustered system architecture (see
Fig. 1) where the sensor nodes are grouped into
clusters
of cardinality
, that monitor the subregions
. These subregions may overlap and may
have different areas. For simplicity of exposition, however, we
assume disjoint subregions
in the following. In case the
are not disjoint, our method can be augmented by averaging the local field reconstruction results in the overlapping
regions (see Section IV.C for more details).
In each cluster
there is one node, termed the cluster head,
which reconstructs the field
for
according to the algorithm outlined in Section IV. To this end,
it collects the measurements
and the corresponding positions
of all sensor nodes within the cluster. This requires that each sensor node has determined its own position.
Techniques to accomplish sensor localization are summarized
e.g., in [20]. We note that as an alternative, the cluster heads can
forward intermediate results to a fusion center, where a global
reconstruction of the field is performed.
The choice of the WSN clusters and cluster heads has a crucial impact on the performance of the sensor network. Since
the cluster heads perform all the computations necessary for
the reconstruction and may be required to transmit their results
to a global fusion center, they consume more energy than the
other sensor nodes which only transmit the measured data to
the cluster head. This imbalance in energy consumption can be
overcome by letting all sensor nodes act as cluster heads in a
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round robin fashion, thereby distributing the computation and
communication load uniformly to all nodes in a cluster. Besides improved energy efficiency, WSN clustering offers additional advantages like reduced channel contention and packet
collisions. For our field reconstruction scheme it is desirable to
choose the clusters such that they form stable sampling sets [13]
and increase the network lifetime by reducing the communication overhead. Centralized and distributed methods for grouping
WSN nodes into clusters and for identifying cluster heads can
be found in [21] and the references therein.
We note that local field reconstruction within a cluster, i.e.,
without requiring data from the other clusters, is possible due
to the spatial localization of the proposed non-bandlimited
field model (see Section III-C for details). The advantages of
our clustered WSN architecture are: (i) its scalable distributed
nature that entails reduced communication and computational
complexity and (ii) its ability to locally adapt the field model
(see Section III-C). In addition, poor field reconstruction quality
within the region
corresponding to cluster
is a local
effect and does not degrade the reconstruction quality within
.
B. Measurement Model
In practice, the sensor measurements are corrupted by
measurement noise and quantization errors. The measurements taken by the sensors are quantized noisy samples of
the physical field
. The quantized measurements are
therefore given by
,
where
represents the action of the quantizer,
is the
temporal sampling period, and
denotes measurement
noise. For simplicity, we assume that each sensor uses a uniform quantizer with a resolution of bits and dynamic range
. We assume that the dynamic range is large enough to
avoid clipping, i.e.,
. The maximum
magnitude of the quantization error in this case is given by
. The quantizer resolution
not only determines
the field reconstruction quality but also the communication
requirements for transmitting the measurements to the cluster
heads. Since typically many measurements will be taken over
time and repeated transmission of a large number of bits can
consume a significant fraction of sensor battery power, the
choice of can strongly influence network lifetime.

weighted superposition of spatial translates of some generator
function
, i.e.,

(1)
where
are square-summable coefficients. Without
throughout
loss of generality, we will assume
the paper (this can always be ensured by appropriately rescaling
the spatial coordinates and ). To guarantee the stability of the
representation above, we further assume that the set of translates
forms a Riesz basis for
[14], [23].
Bandlimited spaces are a special case of SI spaces, obtained
with the separable sinc-type generator function
(2)
where

and
denote the spatial bandwidths. Since
decays very slowly, the corresponding space
is highly non-local, i.e., the field value
depends on samples that are arbitrarily far away from
.

B. Compactly Supported Generator Functions
The undesirable non-local nature of bandlimited spaces motivates us to propose the use of SI spaces with compactly supported generator function. The support of
is defined as
the closure of the set of points
where the function
is non-zero, i.e.,

where
denotes topological closure. A particularly useful
class of compactly supported generator functions is given by
basis-splines (B-splines), which have minimal support with
respect to a given degree and smoothness. Specifically, we
will use 2-D spline functions in the following, constructed as3
, where the 1-D splines of order
(see Fig. 2) are defined via the -fold convolution

III. FIELD MODEL—SI SPACES
We first introduce conventional SI spaces (e.g., [13], [22])
as mathematical models for the spatio-temporal field
.
Our terminology is adapted to the WSN setup and our discussion
is restricted to the 2-D case throughout the paper. This basic
model will afterwards be extended to HSI spaces in order to
locally adapt the model to the field to be reconstructed.
A. Conventional SI Spaces
We model the smooth spatio-temporal field via a SI space, i.e.,
we assume
, where
is a linear subspace2
of
containing all functions that can be represented as
2We

denote the space of square-integrable 2-D functions by
, and the space of square-summable
.
2-D sequences by

(3)

Here, the rectangular function

is defined as

The B-splines can be accurately calculated using the Cox-de
Boor recursion [24]. The support of the 2-D splines is given by
. In our
context, the most important implication of the compact support
of
is the strongly localized nature of
: according
3Even though different spline orders in the and
we restrict to identical spline order for simplicity.

coordinates are possible,
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Fig. 2. Illustration of 1-D B-splines of order
shown in gray shade.
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. The support is

to the representation
, the
field
at any position
depends only on the
coefficients
for which
. Due to the compact
support of
, the SI spaces
are not strictly bandlimited; however, the elements of
are smooth, with the
degree of smoothness increasing with growing (cf. Fig. 2).
C. HSI Spaces
With the clustered WSN architecture described in Section II,
is divided into
disjoint subregions
. This
the region
motivates us to model the spatio-temporal field using a potentially different generator function in every subregion4. To this
end, we introduce the HSI spaces

(4)

Fig. 3. Clustering options for the proposed reconstruction scheme: (a) centralized setup with one cluster and a fusion center. (b) Clustered architecture
with several cluster heads. (c) Diffusion-based reconstruction with every sensor
acting as cluster head.

For the time-varying fields considered in this paper, we will
assume that
for all time instants . Since
we keep the generator functions constant over time, this means
in (4) become time-dependent. Althat the field coefficients
though we do not impose an explicit model on the temporal evo, we will implicitly assume that
lution of the coefficients
their time variation is slow.
IV. FIELD RECONSTRUCTION

where

, and
. For the infinite mathematical model (4) we
; the numerical model used later on
assume
.
will be confined to the region of interest, i.e.,
The definition (4) characterizes a linear subspace of
that contains all fields that can be represented as weighted
superposition of spatial translates of the generator functions
. Using different generator functions
in
the subregions
allows us to locally adapt the smoothness properties of the field. Conventional SI spaces correspond to the special case with identical generators, i.e.,
. Similar to conventional
SI spaces, we assume that
forms a Riesz basis for
in order to guarantee stability
of (4).
4The local adaptation of the generator function can be based on a cross-validation approach in which some of the sensor measurements serve to assess the
quality of the reconstruction computed with the other sensors measurements.

In the following sections, we describe three variants of our
field reconstruction scheme that range from fully centralized to
completely distributed and apply to different cluster granularities (i.e., one cluster, several clusters, clusters). The actual
reconstruction algorithm is scalable and is identical for all three
variants; however, these variants differ in how the computations
are distributed among the sensors and in the underlying communication protocol.
A. Centralized Case—Global Reconstruction
By extending [14] to two dimensions, we next show how
the field
can be reconstructed within
from the (noisy) samples provided by the sensor nodes. In
this section, we assume a centralized setup with one cluster
consisting of all sensor nodes [see Fig. 3(a)]. Here, the cluster
head serves as a global fusion center. We assume that the fusion
center knows the measurements
and the positions
of all sensors as well as the generator function
.
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For every time instant
, the fusion center estimates the field
coefficients by solving the least-squares (LS) problem

(5)
where
. The problem (5) leads to a system
of linear equations (see Section V) which has a unique solution
only if there are more sensor nodes (spatial samples) than unknown coefficients, i.e.,
. Once the LS coefficient
estimates
have been computed, the field within can be
reconstructed according to
(6)
In this centralized setup, the sensor nodes send their measurements and their positions to the fusion center that uses these
data to solve the LS problem (5) and subsequently reconstruct
the field according to (6). In Section V, we will show that the
compact support of the generator functions leads to extremely
efficient solvers.5
The solution to the field reconstruction problem is initially
known only to the fusion center, which is sufficient in many applications. For applications where the result has to be known
throughout the WSN, the fusion center could communicate the
solution of (5) to the sensor nodes, which can then reconstruct
the field (locally or globally). The centralized scheme requires
a large amount of communication to transmit the data (directly
or via multi-hop) to the fusion center; in exchange, the sensor
nodes can be very simple (i.e., with low computational power)
since they only need to take measurements and forward them to
the fusion center. Obviously, a malfunction of the fusion center
would result in a failure of the whole sensor network. Moreover, if the sensor placement does not result in a stable sampling set (e.g., too large gaps between some of the sensors, see
Section VI), the reconstruction is likely to fail completely.
B. Clustered Reconstruction
We now consider the case of several clusters
, depicted in Fig. 3(b) and use a HSI space to model the unknown
field, i.e.,
. In each cluster
there is a
cluster head that performs local field reconstruction by using
only the measurements and positions of the sensor nodes within
the cluster. To guarantee that local reconstruction within each
subregion
is feasible, we use B-spline generator functions
because they have compact support . In this case, the reconstruction within
only requires estimates of the coefficients
that lie within
. These coefficients
are estimated by solving the LS problem

Here,
is a B-spline whose order
depends
on the cluster index . The corresponding system of linear
equations (see below for details) has a unique solution only
if
, i.e., if there are more sensor nodes
in the cluster than unknown coefficients in the associated region. We note that this condition tends to be harder to meet for
larger . For bandlimited field reconstruction, this condition
can never be met due to the infinite support of the generator
function
, i.e., clustering and local reconstruction is
impossible in this case. Hence, bandlimited fields necessitate the
centralized architecture presented in Section IV-A, i.e., a single
“cluster” consisting of all sensors.
Using the optimum coefficients
in (7), the field
within
is reconstructed as

(8)
The cluster-based local reconstruction is similar to the global reconstruction scheme described in Section IV-A, the difference
being that the reconstruction problem is divided into smaller
parts that are solved independently by the individual clusters.
We re-iterate that this clustering approach is only possible with
generator functions
of compact support. This clusterbased scheme requires the sensors to communicate their measurements to their cluster head who solves the LS problem (7)
and reconstructs the field according to (8) within the subregion
. The resulting solution to the field reconstruction problem
in the subregions is known only to the respective cluster head.
However, a reconstruction of the complete field is possible if the
cluster heads communicate their local solutions to each other or
to a fusion center. In case of overlapping subregions
, several cluster heads compute estimates
for a specific coefficient; a refined estimate of
can here be obtained by a
subsequent averaging, which is described in more detail in the
next section.
The clustered architecture further simplifies the use of different compactly supported generator functions in each cluster,
e.g., B-splines of different order
, according to the field
model based on HSI spaces (see Section III-C). This allows the
model to be adapted to the local smoothness properties of the
underlying field
. Furthermore, the clustered scheme
reduces the communication requirements since only the sensor
nodes within the cluster need to send their positions and measurements to the cluster head (i.e., fewer long-distance transmissions). Moreover, the reconstruction is more robust because
the failure of a cluster head or a poor sensor placement deteriorate only the result in the subregion
without affecting the
reconstruction in the other subregions.
C. Diffusion-Based Reconstruction

(7)
5Reconstruction is possible also for generators that are not compactly supported but with significantly higher computational complexity.

Increasing the number of clusters to the extreme case
(where is the number of sensor nodes) results in a fully
distributed architecture in which each sensor node acts as
cluster head for an associated subregion [see Fig. 3(c)]. Each
subregion has to be chosen larger than the support
of the
generator function, which corresponds precisely to the region
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containing the coefficients
that directly influence the
measurement of that sensor. In its role as cluster head, every
node estimates the field (within the support of the generator
function) by solving the LS problem (7) using the measurements of the sensors within its corresponding subregion; since
the same coefficient
is estimated by a multitude of sensor
nodes, the influence of the measurement and quantization noise
for
can be reduced by averaging the initial estimates
all
such that
. The relevance and
reliability of the individual estimates (both of which depend
on the distance of the coefficient’s position from the cluster
heads) can be taken into account in the averaging scheme by
an appropriate weighting.
The distributed averaging can be implemented using
algorithms like randomized gossip [16], average consensus
[18], and consensus propagation [17]. The sensor can subsequently use the averaged coefficients to reconstruct the
field according to (8) within its neighborhood. This two-stage
approach can be viewed as a diffusion scheme, i.e., the
sensors calculate local updates for their estimates based on the
information obtained from exchanging initial estimates with
their neighbors. In this way, the observations of all sensors
diffuse through the whole network over time, regardless of the
specific network topology.
V. IMPLEMENTATION OF RECONSTRUCTION ALGORITHM
In this section, we describe a computationally efficient solution of the LS problem (7). Since the LS problem (5) is a special
case of (7) obtained with
, it can be solved in the same
manner. We will see that under the assumption of compactly
supported generators, the computational complexity of the resulting algorithm scales linearly with the number of sensor.

Similar to (9), the measurements and unknown coefficients
within the subregion under consideration are arranged into respective vectors
and
, i.e.

(10)
With these definitions, we recast the minimization problem (5)
as
(11)
The solution is given by

(12)
Here,

denotes the Moore-Penrose pseudo-inverse of
. We note that this unique LS solution requires
to
have full column rank which in turn presupposes
and guarantees the Gram matrix
to be nonsingular (more specifically, positive definite). This is just another
consequence of the requirement of a sufficiently high sampling
density. Technically, the sensor positions
, have
to form a stable sampling set (see Section VI-B for further
details). Instead of computing
according to (12), it
may be advantageous to exploit the sparsity of
by solving
the associated normal equations [25]:
(13)
Efficient direct and iterative solvers for these equations are discussed in Section V-B. For notational simplicity, we drop the
in what follows.
superscript

A. Matrix-Vector Formulation

B. Efficient Solvers for the Sparse LS Problem

We first reformulate the field reconstruction problem in terms
of matrices and vectors. Since all clusters perform reconstruction independently of each other, it suffices to focus on one
cluster, say cluster . For simplicity, we restrict to B-splines
as generator functions and to rectangular subregions
. Let
and
denote the index pair in the lower-left and
upper-right corner of
, respectively, such that the number of
unknown coefficients within
equals
with
. We define the
matrix

In order to keep memory and complexity as low as possible,
a solver for the normal equations (13) should capitalize on the
sparsity of the matrix . Solving the normal equations by explicitly computing the Gram matrix
has the drawback of
squaring the condition number of [26].
An introduction to sparse direct solvers and an extensive numerical evaluation of different algorithms can be found in [27],
[28]. In our context, an attractive method for solving (13) that
exploits the sparsity of
and does not explicitly compute the
Gram matrix is based on the sparse QR decomposition. Here,
is factored according to
where is an
matrix
with orthonormal columns and is a
upper triangular
matrix. Using the fact that
(the Cholesky factorization of the Gram matrix) and defining
,
(13) can be rewritten as

(9)
, denotes the indices of the sensors
(i.e.,
, and
. Here,
denotes the largest
integer not larger than . We emphasize that the compact support
of
implies that
is a sparse matrix whenever
is larger than . Specifically,
only if
, which can
happen for at most
of the
elements
in each row. Thus, only a fraction of roughly
of the
elements in each row of
is non-zero.
where
located in

which can be solved efficiently by applying forward elimination
and backward substitution, respectively, to the two triangular
systems of equations
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The complexity of this scheme scales linearly with the number
of sensors (see next subsection). The direct method is robust and
provides an effective means for solving our field reconstruction
problem for sensor measurements from multiple time instances
because the QR factorization needs to be performed only once
(as long as the sensor positions and therefore the matrix
do
not change).
Iterative methods for solving the LS problems generate a sequence of approximate solutions
. The
complexity of these schemes is dominated by the multiplication of certain intermediate vectors with the matrices or
and hence have the advantage of directly exploiting the sparsity of . The iterations are terminated either when a certain
accuracy has been achieved or a prescribed maximum number
of iterations is reached. The latter can have a regularizing effect
which is desirable for highly irregular sensor placements and
noisy field measurements. Effective iterative methods for the LS
problem in our context are GMRES [29] and LSQR [30]. For
time-varying fields, iterative methods have the additional advantage that the coefficient estimates from the previous time slot
may be used as initialization. This typically results in a significant reduction of the number of required iterations, in particular
if the field does not change too fast between subsequent sampling instants. Iterative methods furthermore are better suited
to the case of moving sensor nodes since here only an updated
version of has to be used without the need of repeatedly computing a QR factorization.
C. Algorithm Summary and Complexity
In the following, we summarize all algorithmic steps necessary to perform field reconstruction and we provide estimates
for their computational complexity. To emphasize the distributed nature, the operation count is done for a single cluster.
1) Preprocessing: Iterative methods only require to determine the matrix according to (9). Due to the sparse nature of
, this requires at most
function evaluations.
The direct method proposed above (see Section V-B) additionally requires a sparse QR factorization whose complexity scales
as
. The computation of the matrix and
its sparse QR factorization needs to be done only once; since
it requires only the sensor positions and the generator function
to be known, these steps can be performed by the cluster head
during the initialization phase of the WSN, i.e., before any measurements
are obtained.
2) Coefficient Estimation: Once measurements have been
collected, the matrix-vector multiplications
needs to be performed. Due to the sparsity of , this calculation
can be achieved with
operations. With the
iterative solvers,
operations per iteration
result from similar matrix-vector multiplications involving .
With the direct solvers, the forward elimination and backward
substitution require
operations as well.
3) Field Reconstruction: The field can finally be reconstructed at any point
according to (6). This
requires
operations per spatial point.
Adding up the operation counts for all clusters, we conclude
that the overall complexity of our scheme scales as
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(
denotes the maximum spline order used). Since the support area of the 2-D spline of order
equals
, we
conclude that the complexity scales linearly with the number of
sensors and quadratically with the support area of the generators. Many small clusters appear desirable in order to distribute
computations as much as possible and to reduce the communication requirements. With small clusters, however, the condition
tends to be violated more often, causing reconstruction to fail locally.
VI. SENSOR PLACEMENT
A. Sensor Deployment
The field reconstruction quality depends on the quality of
the sensor measurements, the number of sensors used and their
placement. Here, we consider three different types of sensor
placement and their influence on the reconstruction algorithm
and the quality of its results. The strictest requirements for the
deployment of the sensors are imposed by a uniform placement
on the rectangular lattice

. As will

be seen later, such a deployment is desirable in terms of performance. A less demanding deployment corresponds to a jittered version of a rectangular spatial lattice, i.e.,
, where

is a random 2-D po-

sition jitter (e.g., uniformly distributed within
). If we have jitter along only one spatial dimension, we obtain the special case of so-called line sampling. Further relaxation of the positioning requirements will be modeled
by a uniformly distributed random placement of the sensors
within .
B. Stable Sets of Sampling
The feasibility and accuracy of the LS field reconstruction
problem (5) depend crucially on the rank and condition number
of the matrix defined in (9) (recall that we have dropped the
superscript
). We refer to ([25 , Section 5.3]) for a discussion
of the role of the condition number for the sensitivity of LS. The
rank and condition number of the matrix
in turn are determined by the sensor (sampling) positions
. In order for
the LS field reconstruction problem to be feasible, the sensor positions need to form a so-called stable sampling set. We say that
a set of points
is a set of stable sampling for
the SI space
if there exist positive constants
,
such that

(14)
We note that a simple necessary condition is that for all
the intersection of
and
is nonempty, i.e., for each
there must be at least one sensor in the
neighborhood defined by the support region ; in other words,
if the gap between neighboring sensors exceeds , the sampling
set will not be stable. In this case, has an all-zero column and
hence is trivially rank-deficient. When restricted to the finite-dimensional subspace of functions
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, then the double inequality (14) implies that the condition number of the matrix is majorized by
. Thus,
for stable sampling sets with small
, the field reconstruction error tends to be small.
For the 1-D case and for B-spline generators, stable sampling
sets are well understood (see, e.g., [14], [31]). For the 2-D case,
the stability is a difficult mathematical problem whose general
solution is still unknown. Our numerical simulations indicate
that
is well-conditioned whenever the sensor positions are
distributed in each cluster in a sufficiently even manner. In the
following we provide some mathematical guarantees that support these numerical observations.
We first formulate a deterministic result for line sampling in
a 2-D SI space
with a spline generator (i.e.,
in (1)
with
). We assume that the sensor positions
are distributed along lines at points
,
such that
and
(line sampling). Note
that the sensors may be distributed non-uniformly on each line
and the lines themselves may be non-uniformly spaced. Define the maximum horizontal and vertical spacing as
and
. The
proof of the following theorem is given in the Appendix.
Theorem 1: If
and
, then the line sampling
set
is a set of stable sampling for the SI
space
.
Observe that the case of line sampling includes uniform rectangular sensor placement as special case. The theorem therefore describes the minimum sampling density required for field
reconstruction to be feasible. We note that previously existing
qualitative results guaranteed the stability only with (unspecified) large oversampling rates (e.g., [32]).
For general non-uniform sampling in dimensions larger than
1, even in the bandlimited case only probabilistic statements are
available. The following result paraphrases Theorem 6.1 from
[33] to estimate the condition number of in our context.
be independent identically
Theorem 2: Let
distributed random variables that are uniformly distributed over
. Then there exist constants
, such that for all
the condition number of the matrix
is upper bounded
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venience, we drop the time index and the cluster index and
assume that the actual field is given by
where
and is the vector with the true field
coefficients; the latter are assumed to be i.i.d. with zero mean
and variance .
where
The reconstructed field is given by
denotes the coefficients estimated according to (the 1-D version of) (11) with the measurements given by
. Clearly, sensor localization errors cause a mismatch
between the sensor positions and the sensor measurements used
for the reconstruction. Since the measurement value originates
from a different position it comprises a measurement error that
depends on the sensor localization error. The mean-square reconstruction error within can now be developed as

(15)
where the expectation is with respect to the localization errors
and the field coefficients . In the last expression, we introduced the Gramian
and the matrix
which is the correlation matrix of the coefficient errors
. The Gramian
can easily
be shown to be a symmetric banded Toeplitz matrix (the band
structure results from the compact support of the B-spline generators). Since the coefficient error can be written as (see (11))

with probability at least
.
This result confirms the intuition that the reconstruction tends
to become more and more stable as the number of sensors increases. In fact, according to [33] Theorem 2 implies that the

its correlation matrix equals

scales as
. Under the ascondition number of
sumptions stated, the reconstruction quality with sufficiently
many sensors at random positions can be expected to be only
slightly worse than with uniformly distributed sensors.

Here, and are vectors that aggregate
and , respectively. The element of , i.e., the measurement error at sensor
caused by the localization error , reads

by

(16)

C. Sensor Localization Error
We next investigate the impact of sensor localization errors
in the absence of other impairments, restricting for simplicity
to the 1-D case. While the actual sensor positions equal , the
sensors report estimated positions
to the cluster heads. Due
to localization errors,
differs from . We assume that the
localization errors
are independent and uniformly distributed between
and
. For notational con-

where
. Using the statistical independence of the field coefficients
and the localization error
, it follows that the
th element of
equals
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where the expectation now is with respect to the location error
only.
By specializing the above expressions for a given generator,
the mean square reconstruction error can be calculated for a
given WSN deployment. As an example, we provide the results
for a B-spline of order
, i.e.,

Here, the first row of the symmetric Toeplitz matrix

equals

(17)
Furthermore, denoting the integer closest to
by
and the
distance of
from the closest integer by
, the
(normalized) variance of the field measurement error is obtained
as

Fig. 4. Example for a diffusion field
and illustration of the parinto four disjoint square subregions
of
titioning of the region
).
equal size (with corresponding sensor clusters

(20)
(18)
with the heat kernel

and the correlations equal
(19)
with

denotes the unit step function which equals 1 for
and 0 for
, and is the diffusion coefficient (e.g.,
thermal conductivity in the case of a temperature field).
In the following, unless stated otherwise, we used source positions
uniformly distributed over , amplitudes
, and
.
uniformly distributed in the interval
For the bandlimited reconstruction we use the generator func, while for
tion in (2) with spatial bandwidths
the non-bandlimited reconstruction we use our clustered scheme
with B-splines of order
. The average sensor density will be denoted by
. The quality of the field reconstruction will be measured in terms of the normalized MSE
Here,

Here, the coefficients

are given by

The derived formulas (15) and (16) allow, together with the results for
and
(e.g., (17), (18), and (19) when using a
B-spline of order
), to calculate the MSE of a reconstructed field for a deployed sensor network, where the sensor
positions are known but impaired by a jitter of maximum value
.
VII. NUMERICAL SIMULATIONS
We present numerical results to illustrate the performance of
our distributed sampling and reconstruction scheme. We verify
the suitability of HSI spaces as field models for non-bandlimited physical fields by considering diffusion fields over the region
. Fig. 4 shows an example for such
a diffusion field and illustrates the partitioning of the region
into four disjoint square subregions
of equal size with corresponding sensor clusters
. The diffusion field was generated
by sources whose strength, position, and activation time are
denoted by
, and , respectively. The resulting 2-D
diffusion field can then be written as

(21)
which is empirically estimated using Monte Carlo simulations.
A. Comparison of Bandlimited Reconstruction With
Reconstruction Using B-Splines
We first compare the bandlimited reconstruction with our reconstruction scheme using B-splines for the static case (we drop
the time dependency for the static setup for sake of notational
simplicity). Here, the B-spline order was optimized either locally or globally in order to obtain the lowest MSE. This requires knowledge of the actual field data which is not available in practice. We used
sources activated at time instants that were Poisson distributed in the interval
.
The field was reconstructed from non-quantized sensor measurements corrupted by measurement noise only. We compare
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Fig. 5. MSE versus sensor density achieved with centralized bandlimited reconstruction, centralized B-spline reconstruction, and clustered B-spline reconstruction
using 4 and 16 non-overlapping subregions for the case of no measurement noise: (a) sensor placement on rectangular lattice, (b) rectangular lattice with jitter, (c)
random sensor placement.

Fig. 6. MSE versus sensor density achieved with centralized bandlimited reconstruction, centralized B-spline reconstruction, and clustered B-spline reconstruction
using 4 and 16 non-overlapping subregions for 15 dB measurement SNR: (a) sensor placement on rectangular lattice, (b) rectangular lattice with jitter, (c) random
sensor placement.

the reconstruction results for the sensor placements described in
Section VI-A.
Fig. 5 shows the results for
and
identical
but disjoint square subregions
for the case of no measurement noise. Fig. 6 shows the results for the same setup but with
a measurement SNR of 15 dB. For both cases, it can be seen
in all subfigures that a higher sensor density is advantageous
for the reconstruction quality. A higher sensor density assures a
better estimation of the sensor coefficients and therefore a better
reconstruction of the entire field. Whereas in the noiseless case
with regular sensor placement [see Fig. 5(a)] only little gains
can be achieved by increasing the sensor density, in the case
of jittered [see Fig. 5(b)] and random sensor placement [see
Fig. 5(c)] higher sensor density results in a smaller maximum
distance between neighboring sensors and therefore better reconstruction quality. In the presence of measurement noise (see
Fig. 6), a larger number of sensors additionally helps to reduce
the influence of the noise.
It can be seen in all subfigures of Figs. 5 and 6 that in these
scenarios bandlimited reconstruction achieves only slightly
better reconstruction quality than B-splines at the cost of much
higher computational complexity. The reconstruction performance of the bandlimited reconstruction can be optimized

by tuning the bandwidth parameter. Similarly, with B-spline
spaces the performance can be further optimized by adjusting
the spatial scaling (dilation) of the B-splines. However, the
relative performance difference between the two reconstruction
schemes remains similar regardless of these optimization.
Furthermore, even with bandwidth optimization the main
drawback of bandlimited reconstruction, which is the lack of
local reconstruction schemes, persists. Introducing clustering
(4 and 16 clusters respectively) leads to a penalty in the reconstruction, where the penalty gets larger for a higher number of
clusters. The penalty can be mitigated in part with HSI spaces,
i.e., by using different spline orders for the reconstruction in
distinct clusters. A more refined analysis of the influence of
different choices for the clusters on the reconstruction performance would require the specification of further details of the
underlying communication protocol (number of orthogonal
channels, synchronization, multi-hop, network coding, etc.). In
a practical deployment, the clusters are formed using clustering
algorithms that are modified to take into account the sensor
positions in order to form stable sets of sampling. We compare
reconstruction using the locally optimal spline order for each
cluster and reconstruction using the globally optimal spline
order for all clusters, where the spline orders were optimized
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Fig. 7. Averaging of coefficient estimates between two clusters for the measurement noise-less case and (a) uniform placement on a rectangular lattice, (b) rectangular lattice with jitter, (c) random placement.

empirically, i.e., for every realization of the field a B-spline reconstruction with orders
was performed and the
spline order leading to the lowest reconstruction error (locally
or globally) was chosen as the optimal B-spline order. With different spline orders in different clusters, the scheme can adapt
to local smoothness properties of the field and therefore leads
to a lower reconstruction error, which is reflected in Figs. 5
and 6. We note that in the examples considered
, i.e.,
there are much more sources than clusters; if there are as many
or fewer sources as clusters, much larger gains are possible by
using HSI spaces.
B. Averaging of Coefficients
To illustrate the gains possible by averaging the coefficient
estimates from different overlapping clusters we used a simple
setup with
overlapping subregions
with respective sensor clusters
and . The field coefficients for the two subregions were
estimated independently by the two clusters using B-splines of
order
. Afterward, those coefficients in the overlapping
area that influence the field only in this area were averaged.
In our example, this amounts to 63 (out of 441) coefficients
being averaged (roughly 15%). The resulting averaged coefficients are then used to reconstruct the field. Fig. 7 shows the
gain that can be obtained by averaging the coefficient estimates
without measurement noise. It can be seen that for all sensor
placements [see Fig. 7(a), (b), and (c)] averaging of coefficient
estimates between clusters leads to lower reconstruction errors
than simply using the estimates of one cluster for the overlapping area and allows to attain the reconstruction quality of unclustered reconstruction. Averaging of coefficients is therefore
a means to compensate for the penalty introduced by clustering.
Note, however, that it is not possible to do coefficient averaging
if different spline orders are used in the clusters.
C. Reconstruction of Time-Varying Fields
We illustrate the performance of the reconstruction using
the iterative algorithm LSQR for a time-varying diffusion
field. The field samples were constructed according to (20)
with the
sources activated at time instants Poisson
. The WSN consisted of
distributed over the interval
sensors deployed regularly on a square grid

Fig. 8. Number of LSQR iterations required to obtain a normalized square error
of
dB versus time for each of the four clusters. Solid blue lines correspond to proposed LSQR initialization and dashed red lines correspond to standard LSQR initialization.

over the region . For the reconstruction, we used spline
generators whose order was empirically optimized within each
cluster. Fig. 8 shows for each of the four clusters the number
of LSQR iterations required to obtain a normalized squared
dB. We note that before the first source becomes
error of
active, the sensor measurements are all zero and therefore
no reconstruction is performed, in which case the number
of iterations equals 0. We compare LSQR with the standard
initialization (an all-zero vector) and LSQR initialized using
the field coefficients estimated in the previous time-slot. The
at the top
activation times of the sources are marked with
of each plot. It can be seen that, as expected, the proposed
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Fig. 9. Mean square error (MSE) versus maximal localization error
for field
and sinc-type generator
reconstruction using spline orders
functions (bandlimited reconstruction).

initialization indeed leads to a significantly smaller number of
iterations than with the standard initialization. Furthermore,
the number of LSQR iterations is quite small most of the time.
Only if a source becomes active in a given cluster and the
field changes noticeable, then the corresponding cluster head
needs to perform a larger number of iterations. Note that source
activation mostly affects only a single cluster, e.g., at time
a source becomes active in cluster #2 and only the
corresponding cluster head has increased workload whereas
the other cluster heads need to perform only very few updates
at this time instant to track the diffusion process.
D. Influence of Sensor Localization Error
We compare the impact of uniformly distributed localization
errors on the reconstruction quality for different spline orders
and for bandlimited reconstruction. Field reconstruction was
performed using the correct spline order (therefore avoiding a
systematic model mismatch) but incorrect sensor positions. The
sensor localization errors were uniformly distributed in the interval
with
ranging from 0 to 0.5. Fig. 9 shows
the MSE obtained for different B-spline orders versus the maximal localization error . It is seen that all B-spline reconstructions are less sensitive to localization errors than bandlimited reconstruction. In this scenario, B-spline order
(not shown)
is actually completely insensitive against sensor localization errors (i.e., there is no reconstruction error). For
, the reconstruction MSE decreases with increasing order, i.e., large spline
orders are less sensitive to localization errors. This can be attributed to the fact that the spline curvature about the origin is
smaller for larger spline order.
VIII. CONCLUSIONS AND FUTURE WORK
We proposed a cluster-based sensor network architecture for
sampling and reconstruction of non-bandlimited fields. Our approach builds on recent progress regarding non-uniform sampling in SI spaces and leads to excellent reconstruction quality
while requiring low communication overhead and low computational complexity that is linear in the number of sensors. We
showed that a placement of the sensors on a regular grid is
advantageous to jittered and random placement, but deploying
more sensors, i.e., significant oversampling, can compensate
for the performance difference. We introduced the concept of
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HSI spaces which locally adapt the field model and attain better
reconstruction quality. Furthermore, our scheme allows centralized reconstruction using a fusion center as well as clustered-based and diffusion-based reconstruction. In the latter two
cases the reconstruction problem is partitioned and distributed
over the sensor network, thereby reducing the communication
overhead and computational complexity. We showed that the
penalty introduced by clustering can be mitigated by averaging
the estimation results between overlapping clusters, which leads
to a reconstruction accuracy similar to that of the unclustered
centralized scheme. The complexity of the reconstruction of
time-varying fields can be reduced significantly by initializing
an iterative solver in the estimation of the field coefficients with
previous results. By analytical and numerical means, we investigated the sensitivity of our scheme to sensor localization errors and showed that for any spline order it is less sensitive than
band-limited reconstruction.
In this paper we did not use any resource restrictions. Resource allocation schemes that minimize the error achieved with
our reconstruction scheme subject to constraints on the sum
transmit power and on the transmission rate will be reported
elsewhere.
APPENDIX
In the Appendix, we outline the proof of Theorem 1. The
proof is based on the corresponding 1-D result in [31]. We arrange the sensor positions in increasing order
and define the minimum and maximum gap between sensors as
and
. If
and
, then there exist constants
(depending
only on
and
), such that [31]
(22)
can be written as

In the 2-D case, every

(23)
for some coefficients
defined by

. For fixed , the function

is in the 1-D SI space
coefficients
in
. Assuming

with respect to the variable . The
can be shown to be indeed
and
, the 1-D result (22) implies
such that for any

that there exist constants

(24)
Similarly, for fixed , the function

5438

IEEE TRANSACTIONS ON SIGNAL PROCESSING, VOL. 60, NO. 10, OCTOBER 2012

is a function in the 1-D SI space
in the variable , with
the coefficients
. Under the
assumption
and
, (22) implies that there are
constants
such that for any

(25)
Summing (24) with respect to and applying (25), we arrive at

which is equivalent to (14) with

and

.
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