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INTRODUCTION
The reconstruction of 3D scenes from a pair of stereo images/videos that were captured from slightly
displaced camera view points presents an important computer vision task for a variety of applications,
including human motion capture and novel view synthesis, robotics, autonomously moving cars and
drones, or 3D city reconstruction. In the context of the Internet of Things, networks of smart cameras
can capture and exchange information on the observed 3D scene content. A key problem in stereo
analysis is the determination of dense point correspondences in the input stereo pair, in order to
generate a disparity (or depth) map as illustrated in Figure 1. High resolution images acquired by
modern cameras impose special difficulties for stereo matching such as computational complexity
and matching ambiguities, affecting both run-time and 3D reconstruction quality. In our work, we
investigate hierarchical stereo matching to resolve the aforementioned difficulties by using image
pyramids and simple but effective disparity propagation techniques.
EXPERIMENTS
We have developed a hierarchical cost volume filtering framework to enable both accurate and fast
stereo matching. To this end, we have combined (i) an adapted cost volume filtering framework
previously developed by us in [2] and (ii) a hierarchical matching scheme within a unified framework.
Stereo Algorithm. Our stereo algorithm consists of four basic steps: First, a cost volume is derived
by computing the dissimilarities between both views for each pixel at each allowed disparity level.
Second, we use a fast edge preserving filter [1] to align disparities of the cost volume with edges of
the input stereo views. Third, we select the disparity with the lowest cost for each pixel, which gives
us an initial disparity map. Fourth, we refine the disparity maps similar to [2] by (i) detecting invalid
disparities via cross-checking (ii), filling these invalid disparities with valid disparities located on the
same horizontal scan-line, and (iii) applying a weighted median filter to the infilled disparities.
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Figure 1: Basic concepts of stereo matching: The stereo matching module takes both left and right views and
encodes the correspondences for every pixel (e.g., points p and p0 and point q and q0 ) in a disparity map.

Layer l1

Offset Map
Layer l0

Guided Disparity Map
Optional: Guided Upsampling

Gaussian Pyramid

Figure 2: Schematic concept of our hierarchical
matching framework.
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Figure 3: Disparity maps and error rates of four
datasets with known ground truth [3] .

Hierarchical Matching. Figure 2 illustrates our hierarchical matching framework which relies on
Gaussian pyramids built with 3 layers of successively lower resolutions (with a reduction factor of
2 in both resolution and disparity range between layers). After computing an initial disparity map
for the coarsest layer l2 , we use a derived offset map to guide the disparity estimation at the next
finer resolution. The restrictions imposed on disparity d p of pixel p at the finer resolution are derived
from the disparity dq of the corresponding pixel q at the coarser resolution according to d p ∈[2×dq −
∆d ; 2×dq + ∆d ], with ∆d = 4. The process is iterated until we reach the final layer l0 . Alternatively,
we can obtain a disparity map of final layer l0 via guided upsampling [1] of layer’s l1 disparity map.
RESULTS AND DISCUSSION
Figure 3 compares the disparity maps of four datasets with known ground truth [3] . It can be seen
that our hierarchical approach using three layers outperforms the standard stereo approach using one
layer in both visual quality as well as matching accuracy. Concerning the former, wrong disparity
assignments especially in low textured areas are visibly reduced. Concerning the latter, lower error
rates are obtained. Moreover, we found that when both hierarchical matching and guided upsampling
are used, a speed-up of about 5 times with a marginal decrease in matching accuracy can be achieved.
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