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Abstract: In this paper a fault detection scheme for application to large-scale
data acquisition systems is presented. The detection scheme has to process up
to several hundreds of diﬀerent measurements at a time and to check them for
consistency. The fault detection scheme works in three steps: First, principal
component analysis of training data is used to determine non-sparse areas of the
measurement space. Fault detection is accomplished by checking whether a new
data record lies in a cluster of training data or not. Therefore, in a second step
the distribution function of the available data is estimated using kernel regression
techniques. In order to reduce the degrees of freedom and to determine clusters
of data eﬃciently, in a third step the distribution function is approximated by a
neural network. In order to use as few basis functions as possible a new training
algorithm for ellipsoidal basis function networks is presented: New neurons are
placed such that they approximate the distribution function in the vicinity of
their centers up to the second order. This is accomplished by adapting the spread
parameters using Taylor’s theorem. Thus, the amount of necessary parameters
and the computational eﬀort for online supervision can be reduced dramatically.
An important requirement for the fault detection scheme is that it is able to
automatically adapt itself to new data. The present paper also adresses this feature.
It is demonstrated how a gradient optimization with algebraic constraints can be
applied to adapt a pre-existing network to new data points. Numerical examples
with real data show that the proposed method produces excellent results.
Keywords: Automatic fault detection, neural networks, basis function networks,
kernel regression.

1. INTRODUCTION
In order to achieve maximum productivity, modern automated data acquisition systems are now
highly sophisticated, characterized by complex interrelationships between subsystems. The developer’s growing need for reliable assessments gives
rise to an online monitoring system that auto-

matically checks measured data for consistency.
The idea pursued in this paper is to continously
analyse available data and to build a probability
model based on these data using neural networks.
However, in a complex measuring environment
like for example in the ﬁeld of automotive applications there are often hundreds of measurements

to be processed simultaneously which entails that
any model of the process has to be built in a
high dimensional measurement space. Fault detection systems for industrial processes usually
apply principal component analysis to overcome
this problem. In (Chiang et al., 2001) an overview
over recent developments in this area is given.
Therefore, in a ﬁrst step principal component
analysis (Jackson, 1991) is carried out on the data
in order to ﬁnd non-sparse regions of the measurement space. This is a common way to deal with a
large number of measurements, especially in the
ﬁeld of fault detection in large industrial plants.
Recent developments can be found in (Gertler,
1999; Kaistha and Upadhyaya, 2001; Ruiz, 2001).
In most modern data acquisition systems a high
number of measurement channels has to be processed whereby physical interrelationships between two or more channels are not known to
the system. Rather, it is required that a fault
detection system adapts itself to all kinds of sensor
conﬁgurations automatically. Therefore, it was decided to use statistical pattern recognition methods for fault detection.
Before actually using the available data a transformation into the principal component coordinate
system is carried out. This has the advantage
that the new ”channels” are sorted with respect
to their signiﬁcance. Using the ﬁrst few principal
channels distribution functions of diﬀerent dimensions involving one or more channels are modelled.
It was decided to use kernel regression methods
for this purpose since they represent a well established means for continuous distribution function estimation (Cranmer, 1999; Ruiz, 2001; Zaknich, 1999). The distribution function resulting
from kernel regression has two drawbacks: First,
it requires a huge number of parameters which
makes it diﬃcult to determine structures like clusters of data points. This is crucial to the present
application since data sets can originate from different measuring cycles resulting in more or less
isolated clusters in the measuring space. Second,
the distribution function in its given form is time
consuming to evaluate and thus inappropriate for
online application.
To overcome this problem in a second step the
given distribution function is approximated by
a neural network. In order to reduce the number of basis functions as much as possible it
was decided to use an ellipsoidal basis function
network (EBFN). As opposed to RBF-networks,
in an EBFN each basis function has ellipses as
contour lines allowing closer adaptation to the
data. Recent results can be found in (Hwang
et al., 2000; Kubota et al., 2000; Jakubek and
Strasser, 2002a). A closely related topic are ellipsoidal basis functions, used as fuzzy member

functions in cluster analysis, see (Shigeo and
Ruck, 1996; Shigeo, 1999). In the present approach the neuron structure of an EBFN is used
to ﬁt a neuron to the target function as closely
as possible using Taylor’s theorem. It turned out
that this requires a special training procedure
for the EBFN, however, a target function can
be approximated with signiﬁcantly less neurons
compared to a RBFN. The paper is organised as
follows: Section 2 covers the training procedure
of the EBFN network. In subsection 2.1 it is explained how a fault probability is assigned to every
point in the measurement space. Next, subsection
2.2 covers kernel regression techniques. In 2.3 the
modelling procedure for the EBFN is explained
in detail. Even during normal operation of the
data acquisition system new data are continously
used for fault detection and it is required that
the system is able to adapt itself autonomously to
the new data. This feature is adressed in section
2.4. Section 3 explains how residual signals that
indicate the occurence of a fault are generated.
Section 4 presents some practical and simulation
results along and and idea is presented how the
performance of a fault detection system can be
assessed.

2. MODELLING
2.1 Bayesian network training
Historic measurement data are used for the determination of ”proper” or ”fault-free” areas of the
measurement space. For that purpose these data
are separated into fault free (Cg ) and faulty (Cf )
measurements. Let x ∈ Rd represent the location
of a data point in the d-dimensional measurement
space, i.e. x is a vector of all d measurements of
a data record. Then, P (x|Cg ) denotes the conditional probability density function for the occurence of a combination of sensor values as given
in x if the sensor system is fault-free. Likewise,
P (x|Cf ) is the probability density for a set of
measurements x in the faulty case. Both P (x|Cg )
and P (x|Cf ) are a-priori distribution functions,
i.e. they can be estimated from available data,
provided they are assigned to Cg or Cf .
The quantity of interest for a fault detection system is the a-posteriori probability density function: Here, P (Cg |x) is the probability of a fault,
if a combination of sensor values x is received.
The a-posteriori probability density function can
be obtained from the a-priori distribution functionby applying Bayes’ theorem:
P (Cg |x) =

P (x|Cg )P (Cg )
P (x)

(1)

In the above equation P (x) denotes the overall
probability density function for the occurence of a
data record x and P (Cg ) is the overall probability
density function for the occurence of a fault-free
data record.
In most practical situations only fault-free measurements (x ∈ Cg ) are provided for the training
of a fault detection system. In this case P (Cg ) = 1
holds and it not possible to directly distinguish
between faulty and proper data records. In this
case unpopolated areas of the measurement space
are regarded as faulty and (1) is replaced by
P (Cg |x) = P (x).

(2)

This approach entails the problem that new data
records that lie in yet completely empty partitions
of the measurement space are rated as faulty by
a fault detection system. This problem is inherent
to situations where the underlying system is unknown and its identiﬁcation via measurements has
to be carried out parallel to a model-based supervision of these measurements. However, most data
acquisition systems ﬁll the measurement space
gradually so that that the posteriori fault probabilities as given in (1) or (2) produce good results.

Definition 1. (Kernel functions). A function K :
Rd → R is called kernel function, if K is limited
and Borel measurable with:

|K (x)|dx < ∞ and |K (x)| → 0 for |x| → ∞.
Rd

(4)
K(x) is called normalized kernel function, if the
following conditions are fulﬁlled:
•


K (x)dx = 1
Rd

• K is a unimodal and symmetric function
• K is non-negative: K (x) ≥ 0 ∀ x ∈ Rd .
A normalized kernel function has the necessary
properties of a density function. The following
kernel functions are common (Cranmer, 1999;
Hartung, 1998; Korus, 1999):
• Boxcar



KB (x) =
• Cosine



KC (x) =

if |x| ≤ 1
else

1 − |x|
0

• Gaussian

2.2 Nonparametric model
After transforming the measurement channels using principal component analysis one has to ﬁnd
an approximation for the probability density function f (x) where x resembles an arbitrary point in
the measurement space. Two methods are basically useful for the approximation of a probability
density function:
• Histogram density appraiser and
• Kernel regression
The histogram density appraiser is usually biased
and the result leads to staircase functions and
not to a smooth curve which is diﬀerentiable.
To avoid this drawbacks and to get a smooth
approximation, it was decided to use the kernel
regression technique.
2.2.1. Kernel regression A common approach
for such an estimator function is to take the
average of a weighted function (depending on the
random sample Xi ∈ x ):
1
fˆG (x) =
w (x, Xi )
n i=1

1
2
0

n

(3)

Under the conditions w (x, y) ≥ 0 ∀ x, y ∈
and Rd w (x, y) dx = 1 it is guaranteed that
fˆG (x) has the properties of a density functions.

1
KGau (x) = √ exp
2π

, x ∈ R (5)

if |x| ≤ 1
, x∈R
else
(6)


−x2
2


, x ∈ R (7)

More information about kernel functions is given
in (Hartung, 1998; Korus, 1999). In the present
application Gaussian kernels were used, because
this is the most natural function for approximation of a probability density function.
Definition 2. (Kernel regression). Let {X1 , . . . , Xn }
be a random sample of n elements of a distribution
with density f : Rd → R and K(x) be a normalized kernel function. Further, let H = H (x, X i )
be a non-singular d×d - Matrix (called bandwidth
matrix). Then the multivariate kernel regression
for density f (x) is deﬁned as:

1
1
K H −1 x
KH (x − X i ) with KH (x) =
fˆK (x) =
n i=1
|H|
(8)
n

For the univariate case one gets with equation (8)
and the bandwidth h = h (x, Xi ) > 0:


n
x − Xi
1 
ˆ
K
fK (x) =
(9)
nh i=1
h
The three unknowns using kernel regression technique are:
• the choice of the kernel function K(x),

• the determination of the bandwidth matrix
H(x, X i ) and
• the number of elements n in the random
sample.

2.3.1. Neuron structure In our design n(x̃) is
an ellipsiodal Gaussian basis function:


1 T
(12)
n(x̃) = γ exp − x̃ Ax̃
2

It turned out (from both mathematical and experimental considerations) that the crucial points
are the choice of the bandwidth matrix and the
sample size. Given σj as the standard deviation of
the j-th measurement channel an optimal choice
of hj yields (Cranmer, 1999; Korus, 1999):

The weight is denoted as γ, the expression x̃
denotes the vector from the neuron’s center µ to
the actual data point x. The matrix A is symmetric and contains ”spread parameters” which
will be discussed below. Then the network output
becomes


nn

1 T
˜
γi exp − x̃ Ai x̃ ,
(13)
f (x̃) =
2
i=1


hj =

4
d+2

1/(d+4)

σj n−1/(d+4)

(10)

Assuming that dim(x) = d (i.e. there are d
measurements in each record) one gets for the
approximation of the probability density function
(multivariate kernel regression):




n
d

xj − tij 
1

K
fˆK (x) =
nh1 . . . hd i=1 j=1
hj
(11)
Here n denotes the number of available records for
training, xj is the j-th component of x, tij is the jth component of the i-th data point and h1 , . . . , hd
are so-called bandwidth parameters. Taking into
consideration the large number of data both the
sum and the product in (11) make this formula
time-consuming to evaluate. Moreover, it is diﬃcult or even impossible to discover structures like
isolated clusters in the data. In our application
isolated clusters of data can result from merging data from diﬀerent test-cycles which brings
about the diﬃculty to distinguish between sets
of outliers and weakly populated clusters. Both
problems give rise to develop a powerful method
to reduce the number of parameters in fˆK (x)
whilst keeping the degree of information almost
constant.

2.3 Building probability based models
It was decided to use a neural network with ellipsoidal basis functions to approximate the map
x → fˆK (x). The advantage of ellipsoidal basis
functions is that they can be ﬁtted to the data
with much more accuracy than ordinary radial
basis function networks of the same complexity. In
our design a neuron function n(x) approximates
fˆK (x) up to the second order in the vicinity of its
center. This leads to excellent results with a relatively small number of neurons. The drawback of
this method is that all parameters of the neuron,
including its weight are involved in a nonlinear
fashion. Therefore, a special training algorithm
had to be devised which will be presented in the
sequel (Jakubek and Strasser, 2002a).

where nn denotes the number of neurons. Figure 1
shows the topology of the chosen neural network.
N1 (A1 , µ1 ) γ1
N2 (A2 , µ2 ) γ2
x̃

...
...

 ˜
f (x̃)

γnn
Nnn (Ann , µnn )
Fig. 1. Chosen network structure

2.3.2. Neuron design After the center vector µ
has been chosen, the weight γ is initially set to
γ = fˆK (µ).

(14)

Next, the derivatives of n(x̃) with respect to the
xj  s are determined:




∂n
1
(x̃) = γ exp − x̃T Ax̃ −x̃T A
(15)
∂ x̃
2
Since A is symmetric, the following relation also
holds:


1
∂n
(x̃) = γ exp − x̃T Ax̃ [−A(i, :)x̃] (16)
∂ x̃i
2
In the above equation A(i, :) denotes the i-th row
vector of A.
Diﬀerentiating (16) with respect to xj yields


∂2n
1 T
(x̃) = γ exp − x̃ Ax̃ {[−A(i, :)x̃] [−A(j, :)x̃] − A(i, j)}
∂ x̃i x̃j
2
(17)
Evaluating at the center (x̃ = 0) one gets
∂2n
(x̃ = 0) = −γA(i, j).
∂ x̃i x̃j

(18)

In order to ﬁt the neuron to its target function
as closely as possible the second derivatives of
the neuron should be equal to those of the target
function:
∂2n
∂ 2 fˆk
(x̃ = 0) =
(x̃ = 0)
(19)
∂ x̃i x̃j
∂ x̃i x̃j

Accordingly, if we knew all second derivatives
fˆK,x̃i x̃j (x̃ = 0) of the target function a good
choice for the matrix A would be

ˆ
fK,x̃1 x̃1 fˆK,x̃1 x̃2 . . . fˆK,x̃1 x̃n

ˆ
ˆ
ˆ
1
fK,x̃2 x̃1 fK,x̃2 x̃2 . . . fK,x̃2 x̃n 
A=−  .
 . (20)
.
.
.
..
..
.. 
γ  ..
fˆK,x̃ x̃ fˆK,x̃ x̃ . . . fˆK,x̃ x̃
d

1

d

2

d

n

If (20) is fulﬁlled the neuron is ﬁt to its target
function fˆK (x) up to the second order at its center. However, there are two reasons why (20) is not
a feasible choice: First, it is very time-consuming
to compute all derivatives from (13). Moreover,
the second derivatives fˆK,x̃i x̃j can change rapidly
if we move away from the center, and therefore
choosing A according to (20) might not even be
the optimal choice for the neuron design. Rather,
it is desirable to ﬁnd some ”global derivatives” in
the vicinity of the neuron’s center: Starting from
the center of the neuron, we can expand fˆK (x)
(which is assumed to be analytic at x = µ) into
its Taylor series:
fˆK (x̃) − fˆK (µ) =


x̃1

 
= fˆK,x̃1 (µ) fˆK,x̃2 (µ) . . . fˆK,x̃d (µ)  ...  +
x̃d

1 ˆ
2
ˆ
+ fK,x̃1 x̃1 (µ)x̃1 + 2fK,x̃1 x̃2 (µ)x̃1 x̃2 + . . . + . . .
2
(21)
Switching to matrix notation yields

As a consequence standard training algorithms
cannot be applied to the given network and a
special training procedure had to be devised:
2.3.3. Iterative Network training
As already
mentioned earlier, the proposed neuron structure
(12) needs a special training procedure. It is required that this procedure has a high degree of
reliability since it is supposed to operate in an
automated fault detection system that runs without human interaction. The training algorithm we
propose works iteratively: In the ﬁrst iteration
loop neurons are placed until a certain degree of
accuracy is reached. In the following loops each
of these neurons is re-designed successively to
improve the overall net performance.
First loop:
(1) Start with a ﬁrst target function f1 (x) =
fˆK (x). Place the center of the ﬁrst neuron
n1 (x) at the data point xmax,1 where f1 (x)
has its maximum:



1
fˆK (x̃) − fˆK (µ) = (∇fˆK )T x̃ + x̃T B x̃ + . . . (22)
2
with B(i, j) = fˆn,x̃i x̃j . Matching coeﬃcients one
gets
1
(23)
A = − B.
γ
The parameters ∇fˆK and B in (22) can be approximated as follows: After truncating the Taylor
series to second order terms we take all data
points xv in the vicinity of the center µ and
use their associated function values fˆK,v (xv ) to
determine ∇fˆK and B. This is done by solving
(22), truncated to the second order for all xv in a
least-squares sense. In order to guarantee that the
output of the network is bounded the eigenvalues
of A must be all positive. This can be readily
seen from (12). One way to accomplish this is by
placing neurons only into extrema of the target
function fˆK (x) so that the curvature is negative in
all directions. Also, at an extremum the gradient
∇fˆK is equal zero which reduces the computational eﬀort. Of course, this procedure does not
produce exact results for the actual derivatives.
However, the resulting A-matrix ﬁts the neuron
closely to the given data in the vicinity of its
center. From (23) it becomes obvious that the
weight γ also inﬂuences the spread parameters.

µ1 = arg {max (f1 (xi ))} ∀ i = 1, . . . , n
(24)
Compute the remaining parameters of the
neuron as described above.
(2) Create a new target function f2 (x) =
fˆK (x) − n1 (x). This new target function represents the error left after placing the ﬁrst
neuron. Place the center of the second neuron
n2 (x) at the data point xmax,2 where f2 (x)
has its maximum:
µ2 = arg {max (f2 (xi ))} ∀ i = 1, . . . , n
(25)
Compute the remaining parameters of the
neuron as described above.
(3) Every new target function fk is created from
its predecessor fk−1 accoring to fk (x) =
fk−1 (x) − nk−1 (x). Thus it is ensured that
fk−1 only contains the error left over by
neurons 1 through k − 1.
Continue to place neurons as described
until the maximum of the target function
fp+1 (x) lies below a certain threshold :
max (fp+1 (xi )) ≤  ∀ i = 1, . . . , n

(26)

Now the number of neurons is ﬁxed to p
and the p neurons are undertaken further
optimisation which will be described in the
sequel.
Figure 2 shows the resulting network after step 1
and 2 for a two-dimensional model using real data.
It can be seen that fˆK (x1 , x2 ) consists of isolated
clusters with varying densities.

The local approximation of the kernel regression
at the measurements (black dots) is good, yet
some further optimisation is necessary. Finally
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The iteration is repeated until a truncation condition is satisﬁed (in our case if the accuracy of
the network ceases to improve).

0.4
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The training procedure described above proved to
work reliably on all the available training data and
under all desired model dimensions d = 1 up to
d = 5.
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µ2,neu = arg {max (f2 (xi ))} ∀ i = 1, . . . , n
(28)
Compute the remaining parameters of the
neuron n2,new (x) as described above.
(3) Continue to re-position and re-design all p
neurons in the manner described above.
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Fig. 2. Modelling steps
after placing all neurons an optimization of the
generated neural net is accomplished in the following steps.
General loop:
(1) Deﬁne a new target function for the ﬁrst
neuron according to f1 (x) = fp+1 (x)+n1 (x).
Considering that fp+1 (x) = fˆK (x) − n1 (x) −
. . .−np (x) the new target function f1 (x) represents the network error if the ﬁrst neuron
is removed. Re-position the center of the ﬁrst
neuron n1 (x) at the data point xmax,1 where
f1 (x) has its maximum:
µ1,new = arg {max (f1 (xi ))}

Figures 3 and 4 illustrate the ﬁnal network output
of the example already given in Figure 2. The
root mean square error over all data points was
2%, the network consists of 13 ellipsiodal neurons
(p = 13). In order to illustrate the power of the
proposed training method an ordinary radial basis
function network was trained on the same data
for comparison. Even after optimization of the
spread parameter it took 22 neurons to reach the
accuracy of the EBF-network. Our general experience was that the EBF-network with the proposed
training algorithm needs about half the number of
neurons compared to a RBF-network of the same
accuracy. Figure 5 illustrates a simulated exam-

∀ i = 1, . . . , n
(27)
Compute the remaining parameters of the
neuron n1,new (x) as described above.
(2) Deﬁne a new target function for the ﬁrst neuron according to f2 (x) = f1 (x)−n1,new (x)+
n2 (x). This target function describes the network error with n1,new (x) is added to the
network and n2 (x) removed. Re-position the
center of the the second neuron n2 (x) at

normalized kernel
regression fˆK /fˆK,max

fˆK /fˆK,max

0.8

the data point xmax,2 where f2 (x) has its
maximum:
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Fig. 3. Model after the optimization step
ple: An analytic function x → y(x) (solid black
curve) is corrupted by white noise, ”measured”
data are represented by black dots. The resulting
network that was built from the data consists
of 12 ellipsoidal basis functions, illustrated by
contour-lines. Despite the strong noise the ridgeline (not plotted here) ﬁts the actual function y(x)
accurately. The power of the proposed method
when applied to function approximation lies in
the fact that virtually all relationships – even nonunique maps – can be approximated. For the given
application this is extremely important since the
direction of a mutual dependancy between two or
even more channels is not known a priori.
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Class 1: The ﬁrst decision layer selects those
data points that can be assigned to a pre-existing
model i. For these data points for a certain i Ji,k
falls below a threshold. The data points of this
class are used to update existing models which
will be explained in sections 2.4.2 and 2.4.3.

0.3

0.2

0

The two classes mentioned above can now be
described as follows:

Class 2: All the remaining data points lie in
new areas of the measurement space and are
used to train new models. They usually emerge
when new domains of the operating envelope
are being tested. Within class 1 the data set is
again separated into those points that lie in the
vicinity of existing neurons and those that lie
in unpopulated areas (Fig. 6). The former are
used to update the neuron-parameters, the latter
are taken into account by placing new neurons
(Jakubek and Strasser, 2002b). The update of
neurons is explained in detail in sec. 2.4.3.
..
.
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Fig. 5. Sample function approximation example
with very noisy data
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2.4 Adaptive modelling
Fig. 6. Decision layers for network update
In the situation where new measurement data
should be used to train and adapt a pre-existing
network the modelling algorithm described in the
last chapter cannot be used directly. The follwing
section describes the strategy that was devised for
the adaptation of a network.
2.4.1. Determination of data points for the adaptation If a record of new data points arrives, it
is subdivided into two classes. For this purpose
it is investigated, whether a data point ﬁts into
one of the existing models (Fig. 6). Every model
uses one or more principal axes, that span the
model space. If the column vectors of the matrix
S i span the model space of the i-th model, and xk
is a new data point, the error vector ei,k describes
the orthogonal distance from xk to the i-th model
space (Chen and Patton, 1999):


(29)
ei,k = I − S i (S Ti S i )−1 S Ti xk



Γi
An error measure can thus be deﬁned as
Ji,k = ||ei,k ||22 = xTk ΓTi Γi xk .

(30)

2.4.2. Generating the new target function - merging of probability functions
The ﬁrst step for
adaptive modelling is to ﬁnd a new target function. As mentioned in the last chapter the network
is based on the estimation of probability density
functions via kernel regression. For the deﬁnintion
of the new target function one must take into
account that the pre-existing network was built
on a certain amount of data which is in general
not equal to the amount of data that the network
should be adapted to.
Let ϕK,new (x) be a kernel regression function
computed with a new batch of data consisting of
nnew samples. Given that the network fˆK (x) was
trained with n data points a suitable new target
function fK,new (x) for the network is given by

fK,new (x) =

nfˆK (x) + nnew ϕK,new (x)
.
n + nnew

(31)

The deﬁnition of fK,new (x) as given in (31) ensures that fK,new (x) is a probability density func-

tion for all data points (i.e. the original n data
plus the new batch of nnew data). In particular
the following codition holds:

fK,new (x)dx = 1
Rd

0

The eﬀect of (31) is illustrated in Figures 7, 8)
and (9).
0.25

0.2

fˆK (x)

2.4.3. Updating Neurons As mentioned above
after new training data are available an update of
the existing network is necessary. For that case we
develop the output of a neuron n(x) into a Taylor
series with respect to its parameters γ and A:


 ∂n(x̃) 
∂n(x̃) 
.
 ·(ai,j −ai,j,0 )
·(γ−γ0 )+
n(x̃) = n0 (x̃)+
∂γ 
∂ai,j 

0.15

0.1

(32)
Explicit formulas for the derivatives are:

∂n(x̃) 
n0 (x̃)
=
,
(33)

∂γ 0
γ0

∂n(x̃) 
= n0 (x̃)(−0.5x̃2i ),
(34)
∂ai,i 0

∂n(x̃) 
= n0 (x̃)(−x̃i x̃j )
(35)
∂ai,j 0
With the desired output pk of the network for data
point #k the network error becomes

0.05

ek =
0
−10

−5

0

5

10

Fig. 7. emp. probability density function fˆK (x)



nn,al

ek =

(36)



ni (x̃k )+



nn,al

nn,um
a

i=nn,a1

0.2

ϕK,new (x)

ni (x̃k ) − pk

where ni (xk ) stands for the output of neuron i.
Next, the network is subdivided into those neurons to be adapted (a n(x)) and those to remain
unchanged (u n(x)):

0.25

u

i=nn,u1



ni (x̃k ) − pk =




i=nn,a1

νk

(37)
Here, nn,al and nn,um denote the number of neurons to be adapted or unchanged, respectively.
After a variation of neuron parameters γ and ai,j
the new predicted network error ek+ at data point
k becomes

0.15

0.1

0.05

0
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0
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x
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x

Fig.

0

i,j

0.15

(38)

where ϑ stands for a vector of parameter variations for one neuron, ∇a n(xk ) is the column
vector containing all parameter derivatives of one
neuron as given by (33) to (34). Forming a column
vector a (xk ) of parameter derivatives for all
neurons a ni (xk ) we get
 a

∇ na1 (xk )
∇a na2 (xk )


(39)
(xk ) = 

..
a


.
∇a nal (xk )
and with a column vector θ of parameter variations for all neurons a n(xk ) one gets

0.1

ek+ = ek +a

0.05

0
−10

ek+ = ek + [∇a n(x̃k )]T · ϑ,

−5

0

5

10

x
Fig. 9. Superposition of probability density functions fK,new (x)

T

· θ(xk ).

(40)

For a gradient descent one has to choose θ colinear
to a T :
(41)
θ =a ρ
with ρ ∈ IR. Then, ek+ becomes
ek+ = ek + (a

T
a

) · ρ.

(42)

a

ni (x̃k )−νk

The goal is to reduce the network error at one
specific data point k by a certain percentage:
ek+ = λek

(43)

For λ = 0 the network is completely adapted
to the data point, for λ = 1 no adaptation to
the current data point is carried out. With this
approach we get for ρ:
ρ = (λ − 1)ek /(a

T

)

a

(44)

2.4.3.1. Neuron weighting
It turned out that
the derivatives
 with respect to the spread paramx) 
eters ∂n(
∂ai,j  = n0 (x)(−x̃i x̃j ) are almost always
0

x)  = n0 (x) . In the
signiﬁcantly higher than ∂n(
∂γ 
γ0
0
vicinity of a neurons (say Neuron nl ) center, however, this leads to the situation that the gradient
with respect to the ai,j of a neighbouring neurons
can have more inﬂuence on the network output,
than parameter changes of nl itself. Adapting
only parameters of nl has the advantage, that
the inﬂuence of the data point is more bounded.
Therefore, if a data point xk lies in the vicinity
of a neuron, instead of the actual gradient, an
alternative gradient is used, that emphasizes this
neuron. A data point xk is said to lie in the
vicinity of a neuron j if
1
exp(− x̃T Aj x̃) > ξ.
(45)
2
Here, ξ is a ”proximity threshold”, in practice
ξ = 0.8 turned out to be a good value. If the
above condition (45) is fulﬁlled, say for neuron 2,
then instead of θ as given in (41) one has to use


∇a na1 (xk )
100∇a na2 (xk )


(46)
θ=
 ρ.
..


.


∇a nal (xk )

amod

T
a



mod ).

Since we only want to aﬀect the output of neuron
2 a (pf ) becomes


0
a
∇ na2 (pf )


(pf ) = 
(49)

a
0


..
.
In order to leave the neuron output unchanged
one simply has to ensure that a (pf ) · θ = 0.
This entails that θ must lie in the right null space
of a (pf ) (Schweid and Sarkar, 1995; Hebert and
Lu, 1995):
(50)
θ ∈ N (a (pf,) )
Usually, there is more than one ﬁxed point to be
observed so that a matrix Φ is constructed by
stacking the a (pf,i ) of all fixed points pf,i as
row vectors:
 T

(pf,1 )
a
a T (pf,2 )


(51)
Φ =  T (p )
f,3 
a
..
.
Again, a suitable choice of the variation vector
θ must lie in the right null-space of Φ. Let N
denote a matrix whose columns span N (Φ), e.g.
Φ · N = 0. The optimal projection a opt of a mod
on N (Φ) thus yields (see (Hebert and Lu, 1995))
a

opt

= N (N T N )−1 N T ·a

Using θ = ρa

In (46) the weight of neuron 2 raised by a factor of
100 against the remaining neurons which has the
eﬀect that mainly the parameters of this neuron
are used to adapt the network to data point xk .
Using (46) the scaling factor ρ now becomes
ρ = (λ − 1)ek /(a

achieved by introducing ﬁxed points pf . The
concept is to ensure that the output of a neuron
(say neuron 2) remains unchanged at a ﬁxed point
and to ﬁnd an ”optimal” vector θ of parameter
variations under this constraint. Computing the
gradient a (pf ) at the ﬁxed point pf after adaptation to the k-th data point the neuron output
at pf changes as follows:
.
nk+ (pf ) − nk (pf ) =a (pf,) · θ
(48)

(47)

2.4.3.2. Fixed points Changes both of the neuron weight γ and of the spread parameters ai,j
entail a more or less global change of the neuron
output. In many cases this is not desirable, since
we only want to adjust the network output locally.
Therefore, it is desirable to adapt one or more
neurons to a data point as eﬀectively as possible
(e.g. using gradient methods) and at the same
time ensure that the overall change of the network
output remains within some limits. This can be

opt

mod

(52)

one gets for ρ

ρ = (λ − 1)ek /(a

T
a

opt )

(53)

The way a opt is determined in (52) ensures that
the variation vector θ lies as closely on a mod as
possible while satisfying all constraints. It remains
to determine a reasonable amount of ﬁxed points
for each neuron. The following idea produced good
results: If d denotes the dimensionality of the
network then d ﬁxed points are chosen on the
contour ellipse deﬁned trough − 12 x̃T Ax̃ = α with
log α ∈]0; 1[. Ideally, these ﬁxed points are placed
on the vertices of the contour ellipse (Fig. 10).
Thus, the neuron is constrained along the whole
contour line (indicated red in Fig. 10) during
the parameter update. The logarithmic constant
α determines the contour line to be ﬁxed. The
smaller α is chosen (∼ log(0.2)), the less global are
the eﬀects on the neuron output due to parameter
variations. On the other hand, larger values of

network prior to adaption:

α (α > log(0.7)) can lead to signiﬁcant global
changes of the neuron shape as can easily be
imagined. There is one critical situation when a
pf,1

x2

0.8
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pf,2
T
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Fig. 10. Choosing ﬁxed points on contour lines

2.4.4. Adaptation Results Figure 11 shows an
example for a one-dimensional network consisting
of two neurons. The data that the network should
adapt to are indicated by black dots. It can be seen
that the ﬁxed points keep the eﬀects of adaptation
local to the new data points. Figures 12 and 13

0.8
0.7
0.6

fˆK (x)

data point lies in the vicinity of a ﬁxed contour
line. Then, the denominator in (53) tends towards
zero (a Ta opt → 0) which leads to numerical
diﬃculties and parameter divergence. In this case
one either has to do without ﬁxed points when
adapting to this particular data point (which
bears the risk of unreasonable parameter changes)
or the network is not updated to the data point
at all. For the sake of stability of the algorithm
we used the latter alternative.
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Fig. 12. Plot of the adaptation process for a 2D
input vector
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Fig. 11. Adaptation with a 1D input vector
depict a network trained with real measurement
data before and after adaptation to a new data
record. The model was built on PCA-channels
one and two. Black dots represent the desired
new network output pk . It can be seen that the
adaptation produces satisfactory results.

3. FAULT DETECTION
Fault detection in the measured data is accomplished using the generated neural network.Figure
14 shows the scheme of the fault detection process.

Faults can occur within the process itself (process
faults), sensors (sensor faults) or in the systems
that process the measurements. The neural networks shown in Figure 14 are used to determine
the abidance probability of actual data points
in the measurement space. If this probability is
low for a certain measurement then it is assumed
that a fault has occured. The following section
describes, how the network output can be used
to generate so-called residual signals that indicate
the occurence of a fault.

3.1 Interpretation of the network output
The probability of a data point x lying in a
domain D(x0 ) about an arbitrary x0 is given by

f (x)dx
(54)
P (D, x0 ) =
D(x0 )

For a ﬁxed D, P (D, x0 ) can be used to check
diﬀerent regions of the measurement space for
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2

r(x) =

1.5

P (D, x)
Pmax (D)

If we let D → 0 we obtain
f (x)
r(x) =
fmax

1

0.5

pca2

r1
r2

0

(56)

(57)

The residual deﬁnition given by (57) compares the
”local” likelyhoods of presence of the data points.
Values close to one can be found in areas of high
data density whereas values close to zero indicate
a possible fault.
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Fig. 13. Contour plot of the adaptation process
for a 2D input vector
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their probability of containing a data point. The
maximum probability is given about xmax =
arg{max(f (x))}:

f (x)dx
(55)
Pmax (D) =
D(xmax )

Now a residual r(x) can be generated by comparing any P (x) to Pmax :

Figure 15 shows a sample FDI system where
four one-dimensional models based on PCAtransformed channels #1 through #4 and two
two-dimensional models based on channels #1,#2
and #2,#3 respectively are used to generate six
residuals. In the actual application various models of diﬀerent dimensions are built from the
PCA-transformed data. Two dimensional models
have as inputs PCA-channels (#1,#2), (#2,#3),
(#3,#4), three dimensional models are built using combinations (#1,#2,#3), (#2,#3,#4) and
so on. In general, residuals from all models are
used to decide wether a given data record is
faulty or not. The output of the method is a
weighted aggregation of all residuals. However,
models with a relatively poor performance are
completely dropped from the fault detection system for the sake of performance optimization.

4. APPLICATION
The applicability of the neural network fault
detection algorithm is presented with simulated
measurement data and real engine measurements
and with the Tennessee Eastman Process.

Measurements, separated into correct (1)
and faulty (0) records

In order to assess the quality of a fault detection
system two important quantities are deﬁned:
• Detection rate
Pd =

Nf,p
m

(58)

• Over-detection rate
Nf,m
(59)
n−m
The quantities in these deﬁnitions refer to validation data and have the following meaning: Hence
Po =

m
n
n−m
Nf
Nf,m
Nf,p

...
...
...
...
...
...

Network output

4.1 Evaluation of analysis results

correct

faulty

OK

1 − Po

1 − Pd

fault

Po

Pd

Fig. 16. Deﬁnition of detection and over detection
rate

Gas engines are used for the co-generation of
electrical and thermal energy. In most cases they
number of faults in the test data set
are powered by natural gas but due to their
number of records in the test data set
ﬂexibility they also work with biogases, landﬁll
number of fault free records in the test data set
number of fault alarms from the detection system
gas, sewage gas and coke gas.
number of false alarms
number of properly identified faulty records

the detection rate is the fraction of actually faulty
data that have been correctly identiﬁed by the
fault detection system whrereas the overdetection
rate is the fraction of correct data that have been
erroneously rated as false. The quantities Pd and
Po can be used to describe every situation in the
fault detection process as is illustrated in Fig. 16.
Using Pd and Po the number of proper ratings N
from the method can be deﬁned as follows:
N = (n − m)(1 − Po ) + mPd .

(60)

It is the sum of the number of correct data
that have been ”accepted” by the fault detection
system plus the number of faulty data that have
successfully been ”rejected”.
The proper classiﬁcation rate Ppc is a measure of
how good the check method is applied to validation data and is used to evaluate each method
(model). We deﬁne Ppc to be the ratio between
the number of proper ratings N and the overall
number of records n. With the above deﬁnitions
Ppc results to:

Typical applications are
• District-heating network Hedensted (Denemark): elektr. power 6224 kW, therm. power
7948 kW
• Formaldehyde production at Krems-Chemie:
Waste-gas from the production is utilized to
produce electrical energy.
• Profusa (Spain): Waste-gas resulting from
coke production is turned into electrical energy covering a major portion of the energy
demand of Profusa S.A.
Figure 17 shows a ﬂow chart of the engine.
Bypass
Gas
Airmixer
Gas

Turbo
charger
Exhaust

Throttle
valve

Generator

G
Gas engine
Fig. 17. Gas engine model

Altogether, 441 records of following physical
n(1 − Po ) − m(1 − Po − Pd )
N
mquantities were measured:
=
= (1−Po )− (1−Po −Pd )
Ppc =
n
n
n
(61)
Throttle valve position
Some practical considerations:
Bypass position
Turbocharger speed
m = n:
Ppc = (1 − Po ) − (1 − Po ) + Pd = Pd , (only faulty data in the test data set)
Fuel-to-air ratio λ
m = 0:
Ppc = (1 − Po ),
(no faulty data in the test data set)
Electrical power PEl
m= n
:
P
=
0,
5(1
−
P
)
−
0,
5P
pc
o
d
2
Compressor outlet temperature
Turbine intake temperature
Turbine outlet temperature
Compressor outlet pressure
4.2 Analysis results
Engine intake manifold pressure
Turbine intake pressure
4.2.1. Simulated engine measurements Using a
precise dynamic model of a supercharged gas
engine ((Skorjanz, 2001)) stationary measurement
Four neural-network models were used for fault
data were produced.
detection: Two three dimensional models with

14 and 11 neurons, respectively and two onedimensional models with 4 neurons each. For validation and performance assessment of the fault
detection system measurements were corrupted
by typical faults like sensor drop outs, calibration
errors and measurement system drifts.
Table 1. Detection results for gas engine
detection rate
over detection rate
proper classification rate

90%
3,8%
95%

4.2.2. Real engine measurements
The most
common faults in the real engine measurements
are calibration errors, interface errors, transcription error, noisy measurements, sensor drop outs
and measurement system drifts.
Two diﬀerent engines test beds were used to
analyze the quality of the proposed fault detection
scheme.
First, a Diesel engine was investigated: Altogether, 1894 records of 68 physical quantities were
recorded during nominal test-bed operation and
used to train the fault detection system. The
instrumentation of the engine was made up of
basic sensors like engine speed, manifold pressure,
air-fuel ratio and of more advanced sensors, measuring diﬀerent temperatures, various exhaust gas
components, fuel consumption or engine torque.
Residuals were generated using 2 1-dimensional
models with 4 and 9 neurons, respectively, 1 2dimansional model with 14 neurons and 2 3dimansional models with 33 and 39 neurons, respectively.
The performance assessment was carried out with
253 validation data records that had been deliberately corrupted by faults. Some typical fault
examples are given for illustration:

Again, the performance assessment was carried
out with 299 validation data records that had been
deliberately corrupted by faults. Some typical
fault examples for the spark-ignition engine are:
• leaky corrugated tube for exhaust gas measurment: O2 increased by 10%, CO reduced
by 10%, CO2 reduced by 10%, HC reduced
by 10%, N Ox reduced by 10%
• drift of HC meaasurement, 1 ppm per data
record, altogether 32 ppm
• failure in Temerature sensor for ﬁrst cylinder
• fault in CO2 measurement: wrong linearization parameters
• CO measurement failed at diﬀerent measuring points
Table 2 shows analysis results for the validation
data. It can be seen that the fault detection system produces usefull results even under industrial
operationg conditions of an engine test-bed.
Table 2. Detection results on reals engine measurements

detection rate
over detection rate
proper classification rate

4.2.3. Tennessee Eastman process The simulator of the Tennessee Eastman process was developed by (Downs and Vogel, 1993). The process consists of a reactor/separator/recycle arrangement involving two simultaneous gasliquid
exothermic reactions and two additional byproduct reactions and it has 12 manipulated variables
and 41 measurements. The control system utilized for dynamic simulations is the decentralized PID control system proposed by (McAvoy
and Ye, 1994), which is shown in Figure 18. The

• faulty calibration of N Ox analyzer: various
N Ox measurements were randomly biased by
5%
• leaky fuel pipe: fuel consumption increased
by 1 kg/h.
• leaky air intake: air consumption reduced by
5 kg/h
• pressure sensor cable torn oﬀ
• temperature sensor inoperative
• leaky instrumentation for CO and CO2 measurement:emissions reduced by 5%
Second, a spark-ignition engine for a passenger
car was used to train the fault-detection system.
922 data records of 43 measurements simmilar to
those of the diesel engine were used for training. Residuals were geneerated using one twodimansional model consisting of 6 neurons and one
three-dimansional model consisting of 11 Neurons.

Fig. 18. Tennessee Eastman process
Tennessee Eastman process simulation contains
21 preprogrammed faults. Sixteen of these faults
are known, and ﬁve are unknown (for details see
(Chiang et al., 2001)). Table 3 shows the analysis
results obtained from the neural network fault
detector for diﬀerent faults. Fault 1 is a step

Diesel
engine
64%
2,6%
79%

Otto
engine
44%
6,6%
57%

change in the A/C feed ratio, 4 and 5 are also
step changes in the reactor and condenser cooling water temperature and fault 11 represents
a random variation in the reactor cooling water
temperature.

The authors would like to thank AVL List GmbH
and all other cooperating partners and supporting
institutions.

Table 3. Detection results for the Tennessee Eastman process
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