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Abstract. This paper investigates motion estimation and segmentation of independently moving objects in video sequences that
contain depth and intensity information, such as videos captured by a Time of Flight camera. Specifically, we present a motion
estimation algorithm which is based on integration of depth and intensity data. The resulting motion information is used to derive
long-term point trajectories. A segmentation technique groups the trajectories according to their motion and depth similarity into
spatio-temporal segments. Quantitative and qualitative analysis of synthetic and real world videos verify the proposed motion
estimation and segmentation approach. The proposed framework extracts independently moving objects from videos recorded
by a Time of Flight camera.
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1. Introduction
This paper presents a framework for motion estimation and motion analysis (i.e., segmentation) for videos
containing both depth and intensity information. The
recent availability of low cost depth cameras, such
as Time of Flight (ToF) cameras and the Microsoft
Kinect, motivates the need for solutions exploiting the
complementary depth and intensity information provided by these cameras.
In particular, this paper focuses on motion estimation and motion segmentation of videos captured by
ToF cameras. These cameras measure the depth and
intensity simultaneously over the entire image plane
using continuous wave modulated infrared light. The
depth images are computed using the phase difference
of the emitted and the received signal. The intensity
images are based on the amplitude of the received signal [44]. We propose a method for dense, i.e., at each
pixel, motion estimation and segmentation. However,
∗ Corresponding author: Sajid Ghuffar, Department of Geodesy
and Geoinformation, Vienna University of Technology, 1040 Vienna, Austria. Tel.: +43 01 58801 12229; Fax: +43 01 58801 12299;
E-mail: sajid.ghuffar@geo.tuwien.ac.at.

state-of-the-art depth cameras suffer from limitations
in the measurement range, high noise levels and systematic distortions [26,28,34,44], which poses a challenge for robust and accurate motion analysis. In the
context of ToF cameras, one example for systematic
distortions are depth changes that are caused by object
reflectivity (i.e., low reflective surfaces appear at different distance than high reflective surfaces).
The problems addressed in this work, namely motion estimation and motion segmentation, play an important role in various vision related tasks (e.g., object tracking [8,33,64], deformation analysis [15,63]
and video coding [16,59]). As a backbone for higherlevel scene analysis, there is an even wider spectrum of
applications, including gesture recognition [9,22] and
scene understanding [61,65]. Furthermore, segmentation, or more precisely the motion of independently
moving objects, can be subsequently used to determine
camera motion. Nonetheless, motion estimation and
motion segmentation in videos with depth information
is still research in progress. Specifically, motion segmentation approaches in this context often rely on user
input or pre-defined object models (e.g., [41,60]).
The simultaneous capture of both depth and intensity with high temporal sampling enables comprehen-
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sive 3D scene analysis. This can be especially advantageous in scenes with low texture in either the depth
or the intensity channel. The proposed framework exploits the intensity and the depth information provided
by depth cameras to estimate motion and group homogeneously moving objects into segments. Specifically,
this paper presents a fully automatic segmentation algorithm that is capable of extracting multiple moving objects from scenes recorded by a depth camera.
The main contribution of the underlying motion estimation algorithm is a novel regularization method for
dense motion estimation. The proposed segmentation
algorithm transfers recent advances in the field of segmentation (e.g., [5]) to the three-dimensional domain.
Moreover, the segmentation is carried out on depth
and point trajectories which are derived from the previously estimated motion information. This work further pursues our previous work on motion segmentation [13]. In comparison to the earlier work, a full 3D
motion estimation model is used where both depth and
intensity data are used to estimate 3D object velocity. A
novel formulation of global regularization is presented
which incorporates robust estimation and anisotropic
smoothing in the regularization scheme. Furthermore,
standard metrics are used to quantitatively evaluate the
proposed motion estimation and segmentation results.
The rest of the paper is organized as follows. Section 2 gives an overview of the state-of-the-art on motion estimation and segmentation and relates our work
to it. Section 3 describes the proposed framework. In
Section 4 the framework is evaluated using motion and
segmentation ground truth.

2. State-of-the-art
Motion estimation has been studied for different
types of video material, including conventional color
or gray scale videos (e.g., [35]), stereo videos
(e.g., [58]) and depth videos (e.g., [51]). Moreover, optical flow estimation techniques estimate 2D motion in
a sequence of color or gray scale images. These techniques are typically based on the brightness constancy
assumption which states that the pixel brightness remains constant from one frame to another. Differential approaches (based on spatial and temporal image
derivatives) are commonly used for optical flow estimation [6]. These approaches can be broadly divided
into local and global approaches. Local methods estimate motion over a local neighborhood (e.g., [35]).
Global methods minimize a global energy function

which simultaneously estimates motion over the entire
image (e.g., [24]). For a more elaborate summary of
recent optical flow techniques, interested readers are
referred to [2,3].
The estimation of 3D motion, which includes motion in depth, from color or gray scale images, is known
as scene flow estimation [58]. In particular, scene flow
is based on a stereo pair (two images taken from a
slightly different perspective). The stereo pair is used
to reconstruct the 3D structure of the scene by stereo
matching (e.g., [4]). The scene flow problem is typically investigated in a joint scene reconstruction and
optical flow estimation framework (e.g., [56,61]).
The proposed method focuses on integration of optical flow with range flow for motion estimation. Range
flow [51] refers to 3D motion vectors derived from
a sequence of depth images. Initial work on motion
from depth image sequences appeared in [23]. Moreover, [23] derive parameters of rigid body motion from
depth videos. However, the term range flow first appeared in [63]. In [63], range flow was used to compute
motion fields over deformable surfaces.
The above mentioned motion estimation problems
are similar and thus also deal with similar problems. In
particular, scene flow and range flow solve for the same
unknown 3D object motion. In contrast, optical flow
computes 2D image motion. However, optical flow can
be directly related to the 3D object motion if the structure (depth) of the scene is known (e.g., [1,11,25,43]).
Consequently, researchers have successfully combined
the respective motion estimation methods to improve
their estimation results (e.g., [14,17,43,47,47,52]).
In general, motion estimation has to deal with the
aperture problem [3]. Moreover, the estimation of
range flow and optical flow requires the presence of
texture in depth and intensity, respectively. In case
of lined textures, locally, only the component of the
velocity perpendicular to the line can be reliably estimated. Similarly, in presence of linear and planar
structures in depth only the velocity perpendicular to
the linear and planar structure can be estimated reliably [53]. Typically, motion estimation approaches
address this problem by imposing a smoothness constraint. This constraint assumes that neighboring motion vectors are similar. Clearly, this constraint is violated at motion discontinuities. Therefore, the constraint is relaxed in these areas. This can be done by
applying an anisotropic smoothness term (e.g., [62]).
In terms of motion estimation, the work most closely
related to ours is by Spies et al. [53]. Their algorithm estimates flow vectors in a two-step approach
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which consists of a local motion estimation step and
a global regularization step. The local motion estimation step uses a total least squares approach to compute sparse flow fields. The regularization step minimizes a global energy function to compute dense flow
fields. In [53], the coefficients of the design matrix of
the total least squares are assumed to be uncorrelated.
However, this assumption is not valid due to correlation caused by computation of image derivatives [40].
In contrast to [53], our local motion estimation approach is based on ordinary least squares for both local motion estimation and the global regularization
scheme. Furthermore, we also employ robust weighting to account for gross errors. Additionally, we employ an anisotropic weighting of the smoothness term,
which prevents smoothing of flow vectors across motion boundaries.
Segmentation refers to the partitioning of data into
groups (segments) that are homogenous in a certain
feature space. Dependent on the application, the type
of data and the feature space vary. For example, segmentation can group an image’s pixels with similar intensities [31,37] or depth videos into stationary and
moving objects by analyzing motion [30]. Our proposed framework aims to partition videos that were
captured by depth cameras into segments of coherent
motion. In this context, segmentation algorithms have
to deal with noise, temporal stops and occlusions. Ideally, a segmentation result is spatio-temporally coherent (no flickering) and separates multiple objects without a priori knowledge of the scene.
Various approaches that perform segmentation on
depth data have been proposed (e.g., [7,12,13,19,20,
27,30,38,41,48,65]). Contrary to the framework proposed in this paper, these approaches mainly focus on
the segmentation of scenes into planar surfaces or basic shapes (e.g., [19,20,27,30,38,48]). Their strategies
for dealing with noise involve investigating local geometric structures, such as surface normals or curvature,
instead of the depth or intensity on its own.
In contrast to surface segmentation, the literature on
motion segmentation of ToF videos is limited. Wang
et al. [60] perform alternating motion estimation and
segmentation of ToF videos. Once the user has roughly
initialized an object, it can be segmented based on active surfaces that evolve according to the previously estimated motion information. This approach deals with
multiple moving objects. However, in order to separate
differently moving objects, they have to be initialized
separately. In contrast to [60], the proposed method
does not rely on user input.
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Related to motion segmentation, object-tracking algorithms, such as [41] or [36], follow and extract an
object from a scene. Noyer et al. [41] present a modelbased approach, in which an object is tracked in a
3D multisensor framework. However, the approach requires the tracked object to be pre-defined with a CAD
model. Leens et al. [30] detect moving objects by background subtraction. To increase the robustness to noise,
they combine a motion map derived from depth images and a motion map derived from color images.
Therefore, previous to the segmentation, images from
an additional RGB-camera have to be registered to the
depth images. An example of background subtraction
for traffic surveillance is given in [45]. Contrary to our
approach, background subtraction neither accounts for
temporal stops nor separates differently moving objects.
Alternatively to background subtraction explicitly
estimated motion information can be used in (motion)
segmentation approaches. Moreover, analysis of local
motion information, such as optical flow or range flow,
has repeatedly proven to be beneficial to color video
segmentation (e.g., [18]). These approaches typically
result in a dense labeling, in which each pixel is assigned to a segment. However, as the motion of two objects can be locally similar, these methods can benefit
from additional information such as color or depth.
To this end, segmentation approaches that take on a
more global view of the problem have been proposed
(e.g., [5,29,32,42,57]). These approaches investigate
long-term motion cues, which can provide richer information than local motion information. They use tracking to derive point trajectories (e.g., [46,55,57]), which
are then grouped according to global motion similarity (e.g., [5,32,42]). However, as the trajectories are
sparse, so too is the result of the segmentation. In order
to assign the remaining points to segments, additional
information (e.g., color [32,42]) can be incorporated.
Similarly to these approaches, the proposed framework generates point trajectories that were derived
from previously estimated flow vectors, but attempts to
derive a trajectory for each pixel of the depth video.
Hence, it deals with locally similar motion and naturally maintains spatio-temporal coherence. An efficient
graph-based segmentation technique analyzes trajectories’ similarities in motion and depth, and thus avoids
the direct influence of noisy intensity data. In extension to our previous work [13], the motion similarity
is defined over all components of the flow (including
motion in depth). Furthermore, the depth similarity is
defined on more robust features (i.e., depth histograms
instead of average depth) and combined with the motion similarity in a weighting scheme.
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3. Algorithm description
The proposed framework comprises two main components, motion estimation and motion segmentation.
The presented local motion estimation model (Section 3.1) is based on integration of range flow and optical flow constraints. Subsequently, a confidence measure is used to remove potentially inaccurate flow vectors. Section 3.2 describes the global regularization
scheme which is used to obtain dense flow fields. The
trajectory generation step (Section 3.3) takes the estimated flow fields as input. Finally, a graph-based segmentation algorithm groups trajectories based on depth
and motion similarity (Section 3.4).
3.1. Local motion estimation
The proposed motion estimation algorithm is based
on integrating the range flow and optical flow constraints. Thus, depth and intensity information are exploited simultaneously. Range flow describes the 3D
motion of a moving surface. When defining a surface as a function of its spatial location in time, Z =
f (X, Y, t), the total change in the depth over time can
be written as [50]:
∂Z dX
∂Z dY
∂Z
dZ
=
+
+
,
dt
∂X dt
∂Y dt
∂t
W = ZX U + ZY V + Zt .

(1)

Z is the depth, x and y are the image coordinates. c
is the camera constant (i.e., focal length). Substituting
the pixel velocities in Eq. (3) by Eq. (4) results in:

Zx

c
Z

Zy

c
Z

⎡ ⎤
 U

Zx x + Zy y
−
−1 ⎣ V ⎦ = −Zt .
Z
W
(5)

Equation (5) determines the 3D velocity of a surface,
when computing the derivatives in image space.
Optical flow describes the 2D motion of each pixel
in image space. The optical flow constraint equation
(or brightness constancy assumption) is given by:
Ix u + Iy v = −It .

(3)

Here, Zx , Zy and Zt are the spatial and temporal
derivatives of Z in image space, respectively. (u, v) are
the 2D image velocities. However, we compute the 3D
motion (U, V, W ) in global coordinates by taking into
account the relation between the image and the 3D motion. When considering the perspective projection and
assuming that the global coordinate system is aligned
with the sensor coordinate system, the relation between

(6)

Here, Ix , Iy and It are the spatial and temporal derivatives of the intensities, respectively. To eventually obtain 3D object velocities, we substitute the pixel velocities (Eq. (4)) to get a modified optical flow constraint [25]:

(2)

Here, ZX and ZY are the spatial derivatives and Zt is
the temporal derivative of the surface. (U, V, W ) =
dY dZ 
( dX
dt , dt , dt ) is the unknown motion in the global
coordinate system (X, Y, Z), typically specified in
metric units. Eq. (2) is known as range flow constraint equation [50] (or elevation rate constraint equation [23]). It involves derivatives of the surface in
global coordinates. However, the Z coordinate is a projection of the surface on the image plane. Therefore,
the range flow equation can be written analogously to
Eq. (1) in image coordinates (x, y) as [50]:
W = Zx u + Zy v + Zt .

the image motion and the object motion is given by:
⎡ ⎤

 U
 
1 c 0 −x ⎣ ⎦
u
V .
(4)
=
v
Z 0 c −y
W


c
Ix
Z

c
Iy
Z

⎡ ⎤
 U
Ix x + Iy y ⎣ ⎦ 
V = −It .
−
Z
W
(7)

The unknowns (U, V, W ) in Eqs (5) and (7) are the
components of 3D object velocity of each pixel that are
computed using the spatial and temporal derivatives
of depth and intensity over a local neighborhood. For
each pixel, Eqs (5) and (7) provide two constraints and
contain three unknowns. To solve this ill-posed problem, additional assumptions have to be formulated.
Similarly to [35], we assume that the motion is similar in a small neighborhood of each point. Hence, the
flow constraint equations (Eqs (5) and (7)) for each
point in a local neighborhood can be written as an overdetermined system of equations:
Ax = y + e.

(8)

This system of equations can be solved by an ordinary
least squares solution. Moreover, an m × m window
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provides 2m2 equations per pixel. x are the unknowns
(U, V, W ) . The observations y contain the change in
depth and intensity per pixel. The coefficient matrix A
encodes the scene texture and e is the residual vector.
The solution of the system of equations is given by:
x = (AT Q−1 A)−1 AT Q−1 y.

(9)

Here, Q is a diagonal matrix which contains the a priori variances of the observations [39]. The inverse of
Q acts as weights of observations in the adjustment.
The accuracy (variance) of the estimated unknowns is
given by:
Qxx =
σ02 =

σ02 (AT Q−1 A)−1 ,

(10)

eT e
,
n−3

(11)

e = Ax − y,

where n is the number of observations. The diagonal
elements of matrix Qxx denote the accuracy of the estimated parameters (x = [U, V, W ]T ). In presence of
multiple motions and occlusions σ0 is large [53]. Consequently, the resulting values in the diagonal elements
of Qxx are also large. In areas with linear and planar
texture, the components of Qxx indicate missing textural information. Thus, we use the diagonal components
of Qxx as a confidence value for the corresponding estimated flow vector components. In particular, we re2
move flow vectors that exceed a fixed threshold σmax
in the diagonal elements of Qxx . In contrast, components or vectors of the flow that were computed with
high precision (i.e., that are below the fixed threshold
2
) are kept. Thus, the local motion estimation may
σmax
result in a sparse flow field.
In contrast to [13], the projection model is incorporated in the range and the optical flow constraint and
in the least squares adjustment. As a result, 3D motion
can be determined using image texture and the depth
of the object point (Eq. (7)). In [13] only image motion
can be determined from the intensity image.
3.2. Global regularization
Since dense motion segmentation requires dense
motion information, the goal of the regularization step
is to estimate complete 3D motion for each pixel. In
this section the reference to previously (Section 3.1)
estimated flow vectors (x), is made using the pixels indexes (i, j) (e.g., xi,j ). The global regularization step
integrates the information from the set of all local motion estimations and a smoothness prior by minimizing
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the following energy function [24,53]:
Ereg = Edata + Esm .

(12)

The term Edata uses the previously estimated flow vectors xi,j at pixel coordinates (i, j) and the corresponding confidence values Qxx (the pixel’s subscripts (i, j)
are not used with Qxx ) from the local motion estimation to minimize the following sum:
{(fi,j −xi,j )T Q−1
xx (fi,j −xi,j )}. (13)

Edata =
i,j

Here, fi,j denotes a regularized unknown flow vector.
The data term ensures that the difference f − x is low.
This is especially true for flow vectors x that were
computed with high accuracy.
The second term in the regularization scheme, the
smoothness term Esm , assumes similar motion among
neighboring pixels. Consequently, it minimizes the
sum of differences of neighboring 3D velocities [54]:
Esm =



(fi,j − fi+1,j )T Ps,Δi (fi,j − fi+1,j )

i,j

(14)
T

+(fi,j − fi,j+1 ) Ps,Δj (fi,j − fi,j+1 ).

To determine the regularized dense flow vectors, we
perform a global least squares estimation that minimizes both terms (i.e., Eqs (13) and (14)) over the entire image. In Eq. (12) no relative weighting of the
terms Edata and Esm is specified, because the respective accuracy of the observations provides the weighting. It is given in the matrices Q−1
xx and Ps,Δi , Ps,Δj ,
respectively, which are defined below. The first set of
observation equations, which represent Eq. (13), can
be written in the form:
fi,j = xi,j + e.

(15)

2
is derived durAs stated above, the precision σxi,j
ing the local flow estimation (i.e., Eq. (10)) and corresponds to the variance of each estimated velocity com2
.
ponent in Qxx . This is equal to a weight of 1/σxi,j
The observation equations for the smoothness term
(i.e., Eq. (14)) can be written in the form:

fi,j − fi+1,j = 0 + e,

(16)

fi,j − fi,j+1 = 0 + e.

(17)

The weight Ps,Δi for each observation equation in
Eq. (16) is computed by:
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Ps,Δi =

1
σs2

gI (|Ii,j − Ii+1,j |)

gR (|Zi,j − Zi+1,j |),
σs2

=

2
σmax

−

2
2
max(σxi,j
, σxi+1,j
).

(18)
(19)

Ps,Δj is defined analogously. In Eq. (18), gI and gR
are weighting functions that are based on intensity and
depth differences of the corresponding pixels, respectively. This weighting causes an anisotropic behavior
of the smoothness term by reducing the influence of
the smoothness term across depth or intensity gradients [62]. Here, Gaussian functions are used for gI and
gR . Furthermore, Eq. (18) considers the precision of
the estimation of each individual flow vector from the
2
previous step [53]. σmax
is the threshold that corresponds to the largest variance allowed in the local motion estimation. If either of the two flow vectors at locations (i, j) or (i, j + 1) was determined with low accuracy in the first motion estimation step, the corresponding smoothness observation obtains a large weight.
Weighting of the remaining smoothness equations is
performed analogously. The regularization step computes an iteratively re-weighted least squares solution
to reduce the influence of outliers. The re-weighting is
based on the Cauchy weighting function [21].
By approximating Qxx as a diagonal matrix (neglecting the off-diagonal elements), the equation system (Eq. (13)) can be split into U , V and W components, which are independent of each other. This allows
a faster computation. Furthermore, the equation system
(Eq. (13)) is linear, but due to robust outlier detection,
iterations still need to be performed.
3.3. Flow trajectories
The flow trajectory generation step obtains dense
point trajectories by applying a flow vector-based
tracker [13,29,46,55]. Trajectories are built in pixelspace, according to the estimated flow’s (U, V, W ) projective projection to the image space m = (u, v, w).
Accordingly, u and v correspond to the optical flow
of the given scene. w is W scaled to pixel coordinates. The trajectories are initialized at each pixel
in the first frame and are subsequently linked to
corresponding pixels according to the flow vectors
(Fig. 1, the motion between two frames corresponds
to the flow vectors). In particular, the trajectories
are built by iteratively following the projected mo-

Fig. 1. Trajectory generation (toy example). Images (top): Box
moves in x. Vectors (bottom) describe the motion in x for a fixed
y (dotted line). Locally similar motion (Frame 1 to 2, i.e., no motion) can be disambiguated by long-term motion (Frame 1 to 3). Trajectories stop at occlusions (dot) and are initialized at disocclusions
(circle).

tion vector mit = (uit , vit , wit ) of each pixel3,4
pit = (xit , yit , zit ) to its new position in the next frame
pit+1 = ((xit+1 = uit + xit ), (yit+1 = vit + yit ),
zit+1 ). Since the estimated flow vectors are floating
point numbers, pit+1 might be located in between pixels. In these cases, trajectories are continued at the
nearest pixel position (by rounding).
Obviously, not every trajectory spans from the first
to the last frame. (i) Tracking has to stop when it results in leaving the scene (i.e., out of video bounds) or
no motion information is available (i.e., last frame). (ii)
When multiple trajectories converge on the same pixel
only one of them (picked randomly) is continued. (iii)
A trajectory should not contain the motion of multiple
differently moving objects. This is especially true for
the application of segmentation which aims to separate
differently moving objects. To prevent this error, trajectories end at occlusions (e.g., Fig. 1, dot) and fluctuating motion boundaries. The proposed framework
detects occlusions by checking the consistency of forward flow m and backward flow m [55]:
2

2

2

|m + m| > 0.01(|m| + |m| ) + 0.5.

(20)

If the backward flow vector mit+1 at a pixel’s new position in the next frame pit+1 does not point back to its
original position pit , the pixel pit might not exist (get
occluded) in the next frame. The threshold (Eq. (20),
right-hand side) accounts for small estimation errors.
A simple solution for fluctuations of motion boundaries is to additionally stop the trajectories near them.
3 In
4z

the following the index (i, j) is simplified to the index i.
is the depth at (xit , yit ).

it
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(a) Flow Trajectories

(b) Over-Segmentation
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(c) Region Merging

Fig. 2. Flow trajectories. xt-slice for a fixed y = 80 and zoom-in of the marked window. The trajectories on the top and the bottom belong to a
stationary object (i.e., straight lines, no change in x). Those in the middle (i.e., x ≈ 40, t = 1) change in x (i.e., slanted lines). (a) Unsegmented
trajectories: Each trajectory is a segment of its own. (b) Over-segmented trajectories. (c) Segmented trajectories after region merging. Similar
trajectories, e.g., stationary object (top) or moving objects (middle), are respectively grouped into regions. Each segment label is assigned an
arbitrarily chosen color.

Thus, changes in motion are detected by thresholding
the sum of the motion gradient magnitudes [55]:
|∇u|2 +|∇v|2 +|∇w|2 > 0.01|m|2 +0.003. (21)
In order to assign each pixel one trajectory, we start
a new trajectory whenever a pixel is not assigned to a
trajectory that accrues from a previous frame (e.g., due
to disocclusion, Fig. 1). Subsequent to the described
trajectory generation procedure, every pixel belongs to
a respective single trajectory and all pixels on a trajectory belong to the same object (Fig. 2(a)).
3.4. Motion segmentation
The proposed motion segmentation aims to partition
the given trajectories (Section 3.3) into spatio-temporal
segments that correspond to objects or groups of objects of homogeneous motion. Assuming the given trajectories are error free, each trajectory contains pixel
positions over time and corresponding motion vectors
of a single object. As these paths through the depth
video might be interrupted (e.g., occlusions), trajectories are of different length and cover different temporal
windows (Fig. 2(a)). While long (e.g., covering every
frame) trajectories provide rich, more global, motion
cues, short trajectories, which carry less global motion information, might be ambiguous (Fig. 1). In this
context, additional information, such as depth, allows
for further segmentation reasoning. Based on that observation, the proposed framework groups trajectories
based on motion and depth similarity. As in our previous work [13], the trajectories are grouped with an
efficient graph-based segmentation algorithm [10,18].
This segmentation algorithm was originally developed
to segment conventional color videos according to pix-

els’ color and motion similarity. In the proposed framework, this algorithm is adapted to group trajectories.
Moreover, the segmentation algorithm comprises two
phases, a trajectory-wise over-segmentation according
to spatial and motion similarity and a region merging
based on region-based (depth and motion) affinities.
To begin, the pixels in depth video, or more precisely the trajectories, are represented as a graph (4connected). Each trajectory is considered as a vertex
and is connected to spatially neighboring trajectories
by edges. Clearly, connected trajectories have to share
at least one frame. Each edge is assigned a weight ωij ,
which represents the similarity of each pair of connected trajectories i and j. The similarity measure used
favors common movement (mit = (uit , vit , wit )) and
spatial (pit = (xit , yit , zit )) proximity in every shared
frame (similar to [5,13,32]):
ωij = max(dij )2
i∩j

1
(||pit − pjt ||2
|i ∩ j|

(22)

2

(||mit − mjt || + 1) ).
Here, the similarity for i and j is defined over the
frames in which both trajectories exist i∩j. |i∩j| is the
number of the trajectories’ shared frames. max(dij )2
is the product of maximal motion and spatial distance:
max(dij )2 = max((mit − mjt  + 1)2 )
2

max(pit − pjt  ).

(23)

As suggested in [5], the maximum distance of two
time-correspondent points emphasizes motion differences (first part of Eq. (22)). As a result, trajectories of
two in the beginning similarly moving objects that drift
apart in time are more likely to be separated. However,
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Table 1
Quantitative evaluation for cubes with ground truth (GT) and estimated (est.) flow vectors. The table lists the misclassification error
(ME), the over-segmentation error (OE) and the trajectory error (TE)
Cubes
Proposed, GT flow
Proposed, est. flow
Method [13], GT flow
Method [13], est. flow
Method [30], no flow

TE
0.0000
0.0086
0.0000
0.4691
–

ME
0.0000
0.0005
0.0225
0.0774
0.1950

OE
0
0
61
11
0

this model is very sensitive to outliers. To reduce this
effect, the maximum is weighted by the average motion and spatial differences (second part of Eq. (22)).
In extension to our previous work [13], the motion differences include the motion in depth wit .
Having defined a similarity measure, the graphs vertices (i.e., trajectories) can be grouped into regions accordingly. To begin, vertices are regions of their own
(Fig. 2(a)). The list of all edges is sorted in ascending
order. Starting with the smallest edge weight, edges are
merged according to two adaptive thresholds [10,18]
which consider variations within the regions. In particular, two regions are merged if the internal variations [10] of both regions exceed the edge weight. The
internal variation of a region R is defined as the maximum edge weight of a region’s Minimum Spanning
Tree (MST) relaxed with the region size |R|:
Int(R) = maxwij MST (R) (ωij ) +

τ
.
|R|

(24)

τ is a constant parameter that influences the granularity of the segmentation (a larger τ generates larger
regions). This segmentation phase aims for an oversegmentation by using a small τ . Low-cost edges can
be merged (in ascending order of their weights) to enforce a minimum region size. As shown in Fig. 2(b),
the segmentation procedure described above tends to
separate similar trajectories with different lengths of
common windows. These segments have to be merged
further in a second segmentation phase (Fig. 2(c)).
The second segmentation phase hierarchically merges the previously generated regions. This iterative resegmentation scheme improves robustness of the segmentation algorithm [18] and uses richer region descriptors (i.e., histograms) than the previous phase.
Again, the set of trajectories is represented as a graph.
The previously obtained regions are considered as vertices. Spatially neighboring regions are connected by
edges and are assigned affinities as edge weight ωr:
ωr = (1 − (1 − dm )(1 − dd lk))2 .

(25)

Fig. 3. Example frames from the synthetic scene: Intensity (1st and
3rd row). Depth (2nd and 4th row). Depth is coded by gray values
(white: background, black: foreground).

Here, two connected groups of trajectories are compared in their common time window (i.e., the set of
shared frames) according to the χ2 distances of their
per-frame flow histograms dm ∈ [0, 1] [18] and perframe depth histograms dd ∈ [0, 1]. In contrast to the
average depth, which is used in [13], depth histograms
also consider the depth distribution. Contrary to [13],
dd and dm are combined in a weighing scheme. Since
short trajectories carry less motion information than
long trajectories, the depth’s contribution to the similarity measure varies with the relative length l of the
common time window. To eventually, and with fewer
iterations than in [13], obtain a motion segmentation,
the depth influence is gradually reduced in each iteration k ∈ [0, 1]. The minimum region size and τ increase with each iteration by a constant factor [18].

4. Experimental results and discussion
The proposed framework is evaluated on a synthetic
scene (Fig. 3) and two real world scenes (Fig. 9) captured by an SR3000 ToF camera, which has a resolution of 176 × 144 pixels. To compensate for the systematic distortions, calibration presented in [26] was
applied. Thus, it can be assumed that the pinhole camera model of Eq. (4) holds.
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Fig. 5. Endpoint Error (blue) and Angular Error (green) against the
noise.

4.1. Synthetic scene
Fig. 4. Estimated motion (1st and 2nd row) and ground truth (3rd
and 4th row) motion for the synthetic scene. Flow vectors are color
coded (color-wheel): Hue encodes orientation and saturation magnitude. The motions U and V are visualized together and use both axes
of the color wheel. W contains only one axis of the color wheel.

Since the proposed framework consists of two main
steps, motion estimation and motion segmentation,
both steps are evaluated. The quantitative analysis of
the algorithm compares the results of the two steps
with their respective ground truth (GT). For the quantitative analysis of the estimated flow vectors, we compute the angular error (AE), i.e., the difference in direction, and the endpoint error (EE), i.e., the difference
in magnitude, between the GT and the estimated flow
vectors [2,3].
As quantitative error measures for the segmentation
results we report (Tables 1 and 4) the misclassification
error (ME) [57], the over-segmentation error (OE) [5],
and the trajectory error (TE). The TE denotes the number of generated trajectories that contain the motion of
more than one object over all trajectories. The ME is
defined as the percentage of misclassified points and
the OE is the number of excessive regions with respect
to the GT. In order to present significant numbers (ME
decreases with a large OE), the ME is reported at a
low OE. Thus, parameters (typically the number of iterations) vary throughout the evaluation. Note that although there are datasets for depth image segmentation (e.g., [38]) and datasets for motion segmentation
of color videos (e.g., [57] or [5]), there is, to the best
of our knowledge, no publicly available dataset with
motion segmentation ground truth for ToF videos.

In the synthetic scene (cubes) two cubes are moving
on a ground plane and in front of a wall (Fig. 3). It has
a resolution of 201 × 161 pixels. The scene’s lateral
extent is 18 meters. The depth ranges from 5 to 18 meters. The GT flow vector for the cube in the front is
[0.07,0,0.01], while for cube in the back the GT motion
is [0.14,0,0] (meters per frame).
The results of the proposed motion estimation on
cubes are shown in Fig. 4. It can be seen that the estimated flow vectors are visually accurate, even when
more than 60 percent of the background cube is occluded (e.g., background cube in Frame 29, Fig. 4).
Furthermore, the boundaries of the objects are well
determined. Fig. 4 (zoom-ins) demonstrates that the
global regularization scheme (i.e., the weighting of
the smoothness term based on depth and intensity differences) effectively avoids over-smoothing. Even object boundaries at critical locations, such as at low incidence angles (e.g., top surface of cube) and similar depths (e.g., contact points of ground plane and
cube) are well identified. The visual quality of the results (Fig. 4) are confirmed by the quantitative error
measures. The average EE and the average AE for
this scene are 0.1 millimeters and 0.1 degrees, respectively. The (unoptimised) MATLAB implementation of
the local motion estimation consumes 20 seconds per
frame on a PC with a 3.2 GHz processor. A single iteration of global regularization consumes 22 seconds.
For each frame four iterations of global regularization
were performed.
To further evaluate the algorithm’s robustness to
noise, we add Gaussian noise to the depth and intensity images of the synthetic scene. To add the noise,
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Fig. 6. Endpoint Error for U , V and W of the flow vectors against
the noise.

Fig. 7. Segmentation results of cubes. Proposed framework using GT
flow vectors (1st row) and using estimated flow vectors (2nd row).
GT segmentation (3rd row). Each segment is assigned a unique, arbitrarily chosen color.

the depth and the intensity images are normalized to
[0,1] using the maximum depth and maximum intensity, respectively. The resulting depth and intensity images have a common range of values. Subsequently,
the flow vectors are estimated and evaluated. Figure 5
shows the change in EE and AE with increasing noise
σ. Figure 6 shows the EE for each component of the
flow vector separately, against the increasing noise values. In Figs 5 and 6, σ is the standard deviation of the
additive Gaussian noise. As shown in Fig. 6, the EE
for W is larger than the EE for U and V for increasing
σ. The low accuracy of W compared to U and V is
caused by the perspective projection (i.e., Eqs (5) and
(7)) and estimated in Qxx .
As shown in Fig. 7 and Table 1, the proposed segmentation algorithm generates high-qualitative results
for the synthetic scene (without noise). On average

Fig. 8. Segmentation results of cubes. Method [13] using GT flow
vectors (1st row) and using estimated flow vectors (2nd row).
Method [30] from depth and intensity (3rd row). Each segment is
assigned a unique, arbitrarily chosen color.

the (unoptimised) C++ implementation of the segmentation algorithm consumes 4 seconds per frame
(201 × 161 pixels) on a PC with a 3.07 GHz Intel Core
processor to obtain the shown results. When using GT
flow vectors our segmentation result perfectly matches
the segmentation GT. In this example the algorithm
deals with occlusion and movement in depth. Additionally, the segmentation is performed based on previously estimated flow vectors and subsequently compared to the segmentation GT. It can be seen (Fig. 7)
that the segmentation result closely matches the GT.
The quantitative evaluation (Table 1) shows that, in
comparison to the segmentation based on GT flow vectors, the TE and the ME are elevated. More precisely,
less than one percent of the generated trajectories are
erroneous and even a lower percentage of pixels is misclassified. In fact, the two error measures are correlated. We observe TEs at inaccurate motion vectors
found at object borders and MEs at pixels on trajectories which contain more than one object. The zoom-ins
of the background cube in Figs 4 and 7 give an example for this case. Since the segmentation algorithm is
based on depth and motion similarity, regions that contain short trajectories (less global motion information)
with homogenous depth and at the same time similar
motion are challenging for the segmentation algorithm.
In Table 1, Figs 7 and 8 the proposed framework is
compared to its predecessor [13,30]. Throughout the
evaluation, the proposed framework and [13] use the
same segmentation parameters. When comparing the
frameworks altogether ([13] is based on differently estimated flow vectors) the proposed framework outperforms its predecessor.
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Fig. 9. Example frames from two real world scenes: (a) trains and (b) people. Intensity (1st row) and depth (2nd row). Depth is coded by gray
values (white: background, black: foreground).

Fig. 10. Motion between frame 5 and 6 of trains. Proposed motion
(left), estimation result from [13] (middle), GT motion (right). Flow
vectors are color coded (color-wheel).

Additionally, the frameworks are compared based
on the same flow vectors. Except for the additional
motion component (i.e., motion in depth), the same
GT flow is used. The results of [13] are clearly oversegmented, which indicates that the additional weighting scheme in our improved algorithm reduces the
number of needed iterations. Due to more robust region descriptors (i.e., depth histograms instead of average depth [13]) and the additional motion component,
the ME is reduced. Contrary to [30], which is based on
background subtraction of intensity and depth, the proposed framework separates differently moving objects.
This is also reflected in the MEs.
4.2. Real world scenes
The proposed framework is evaluated on two ToF
videos, trains (Fig. 9(a)) and people (Fig. 9(b)). The
frame rate of the videos is approximately 10 frames
per second (fps) for trains and 5 fps for people. Trains
consists of two toy trains moving on two rail tracks.
The lateral extent of the scene is one meter. The depth

Fig. 11. Proposed motion estimation results for three frame pairs
from people. Flow vectors are color coded (color-wheel).

ranges from 40 centimeters to one meter. The first train
is on an elevated track and moves approximately diagonally from left to right in the image while the second train moves from top towards bottom of the image.
People consists of three people, two of them walking
approximately parallel to the image plane while a third
person walks towards the camera in the later half of the
video.
The GT motion for trains is computed by measuring
the distance between two target pairs that are mounted
on the rail tracks in the coordinate system attached
to the camera. When assuming a constant linear velocity and rigid object motion, the GT flow vector of
each train can be obtained by the time (i.e., number of
frames) and the trains’ traveling distances between the
targets. The GT flow vectors for the train on the top
and the train on the bottom are [5.4, 4.4, −5.4] and
[0.6, 6.8, −7.2] (mm per frame), respectively. Due to
complexity and inconsistency of the human motion, no
quantitative GT is available for people.
In the local motion estimation step, we only compute motion over pixels which change in time, by observing the change in depth and intensity in frames be-
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Table 2
Quantitative evaluation of estimated motion vectors for calibrated
(calib.) and uncalibrated (uncalib.) trains. Average Angular Error
(AE) and Endpoint Error (EE)
Trains
AE (deg.)
EE (mm)
EE in [U,V,W]

Calib.
12.2
3.05
[1.4,1.3,2.4]

Uncalib.
39
6.9
[2.1,2.2,6.2]

Table 3
Quantitative comparison to motion estimation method in [13]. The
table lists the per frame average Angular Error (AE) in degrees and
Endpoint Error (EE) in mm
Cubes
Trains

AE proposed
0.1
12.2

AE [13]
0.5
12.2

EE proposed
0.1
3.05

EE [13]
1
3.1

fore and after the current frame. Furthermore, in the
local motion step flow vectors at depth discontinuities
are removed. The (unoptimised) MATLAB implementation of the local motion estimation consumes 10 seconds per frame on a PC with a 3.2 GHz processor. The
global regularization step then computes flow vectors
at each pixel. A single iteration of global regularization
consumes 13 seconds. For each frame four iterations
of global regularization were performed.
Figure 10 shows the motion estimation result for
trains (calibrated) and the corresponding GT for
frame 5. The estimated flow vectors correspond to the
GT motion of the train. The boundaries of the trains
appear sharp with little smoothing effects along some
parts of the boundary.
To analyze the influence of calibration, the accuracy
of the estimated motion is compared for the calibrated
and uncalibrated train scene. The comparison of the
estimated motion vectors with the GT motion vectors
indicates a significantly higher EE in W (Table 2) for
uncalibrated data. The error values correspond to non
stationary parts of the scene. Schmidt et al. [47] observed a similar behavior for W and suspect systematic errors to be the reason for it. In fact, when investigating the results obtained from the calibrated [26] test
scene, the EE of W improves significantly. Moreover,
Table 2 shows the overall AEs, the overall EEs and
the EEs for the individual components of the estimated
flow vectors for the uncalibrated and the calibrated test
scene. When comparing the results of the calibrated
train scene with the synthetic scene, the magnitudes of
the errors are similar to errors resulting from higher
levels of added noise. Less texture in depth and intensity, but possibly also deviations from the model of random Gaussian noise as applied in the synthetic scene,
cause the relatively lower accuracy. The applied cali-

Table 4
Quantitative evaluation for trains using estimated (est.) flow vectors.
The table lists the misclassification error (ME), over-segmentation
error (OE) and trajectory error (TE)
Trains
Proposed, est. flow
Method [13], est. flow
Method [30], no flow

TE
0.0046
0.0184
–

ME
0.0129
0.0257
0.0543

OE
0
11
0

bration [26] does not completely remove the systematic effects that are causing distortions in distance observations. Furthermore, shadowing of the active illumination by foreground object and illumination fall off
in intensity images violate the brightness constancy assumption and hence might introduce errors.
Table 3 compares the 3D object motion of the proposed method against the motion computed from [13].
To this end, the image motion from [13] is projected into object space for comparison. The main reason for the lower error in the proposed method is
the anisotropic smoothing that significantly reduces
smoothing across boundaries. The mentioned smoothing effect of [13] is also visible in Fig. 10 (middle).
The error values for the two methods are, however,
very similar in trains, because the error is only computed on the pixels corresponding to moving trains.
The smoothing effect outside the train boundary is not
reflected in the error values.
Figure 11 shows the motion estimation results for
people. Considering the complexity of the scene, the
shown results are satisfying. The direction of movement is estimated correctly and persons are delineated
correctly. However, it can also be seen that fast, nonrigid motion of small structures that are different from
the motion at similar depths (e.g., legs with different motion of body) is especially difficult to estimate.
In this context, the low resolution and the high noise
levels of ToF videos are challenging for motion estimation. Especially, the motion in depth W is illdetermined. However, the results show that the regularization scheme performs well in determining dense
and smooth flow fields over major parts of the independently moving objects.
The quantitative evaluation of the segmentation algorithm on the whole is carried out on a subset (i.e.,
frame 7 to frame 11) of (calibrated) trains. In order
to generate a reference solution, the mentioned frames
are manually labeled into background and the two different trains. As shown in Fig. 12 and Table 4, the
proposed framework separates large parts of the moving objects from the background and the segments coherently follow the flow vectors. The (unoptimised)
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Fig. 12. Segmentation result of trains. For frame 7 (top) and frame 11 (bottom): Depth, intensity image overlaid with color-coded motion field
M = (U, V, W ) and segmentation result. GT segmentation (small). Segmented point cloud of frame 11 (right). Each segment label is assigned
a unique, arbitrarily chosen color. Flow vectors are color coded (color-wheel).

Fig. 13. Segmentations based on different features (2nd row): Depth
and motion similarity of trajectories (left), motion similarity of trajectories (middle) and motion and depth similarity of individual pixels (right). Each segment is assigned a unique, arbitrarily chosen
color. Inputs (1st row). Flow vectors are color coded (color-wheel).

Fig. 14. Segmentation results of people. (a) Proposed segmentation.
(b) Segmentation with reduced depth influence (i.e., depth component in ωij and ωr is reduced by a factor of 0.1). Each segment is
assigned a unique, arbitrarily chosen color. (c) Large area occlusions
(white) caused by inconsistent forward and backward flow.

C++ implementation of the segmentation algorithm
consumes 6 seconds per frame (176 × 144 pixels) on a
PC with a 3.07 GHz Intel Core processor to obtain the
shown results. As for the synthetic scene, the generated
trajectories are accurate and the segmentation outperforms [30] (based on intensity and depth) and [13]. The
ME for the proposed method is one percent (Table 4).
The main reasons for the misclassifications are missing motion vectors for the second compartment of the
train moving from top to bottom in image. However,
the mentioned compartment is hardly visible in the intensity and depth images (Fig. 9(a)) and thus challenging for motion estimation and segmentation. We further encounter segmentation errors at over-smoothed
motion boundaries with similar depth as the moving
object.
Figure 13 shows the difference in the segmentation
result when not considering depth or long-term motion information (i.e., local flow vectors instead of trajectories). This example demonstrates that the men-

tioned features can be beneficial for motion segmentation. Note that the segmentation results based on trajectories, with (left) and without (middle) depth influence, were generated using the same parameters and
motion vectors. It can be seen that segmentation without depth influence is slightly over-segmented. The additional depth information can also improve the algorithm’s robustness to flow estimation errors.
Figure 14(a) shows the segmentation result of people. It can be seen that the individual objects are well
segmented. Owing to long-term trajectories (instead of
local flow vectors) the person in the background, who
is stationary in the first frames, is not merged with
the background that has the same local motion. Figure 14(b) further highlights the role of depth in the segmentation algorithm. The shown segmentation result is
generated with a reduced depth influence (i.e., depth
similarities in ωij and ωr are multiplied by 0.1) and the
same parameters and flow vectors as in (a). Contrary
to (a), the persons in (b) are assigned to the same seg-
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ment. The main reason for this are local motion similarities in areas that contain short trajectories. Such areas are the result of noisy flow vectors. Noisy flow vectors can cause the forward flow to be inconsistent with
the backward flow, which results in occlusions in large
areas of the moving objects (c), and thus enforce trajectories to end. Small differences in local (short trajectories) motion can cause objects to be assigned to
the same segment (b). The proposed segmentation algorithm increases the depth’s contribution to similarity measures of short trajectories which also disambiguates such local motion similarities (a).

5. Conclusion
In this paper, we presented a framework for motion segmentation of video containing depth and intensity data. Our method integrates the information from
the depth and intensity channels to estimate 3D motion and then segments the scene into independently
moving objects. As a main contribution we presented
a global regularization framework based on a least
squares solution. As an additional contribution, the
proposed framework automatically groups trajectories
into segments of homogeneously moving objects. We
validated our approach on synthetic and real world
scenes. Quantitative and qualitative evaluation results
show that the framework is able to accurately estimate
motion. Furthermore, we are able to segment individual moving objects based on the 3D flow vectors. In
this paper we focused on ToF cameras, however, this
approach can in principle also be used with other sensors that provide depth and intensity information.

[2]

[3]

[4]

[5]

[6]

[7]

[8]

[9]

[10]

[11]
[12]

[13]

[14]

[15]

Acknowledgments
[16]

This work was supported by the Doctoral College on
Computational Perception at TU Vienna.
Nicole Brosch was supported by the Doctoral College on Computational Perception at TU Vienna and
by the Vienna Science and Technology Fund (WWTF)
through project ICT08-019.

[17]

[18]

References
[19]
[1]

G. Adiv, Determining three-dimensional motion and structure
from optical flow generated by several moving objects, IEEE
Transactions on Pattern Analysis and Machine Intelligence,
PAMI-7(4) (1985), 384–401.

[20]

S. Baker, D. Scharstein, J. Lewis, S. Roth, M.J. Black and R.
Szeliski, A database and evaluation methodology for optical
flow, International Journal of Computer Vision 92(1) (2011),
1–31.
J.L. Barron, D.J. Fleet and S.S. Beauchemin, Performance of
optical flow techniques, International Journal of Computer
Vision 12(1) (1994), 43–77.
M. Bleyer and M. Gelautz, Graph-cut-based stereo matching using image segmentation with symmetrical treatment of
occlusions, Signal Processing: Image Communication 22(2)
(2007), 127–143.
T. Brox and J. Malik, Object segmentation by long term analysis of point trajectories. in: Proceedings of the European Conference on Computer vision: Part V (2010), 282–295.
A. Bruhn, J. Weickert and C. Schnörr, Lucas/Kanade meets
Horn/Schunck: Combining local and global optic flow methods, International Journal of Computer Vision 61(3) (2005),
211–231.
J.S. Cardoso, J.C.S. Cardoso and L. Corte-Real, Object-based
spatial segmentation of video guided by depth and motion
information, in: Workshop on Motion and Video Computing,
2007.
P.M. Ciarelli, E.O.T. Salles and E. Oliveira, Human automatic detection and tracking for outdoor video, Integrated
Computer-Aided Engineering 18(4) (2011), 379–390.
R. del Riego, J. Otero and J. Ranilla, A low-cost 3D human interface device using gpu-based optical flow algorithms, Integrated Computer-Aided Engineering 18(4) (2011), 391–400.
P.F. Felzenszwalb and D.P. Huttenlocher, Efficient graphbased image segmentation. International Journal of Computer Vision 59(2) (2004), 167–181.
C. Fermüller and Y. Aloimonos, Qualitative egomotion, International Journal of Computer Vision 15(1) (1995), 7–29.
S. Filin and N. Pfeifer, Segmentation of airborne laser scanning data using a slope adaptive neighborhood, ISPRS Journal
of Photogrammetry and Remote Sensing 60(2) (2006), 71–80.
S. Ghuffar, N. Brosch, N. Pfeifer and M. Gelautz, Motion segmentation in videos from time of flight cameras, in: Proceedings of the International Conference on Systems, Signals and
Image Processing (2012), 328–332.
S. Ghuffar, C. Ressl and N. Pfeifer, Relative orientation of
videos from range imaging cameras, in: Proceedings SPIE
8791, Videometrics, Range Imaging, and Applications XII;
and Automated Visual Inspection (2013), 879114.
S. Ghuffar, B. Székely, A. Roncat and N. Pfeifer, Landslide
displacement monitoring using 3D range flow on airborne and
terrestrial lidar data, Remote Sensing 5(6) (2013), 2720–2745.
J. Giralt, L. Rodriguez-Benitez, J. Moreno-Garcia, C. SolanaCipres and L. Jimenez, Lane mark segmentation and identification using statistical criteria on compressed video, Integrated Computer-Aided Engineering 20(2) (2013), 143–155.
J.M. Gottfried, J. Fehr and C. Garbe, Computing range flow
from multi-modal Kinect data, in: Advances in Visual Computing, volume 6938 of Lecture Notes in Computer Science,
Springer, (2011), 758–767.
M. Grundmann, V. Kwatra, M. Han and I. Essa, Efficient hierarchical graph-based video segmentation, in: Proceedings of
the IEEE Conference on Computer Vision and Pattern Recognition (2010), 1–14.
G.M. Hegde and C. Ye, A recursive planar feature extraction
method for 3D range data segmentation, in: Proceedings of
International Conference on Systems, Man and Cybernetics
(2011), 3119–3124.
R. Hoffman and A.K. Jain, Segmentation and classification

S. Ghuffar et al. / Motion estimation and segmentation in depth and intensity videos

[21]

[22]

[23]

[24]
[25]

[26]

[27]

[28]

[29]

[30]

[31]

[32]

[33]

[34]

[35]

[36]

[37]

[38]

of range images, IEEE Transactions on Pattern Analysis and
Machine Intelligence, PAMI-9(5) (1987), 608–620.
P.W. Holland and R.E. Welsch, Robust regression using iteratively reweighted least-squares, Communications in StatisticsTheory and Methods 6(9) (1977), 813–827.
M. Holte, T. Moeslund and P. Fihl, View-invariant gesture
recognition using 3D optical flow and harmonic motion context, Computer Vision and Image Understanding 114(12)
(2010), 1353–1361.
B.K.P. Horn and J.G. Harris, Rigid body motion from range
image sequences, Computer Vision, Graphics and Image Processing: Image Understanding 53(1) (1991), 1–13.
B.K.P. Horn and B.G. Schunck, Determining optical flow, Artificial Intelligence 17(1) (1981), 185–203.
B.K.P. Horn and E.J. Weldon, Direct methods for recovering motion, International Journal of Computer Vision 2(1)
(1988), 51–76.
W. Karel, Integrated range camera calibration using image sequences from hand held operation, in: Proceedings of International Society for Photogrammetry and Remote Sensing XXIst
Congress – Volume XXXVII (2008), 945–951.
W. Karel, P. Dorninger and N. Pfeifer, In situ determination
of range camera quality parameters by segmentation, in: Proceedings of the International Conference on Optical 3-D Measurement Techniques (2007), 109–116.
W. Karel, S. Ghuffar and N. Pfeifer, Modelling and compensating internal light scattering in time of flight range cameras,
The Photogrammetric Record 27(138) (2012), 155–174.
M. Lang, O. Wang, T. Aydin, A. Smolic and M. Gross, Practical temporal consistency for image-based graphics applications, ACM Transactions on Graphics 31(4) (2012), 34:1–
34:8.
J. Leens, S. Piérard, O. Barnich, M. Van Droogenbroeck and
J.-M. Wagner, Combining color, depth, and motion for video
segmentation, in: Computer Vision Systems, volume 5815 of
Lecture Notes in Computer Science (2009), 104–113.
N. Lertchuwongsa, M. Gouiffès and B. Zavidovique, Enhancing a disparity map by color segmentation, Integrated
Computer-Aided Engineering 19(4) (2012), 381–397.
J. Lezama, K. Alahari, J. Sivic and I. Laptev, Track to the
future: Spatio-temporal video segmentation with long-range
motion cues, in: Proceedings of the IEEE Conference on
Computer Vision and Pattern Recognition (2011), 3369–3376.
D. Li, L. Xu, E.D. Goodman, Y. Xu and Y. Wu, Integrating a statistical background-foreground extraction algorithm
and SVM classifier for pedestrian detection and tracking, Integrated Computer-Aided Engineering 20(3) (2013), 201–216.
D.D. Lichti, C. Kim and S. Jamtsho, An integrated bundle adjustment approach to range camera geometric self-calibration,
ISPRS Journal of Photogrammetry and Remote Sensing 65(4)
(2010), 360–368.
B.D. Lucas and T. Kanade, An iterative image registration
technique with an application to stereo vision, in: Proceedings
of the International Joint Conference on Artificial Intelligence
(1981), 674–679.
Y. Ma and Q. Chen, Depth assisted occlusion handling in
video object tracking, in: Advances in Visual Computing, volume 6453 of Lecture Notes in Computer Science (2010), 449–
460.
D.A. Machado, G. Giraldi and A.A. Novotny, Multi-object
segmentation approach based on topological derivative and
level set method, Integrated Computer-Aided Engineering
18(4) (2011), 301–311.
J. Min, M. Powell and K.W. Bowyer, Automated performance

[39]

[40]

[41]

[42]

[43]

[44]
[45]

[46]

[47]

[48]

[49]

[50]

[51]

[52]

[53]

[54]

[55]

[56]
[57]

217

evaluation of range image segmentation algorithms, Transactions on Systems, Man, and Cybernetics, Part B: Cybernetics
34(1) (2004), 263–271.
F. Mufti and R. Mahony, Statistical analysis of signal measurement in time-of-flight cameras, ISPRS Journal of Photogrammetry and Remote Sensing 66(5) (2011), 720–731.
L. Ng and V. Solo, Errors-in-variables modeling in optical flow estimation, IEEE Transactions on Image Processing
10(10) (2001), 1528–1540.
J.C. Noyer, P. Lanvin and M. Benjelloun, Correlation-based
particle filter for 3D object tracking, Integrated ComputerAided Engineering 16(2) (2009), 165–177.
P. Ochs and T. Brox, Object segmentation in video: A hierarchical variational approach for turning point trajectories into
dense regions, in: Proceedings of the IEEE International Conference on Computer Vision (2011), 1583–1590.
J. Quiroga, F. Devernay and J. Crowley, Scene flow by tracking in intensity and depth data, in: IEEE Conference on Computer Vision and Pattern Recognition Workshops (2012), 50–
57.
F. Remondino and D. Stoppa, ToF range-imaging cameras,
Springer, 2012.
A. Sánchez, E.O. Nunes and A. Conci, Using adaptive background subtraction into a multi-level model for traffic surveillance, Integrated Computer-Aided Engineering 19(3) (2012),
239–256.
P. Sand and S. Teller, Particle video: Long-range motion
estimation using point trajectories, in: Proceedings of the
IEEE Conference on Computer Vision and Pattern Recognition (2006), 2195–2202.
M. Schmidt, M. Jehle and B. Jahne, Range flow estimation
based on photonic mixing device data, International Journal of Intelligent Systems Technologies and Applications 5(3)
(2008), 380–392.
R. Schnabel, R. Wahl and R. Klein, Efficient ransac for
point-cloud shape detection. Computer Graphics Forum 26(2)
(2007), 214–226.
T. Schuchert, T. Aach and H. Scharr, Range flow for varying
illumination. in: Proceedings of the European Conference on
Computer Vision: Part I (2008), 509–522.
H. Spies and J.L. Barron, Evaluating the range flow motion
constraint. in: Proceedings of the International Conference on
Pattern Recognition 3 (2002), 517–520.
H. Spies, H. Haußecker, B. Jähne and J.L. Barron, Differential
range flow estimation. in: Proceedings of the German Association for Pattern Recognition Symposium (1999), 309–316.
H. Spies, B. Jahne and J.L. Barron, Regularized range flow,
in: Proceedings of the European Conference on Computer Vision: Part II, 2000, pp. 785–799.
H. Spies, B. Jahne and J.L. Barron, Range flow estimation,
Computer Vision and Image Understanding 85 (2002), 209–
231.
D. Sun, S. Roth and M.J. Black, Secrets of optical flow estimation and their principles, in: Proceedings of the IEEE Conference on Computer Vision and Pattern Recognition (2010),
2432–2439.
N. Sundaram, T. Brox and K. Keutzer, Dense point trajectories
by gpu-accelerated large displacement optical flow, in: Proceedings of the European Conference on Computer Vision:
Part I (2010), 438–451.
R. Szeliski, Computer vision: Algorithms and applications,
Springer, 2010.
R. Tron and R. Vidal, A benchmark for the comparison of
3-d motion segmentation algorithms, in: Proceedings of the

218

[58]

[59]

[60]

[61]

S. Ghuffar et al. / Motion estimation and segmentation in depth and intensity videos
IEEE Conference on Computer Vision and Pattern Recognition (2007), 1–8.
S. Vedula, S. Baker, P. Rander, R. Collins and T. Kanade,
Three-dimensional scene flow, in: Proceedings of the IEEE
International Conference on Computer Vision 2 (1999), 722–
729.
F. Verbist, N. Deligiannis, M. Jacobs, J. Barbarien, P.
Schelkens and A. Munteanu, Maximum likelihood motion compensation for distributed video coding, Integrated
Computer-Aided Engineering 19(3) (2012), 215–227.
S. Wang, H. Yu and R. Hu, 3D video based segmentation and
motion estimation with active surface evolution, Journal of
Signal Processing Systems (2012), 21–34.
A. Wedel, T. Brox, T. Vaudrey, C. Rabe, U. Franke and D. Cremers, Stereoscopic scene flow computation for 3D motion understanding. International Journal of Computer Vision 95(1)
(2011), 29–51.

[62]

[63]

[64]

[65]

M. Werlberger, W. Trobin, T. Pock, A. Wedel, D. Cremers and
H. Bischof, Anisotropic huber-l1 optical flow, in: Proceedings
of the British Machine Vision Conference (2009), 1–11.
M. Yamamoto, P. Boulanger, J. Beraldin and M. Rioux, Direct
estimation of range flow on deformable shape from a video
rate range camera, IEEE Transactions on Pattern Analysis and
Machine Intelligence 15(1) (1993), 82–89.
X. Yin and N. Noguchi, Motion detection and tracking using the 3D-camera. in: Proceedings of the International Federation of Automatic Control World Congress (2011), 14139–
14144.
C. Zhang, L. Wang and R. Yang, Semantic segmentation of
urban scenes using dense depth maps, in: Proceedings of the
European Conference on Computer vision: Part IV (2010),
708–721.

