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Abstract. In recent years, the amount of statistical data available on
the web has been growing fast. Numerous organizations and governments
publish data sets in a multitude of formats and encodings, using diﬀerent
scales, and providing access through a wide range of mechanisms. Due
to such inconsistent publishing practices, integrated analysis of statistical data is challenging. StatSpace tackles this problem through semantic
integration and provides uniform access to disparate statistical data. At
present, it incorporates more than 1,800 data sets published by a variety
of data providers including the World Bank, the European Union, and
the European Environment Agency. StatSpace transparently lifts data
from raw sources, maps geographical and temporal dimensions, aligns
value ranges, and allows users to explore and integrate the previously
isolated data sets. This paper introduces the constituent elements of the
StatSpace architecture – i.e., a metadata repository, URI design patterns, and supporting services – and demonstrates the usefulness of the
resulting Linked Data infrastructure by means of use case examples.
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Introduction

In recent years, open data publishing practices have been widely adopted by
numerous governmental and non-governmental organizations. As a consequence,
a large number of statistical data sets have become available on the web. This
democratization of statistical information has created opportunities for research
and has the potential to improve policy-making and facilitate more informed
citizen participation.
Currently, the majority of statistical data is published in raw formats like
XML, CSV, and JSON,1 or in proprietary formats such as images and spreadsheets2 . To make use of the data, users need to individually identify relevant data
1
2

e.g., http://data.worldbank.org/indicator, accessed August 30, 2016.
e.g., https://www.ons.gov.uk, accessed August 30, 2016.
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sets on web sites and download them through a variety of mechanisms. Furthermore, they need to be proﬁcient in the use of appropriate tools to work with
various data formats. This is exacerbated by the heterogeneity in formats and
access methods that make it diﬃcult to analyze statistical data from multiple
sources in an integrated manner. Finally, data sets also use a diﬀerent encodings
and scales, which makes data exploration and integration a tedious task.
Some initial steps towards uniform publication of machine-readable statistical data have already been made. Many organizations, including the European
Union3 , the European Environment Agency4 , and Ireland’s Central Statistics
Oﬃce5 , have adopted the Data Cube vocabulary (QB) [4], a W3C recommendation for statistical data publishing as RDF. Thereby, querying data sets published
by these organizations via their respective SPARQL endpoints was enabled. However, each data provider typically coins its own URIs to represent entities, which
results in the same entities being represented by diﬀerent URIs in diﬀerent data
sources [2,11]. Exploring related data sets and integrating data from multiple
sources therefore remains challenging.
To address these issues, we introduce StatSpace, a linked statistical data space
that facilitates automated data integration and provides uniform access to statistical data. The underlying Linked Data infrastructure transparently lifts data
from raw sources, maps components (e.g., geographical and temporal dimensions), aligns value ranges, and allows users to explore and integrate previously
isolated data sets. A key element of the StatSpace infrastructure is a metadata
repository that describes data sets in a uniform manner. Each metadata description provides the information needed to query and integrate individual data sets,
i.e., (i) the data structure and access method for query building, and (ii) link
relationships that connect components and values used in the data set to a set
of shared URIs. The well-deﬁned metadata hence provides a standardized conceptual layer that makes it possible to transform generic queries into the format
needed for individual data sets and to integrate the results. StatSpace6 currently
provides uniform access to more than 1,800 data sets published by a variety of
data providers including the World Bank, the European Union, and the European Environment Agency.
The remainder of this paper is organized as follows. In Sect. 2, we introduce the StatSpace architecture; next, we discuss the constituent elements, i.e.,
the metadata repository (Sect. 3.1), URI design patterns (Sect. 3.2), RML mapping service (Sect. 3.3), metadata generator (Sect. 3.4), mediator (Sect. 3.5), and
explorer (Sect. 3.6). In Sect. 4, we evaluate the platform in terms of coverage,
validity, and performance. We discuss related work in Sect. 5 and conclude with
an outlook on future research in Sect. 6.

3
4
5
6

http://data.europa.eu/euodp/en/linked-data, accessed August 30, 2016.
http://semantic.eea.europa.eu/sparql, accessed August 30, 2016.
http://data.cso.ie/query.html, accessed August 30, 2016.
Available at http://statspace.linkedwidgets.org.
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StatSpace Architecture

Figure 1 illustrates the platform architecture and the relationships between its
components. At its core, the metadata repository relies on URI design patterns
to resolve co-reference relationships for components and values in statistical data
sets. Two supporting services are necessary to populate this repository: (i) an
RML mapping service that converts data from an original raw format into RDF,
and (ii) a metadata generator that analyzes data sources and uses URI design
patterns to generate the corresponding metadata. Finally, the mediator service
and explorer application provide uniform access to all data sets in the metadata
repository. Three major processes interact with these resources:

Fig. 1. Architecture overview

Metadata Repository Building. We use the metadata generator to create metadata descriptions for data sets and store them in the metadata repository. For
data sets that have been published in an RDF format, we extend our SPARQL
endpoint analysis algorithm [9] to generate metadata directly based on the identiﬁed structure and contents of the data set. For raw data sets, we use an RML
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mapping service – a processor of the RDF mapping language (RML) [5] – to
transform statistical data from non-RDF formats into RDF before analyzing the
converted data sets in order to generate their metadata descriptions.
Cross-Data Set SPARQL Querying. The mediator provides a single point of
access that allows advanced users to query data sets in the metadata repository
and integrate the results into a consolidated representation. It accepts SPARQL
queries that use uniform URIs to refer to data set components and values as
input. When executing a query, the mediator makes use of the metadata repository to ﬁrst identify relevant data sets and then rewrite the query for each of
the identiﬁed data sources. Next, it invokes the RML mapping service and/or
queries the respective SPARQL endpoints using the rewritten queries to obtain
the results from the original sources. Finally, the mediator uses the metadata
repository to rewrite the result set obtained from each source and then integrates it into a consolidated result before returning it to the user.
Web-Based Data Set Exploration. The StatSpace explorer is a web application
that allows users who are not familiar with semantic web technologies to easily
explore statistical data sets. It currently provides two types of visualizations: (i)
single data set visualization, e.g., a line chart that describes the trend of the
GDP of countries and (ii) multiple data sets visualization, e.g., a scatter plot
that shows the relationship between two statistical indicators. To obtain the
data, the explorer sends requests to the RML mapping service and/or respective
SPARQL endpoints. Finally, the explorer uses the metadata repository to rewrite
the results and integrates them into a consolidated result before visualizing it.
StatSpace targets three major groups of users: (i) data providers can contribute
data either by submitting the URI of their SPARQL endpoint or by providing
RML mappings that allow StatSpace to transform their raw data, (ii) developers
and researchers can use StatSpace as a data integration backend and build innovative applications for statistical data exploration or enhance the eﬀectiveness of
existing applications [1,16], and (iii) end users can easily navigate and analyze
statistical data from multiple providers in an integrated manner.

3
3.1

StatSpace Components
Metadata Repository

The metadata repository collects data from diverse statistical data sources
and represents the data in a consistent structure. To construct this repository,
StatSpace gathers raw data sets in a variety of formats, maps them to a uniﬁed vocabulary, harmonizes the dimensions and value ranges, and splits multimeasure into single-measure data sets. Hence, each metadata description in the
repository describes a single-measure data set. We describe each of these steps
in the following.
The majority of statistical data sets on the web are available in a wide range of
raw formats, however, not as Linked Data. To provide uniform SPARQL access,
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these data sets can be converted to RDF and fed into a triple store before exposing them via a SPARQL endpoint. This approach allows for fast querying, but
the converted data is typically not updated when the raw data source changes.
Furthermore, this approach requires the generation of large volumes of data,
which may impose scalability limitations. Alternatively, data sets can be converted into RDF at query time. As a result, users can explore up-to-date data
at query time. Additionally, the mappings needed to execute the on-demand
conversions require only very limited space, which makes the approach more
scalable and easier to manage.
To characterize a data set semantically and harmonize its contents, it is
necessary to identify its subject (e.g., GDP, population), the meanings of the
components (e.g., spatial dimension, temporal dimension), and the meanings of
the values (e.g., a certain URI refers to a country named Austria). This semantic
characterization can then be used to establish connections among disparate data
sets. In order to harmonize URIs that refer to the same concept, we match URIs
used in each data set to concepts of SDMX (Statistical Data and Metadata
eXchange)7 , an ISO standard for processing and exchanging statistical data (cf.
Sect. 3.2).
Figure 2 illustrates the generic structure of the metadata. It deﬁnes a standardized model to represent dimensions, measures, attributes, and values in
statistical data sets. The root node in this tree represents the metadata of a
statistical data set. An example of metadata of a statistical data set is available
online.8 Each metadata description consists of four main elements:

Fig. 2. Structure of metadata

7
8

https://sdmx.org/, accessed August 30, 2016.
statspace.linkedwidgets.org/metadata/ONS-Population-1851-2014, accessed August
30, 2016.
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(i) qb:dataSet 9 describes characteristics of a statistical data set, including its
subject (dc:subject), access mechanism (e.g., RML mapping or SPARQL
via void:feature), access URL, i.e., the URL of the RML mapping or the
endpoint (dcat:accessURL), label (rdfs:label ), and the values of each component of the respective data set (rdf:value). Subject information is built
upon a hierarchical pattern (Topic.General Subject.Specific Subject. Extension) that follows the structure used by World Bank (cf. Sect. 3.2). It plays
a key role for data integration and exploration as it allows users to automatically identify data sets that contain particular indicators. Compared to
keyword-based search, subject information can enhance search results and
allows to classify and group results.
(ii) qb:component serves as a description of each component in the data set.
Each metadata description can refer to multiple dimensions, but it has only
one measure, and only one attribute that describes the unit of observed values. For each component, we describe its type (e.g., dimension, measure, and
attribute via rdf:type), values of this component (only for dimensions and
attribute via rdf:value), and its label (rdfs:label ). Diﬀerent data sets can use
the same URI to represent a component (e.g., sdmx-dimension:refArea). To
model the range of values of each data set, this URI is linked to its possible
values. Thereby, this URI will be linked to all other possible representations in diﬀerent data sets. In order to indicate the values that occur in a
speciﬁc data set, we use rdf:value to link the data set to the values of each
component.
(iii) owl:sameAs is used to establish co-reference relationships for components
and their values with our consolidated URIs. Ideally, data providers use
URIs to represent values of each component. However, in some data sources,
values of a component are literals (e.g., 2016-05-01 ). Therefore, we identify the co-reference relationships and represent them via the triple  coreferenceURI, owl:sameAs, URI/literal .
(iv) rdfs:label serves as a label for the metadata. In case multiple measure data
sets are split into single measure data sets, we need to diﬀerentiate them
via their labels, which are derived from the original label of the data set
and of each measure. We create links between each metadata deﬁnition and
a respective label. In case of single measure data sets, labels of the data set
and its corresponding metadata are the same.
3.2

URI Design Patterns

In order to match URIs used in data sets to a set of shared URIs, it is necessary
to deﬁne three types of shared URIs: (i) URIs for components such as spatial or
temporal dimensions, (ii) URIs for values of components (i.e., code lists) such
as URIs for geographical areas or URIs for intervals, and (iii) URIs for subjects
of data sets such as GDP or Population. We reuse existing URIs and deﬁne a
number of patterns. Table 1 provides an overview of our URI design patterns
and associated URIs.
9

All preﬁxes used in this paper can be looked up at http://preﬁx.cc.
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Table 1. Characteristics of code lists

Code list
CL Area
CL Period
CL Economic Activity

URI design patterns Number of URIs Hierarchy Support
1

Unlimited

11

Unlimited

Yes
Yes

1

996

Yes

CL Age

1

209

Yes

CL Education Level

1

9

No

CL COICOP

1

230

Yes

CL COFOP

1

188

Yes

CL COPP

1

51

Yes

CL COPNI

1

65

Yes

CL Occupation

1

619

Yes

CL Currency

1

180

No

CL Civil Status

1

8

No

CL Frequency

1

9

No

CL Sex

1

5

Yes

CL Unit Measure

1

43

No

CL Subject

1

1613

Yes

URIs for Components. We reuse the URIs provided by sdmx-dimension to represent dimensions such as spatial and temporal dimensions. Furthermore, we deﬁne
expenditure 10 and economic activity 11 as additional dimensions, which are not
available in SDMX. Next, we match URIs of measures used in data sets to general concepts in SDMX, i.e., sdmx-measure:obsValue. Finally, for attributes that
describe the unit of observed values, we match them to the corresponding URI
of SDMX, i.e., sdmx-attribute:unitMeasure.
Code List for Spatial Dimensions. We deﬁne a pattern based on data we retrieve
from Google’s Geocoding API to coin URIs for geographic areas (cf. [8] for a
detailed description of this approach).
Code List for Temporal Dimensions. We make use of eleven patterns12 deﬁned
by the time reference service of the UK to describe arbitrary time spans [8].

10
11
12

http://statspace.linkedwidgets.org/dimension/expenditure, accessed August 30,
2016.
http://statspace.linkedwidgets.org/dimension/economicActivity, accessed August
30, 2016.
http://www.epimorphics.com/web/wiki/using-interval-set-uris-statistical-data,
accessed August 30, 2016.
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Code Lists for Other Dimensions. SDMX deﬁnes code lists13 for the following
nine dimensions: economic activity, age, education level, expenditure, occupation, currency, civil status, frequency, and sex.14 We reuse the URIs provided
by sdmx-code, which is an existing semantic version of code lists to represent
values of the frequency and sex dimensions. We coin new URIs to represent values of the remaining dimensions which are not deﬁned in sdmx-code. Moreover,
we build hierarchies for age, economic activity, expenditure, occupation, and sex
based on skos:narrower and skos:broader relationships. This allows StatSpace to
return aggregated values when data sets that use diﬀerent levels of granularity
are integrated.15
Subjects and Units of Measure. The World Bank (WB) provides more than 1,400
statistical data sets that cover a wide range of topics, including agriculture, environment, health, and economic indicators. Each data set has a subject (indicator), which follows a hierarchical structure, i.e., Topic.General Subject.Specific
Subject.Extensions. We reuse the available WB code list16 and extend it with
180 new codes for subjects and 14 new codes for units of measure. Furthermore,
we deﬁne a pattern to represent orders of magnitude, i.e., unit.power, to extend
the code list towards units that likely appear in statistical data sets.
3.3

RML Mapping Service

The mapping service relies on the RDF Mapping Language (RML) [5], an extension of R2RML17 for transforming data from arbitrary formats into RDF. In
StatSpace, we use a custom RML processor that we implemented as a web service. This service accepts the URL of an RML mapping as input and returns the
transformed data according to the mapping in RDF. Furthermore, we extended
the RML processor with additional formats and enhanced the reusability of
mappings by introducing variable declarations.
In particular, because the UK government publishes many data sets in
spreadsheet formats (i.e., XLS, XLSX), which are not supported by the original RML processor, we extended our processor to support such formats.
13
14

15

16
17

https://sdmx.org/?page id=3215, accessed August 30, 2016.
The expenditure dimension consists of four code lists, i.e., classiﬁcation of individual consumption by purpose (COICOP), classiﬁcation of functions of government
(COFOG), classiﬁcation of purposes of non-proﬁt institutions serving households
(COPNI), and classiﬁcation of outlays of producers by purpose (COPP).
For instance, the top concept in the age code list is total (i.e., http://statspace.
linkedwidgets.org/codelist/cl age/Total) which is split into various age groups such
as 0–4, 5–9, ... , 105–109 (type: age-group), and special values, e.g., 70+, 75+, 80+
(type: age-plus). Each age group is split into individual ages (type: age-individual ),
and each special value is split into age groups.
http://databank.worldbank.org/data/download/site-content/WDI CETS.xls,
accessed August 30, 2016.
https://www.w3.org/TR/r2rml, accessed August 30, 2016.
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Furthermore, we allow users to declare and use variables in their mappings.
For instance, the RML mapping18 for the World Bank source consists of two
variables, i.e., indicator (topic of data set) and refArea (ISO codes of countries).
Users can pass values for these variables through URL parameters. Thereby, an
RML mapping can be reused for multiple data sets that share the same structure.
The on-demand transformation of statistical data sets at query time negatively
impacts query answering time. To reduce the impact of this eﬀect, we cache RDF
data sets that were recently transformed. The caching behavior can be controlled
via a URL parameter cache=[yes|no]. If the cache is enabled (default behavior),
StatSpace reuses the cached RDF data sets. These RDF data sets are automatically updated every three months or when a user requests transformation of a
new RDF data set. If the cache is disabled, the RDF data set is transformed at
query time.
3.4

Metadata Generator

This service accepts a URL of an RML mapping or a URL of a SPARQL endpoint
as input, analyzes the data set, and returns the respective metadata description.
The most challenging issue in this context is the identiﬁcation of the subject, unit
of measure, and co-reference relationships between the URIs used in the data sets
and shared URIs. For example, the title of a data set is typically not suﬃcient
to identify its subject. Hence, missing information had to be added manually
in some cases. For co-reference resolution of components and their values, we
extended previous work [8] that focused only on temporal and spatial dimensions,
and apply string comparison methods for the remaining dimensions [6].
3.5

Mediator

The mediator service supports advanced users who are familiar with the
SPARQL query language. The service receives a SPARQL query as input (via
POST/GET methods), analyzes it to identify matching data sets, rewrites the
input query into appropriate queries, rewrites results into a consolidated representation, and returns them to users. We describe each of these steps in the
following.
Query Analysis. The input query should be formulated based on consolidated
URIs used in the metadata repository. The mediator will analyze the input to
identify ﬁlter conditions and graph patterns for matching. For example, the input
query shown in Listing 1 contains conditions regarding the subject (Population),
data structure (at least four components), and the value of the spatial dimension
(United Kingdom). Next, the mediator will query the metadata repository to
identify matching data sets. Co-reference information regarding ﬁlter conditions,
data structure, and access method of these data sets are identiﬁed to perform
the next steps.
18

http://statspace.linkedwidgets.org/mapping/wb.ttl, accessed August 30, 2016.
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Query Rewriting. The mediator rewrites the query to translate it into appropriate queries for matching data sets. There are three cases: (i) if the query method
of the data set is SPARQL, it will generate a new SPARQL query for the relevant
endpoint; (ii) if the value is API, the mediator combines the RML mapping from
the metadata with the parameters of the query; (iii) ﬁnally, the mediator calls
the RML mapping service to analyze the RML mapping and transform the data
set into RDF. For instance, Listings 2–4 show three corresponding queries for
three matching data sets.
Result Rewriting. The mediator receives results from the data sources and
rewrites the results into a consolidated representation. Each result likely uses
distinct URIs and, hence, cannot be integrated immediately. The mediator, therefore, queries the metadata repository to identify co-reference information of each
data set, and then rewrites results into a new representation. Next, if relevant
data sets use diﬀerent units or scales to describe observed values, the mediator
transforms these values into a common unit or scale.
Result Integration. The mediator integrates results following the temporal
dimension in an increasing order. As a result, users can compare diﬀerent values of multiple sources for the same observation (e.g., statistics at the same time
and same location) over time. The ﬁnal result is returned to users in three diﬀerent formats: HTML, JSON, and XML. Furthermore, we return the co-reference
relationships that were used for integration. Figure 3 shows the result in HTML
for the example query. There are six data sets satisfying the query and we use
diﬀerent colors to embed these data sets. The ﬁgure shows that each data set
gives a diﬀerent population ﬁgure for the UK in 2010.
SELECT *
WHERE {
? ds dc : subject
< http :// statspace . linkedwidgets . org / codelist / cl_subject
/ SP . POP . TOTL >.
? o qb : dataSet ? ds .
? o sdmx - measure : obsValue ? obsValue .
? o sdmx - dimension : refPeriod ? refPeriod .
? o sdmx - dimension : refArea
? refArea .
? o sdmx - attribute : unitMeasure ? unit .
FILTER (? refArea = < http :// statspace . linkedwidgets . org / codelist / cl_area /
UnitedKingdom >)
}

Listing 1. Example input query for cross-dataset population comparison
SELECT *
WHERE {
? o qb : dataSet < http :// rdfdata . eionet . europa . eu / eurostat / data / tps00001 >.
? o sdmx - measure : obsValue ? obsValue .
? o sdmx - dimension : timePeriod ? refPeriod .
? o sdmx - dimension : refArea ? refArea .
FILTER (? refArea = < http :// dd . eionet . europa . eu / vocabulary / eurostat / geo / UK
>)
}

Listing 2. EEA data set query generated by the mediator
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http :// statspace . linkedwidgets . org / rml ? rmlsource = http :// statspace .
linkedwidgets . org / mapping / wb . ttl & indicator = SP . POP . TOTL & refArea = GB

Listing 3. World Bank data set query generated by the mediator
http :// statspace . linkedwidgets . org / rml ? rmlsource = http :// statspace .
linkedwidgets . org / mapping / uk7 . ttl

Listing 4. ONS data set query generated by the mediator

Fig. 3. Result of example query

3.6

StatSpace Explorer

The StatSpace explorer is a prototypical web application that enables non-expert
users to visually interact with statistical data. Rather than formulating SPARQL
queries, users can explore the data in three steps:
Retrieve List of Metadata Descriptions. The explorer queries the metadata
repository to provide metadata information to users, including labels, subjects,
and publishers.
Discover Metadata Descriptions. Currently we provide four options to users to
discover the metadata: (i) identiﬁcation of relatable data sets. The comparison
relies on common subjects or common data structures between the two data sets;
(ii) visualization of this data set. For data sets published in SPARQL endpoints,
we reuse our widget generation tool [9] to generate a statistical widget for the
data set. This widget can be executed in the web browser. Alternatively, users
can upload it to our mashup platform [23] and use it in statistical mashups.
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Users can set ﬁlter conditions for values of components. Accordingly, the widget
will generate a corresponding SPARQL query and send it to the endpoint. After
receiving the result from the endpoint, the widget uses the Google Chart API19
to display suitable charts (e.g., line chart, column chart, geo chart). For data
sets published in raw formats, the explorer calls the RML mapping service to
transform it into RDF. Next, it uses the C3 chart API20 to display the data. (iii)
provide access to the original data source; (iv) display metadata via Pubby21 .
Furthermore, users can narrow the list of metadata through keyword search,
name of providers, and subjects of data sets. Figure 4 illustrates the interface of
the explorer.
Integrate multiple data sets. Assuming that users select arbitrary metadata
descriptions, the application will provide a list of relatable data sets based on the
metadata repository. Users then can select data sets from this list for comparison with the selected data set. Next, the explorer will invoke the RML mapping
service and/or query relevant SPARQL endpoints to obtain results, integrate
them, and visualize the results.

Fig. 4. The explorer interface: Search ﬁeld (1); Filters (2); List of results (3)

3.7

Example Application

As an example application, consider the common macroeconomic topic on the
relation between inﬂation and unemployment. To investigate this question, users
can explore the metadata repository and retrieve the inﬂation and unemployment
19
20
21

https://developers.google.com/chart/, accessed August 30, 2016.
http://c3js.org/, accessed August 30, 2016.
http://wifo5-03.informatik.uni-mannheim.de/pubby/, accessed August 30, 2016.
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Fig. 5. Relationship between Inﬂation and Unemployment indicators for Japan

ﬁgures of various countries and from various sources. The provided charts, e.g.,
scatter plot and line chart, visualize the development and relation of the individual indicators. Figure 5 shows the resulting plot for Japan during the period
from 1991 to 2014, which exhibits the expected relationship [17], i.e., a negative
correlation between unemployment and inﬂation.22

4

Evaluation

4.1

Coverage

Table 2 provides an overview of the current coverage of StatSpace w.r.t. data
sources and number of data sets. The metadata repository contains metadata
descriptions of ten data sources. The total number of metadata descriptions in
the metadata repository is 2,027 including 1,428 descriptions of raw data sets and
around 600 descriptions of data sets published in diverse SPARQL endpoints by
eight publishers.
We deﬁne RML mappings to transform raw statistical data sets into RDF.
Because all World Bank data sets (in excess of 1,400) share the same structure,
we can use a single RML mapping23 for their transformation. For other data
sources comprised of a more heterogeneous data set structure, such as ONS, we
have to deﬁne separate RML mappings for each data set.
22

23

http://statspace.linkedwidgets.org/compareDataSet?&id1=http://statspace.
linkedwidgets.org/metadata/WorldBank-SL.UEM.TOTL.ZS&id2=http://
statspace.linkedwidgets.org/metadata/WorldBank-NY.GDP.DEFL.KD.ZG,
accessed August 30, 2016.
http://statspace.linkedwidgets.org/mapping/wb.ttl, accessed August 30, 2016.
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Table 2. Sources and numbers of data sets covered
Data
provider

Data Data Metadata
Number of
format sets descriptions mappings

Metadata
size (kB)

Oﬃce for National Statistics
(ONS)

XLS

2

172

103

World Bank

JSON

1,420 1,420

0

20,749

European Union Open Data
Portal

RDF

151

151

278

863

European Environment Agency
(EEA)

RDF

128

128

3,927

3,331

Central Statistics Oﬃce
(Ireland)

RDF

61

61

314

413

The Scottish Statistics

RDF

23

34

278

428

EIONET

RDF

2

2

124

290

DCLG (UK)

RDF

5

5

1,508

792

United Nations oﬃce on Drugs
and Crime (UN)

RDF

4

4

172

122

Vienna Open Government Data
(VOGD)

RDF

39

214

2,874

2,385

8

Data sets published via SPARQL endpoints typically contain highly heterogeneous data which diﬀer in their components and code lists. For example,
whereas many data sources collect statistical data on a per-country basis, others
use a wide range of other area deﬁnitions. The EEA and VOGD endpoints, for
instance, provide statistical data for around 3,000 areas. In addition, these data
sets typically do not provide information about subjects or units of measure,
which is why their metadata description requires a lot of eﬀort. This explains
the smaller number of RDF data sets in the metadata repository compared to
raw data sets.
4.2

Limitation of Mapping Validity

In StatSpace, isolated data sets are linked to each other based on mappings from
a list of consolidated URIs to particular URIs and information used in data sets.
Therefore, the validity of these mappings plays an important role to provide
reasonable results to users. Data providers use diﬀerent methods to collect and
compute their data. This inhibits direct comparison of the data. At present,
StatSpace does not, for instance, model the data collection methodology used
by the various sources and it does not consider complex problems in the spatiotemporal mapping domain (e.g., territorial changes or diﬀerences in ﬁscal years).
The extent to which the required domain knowledge can be formalized and
applied automatically constitutes an interesting venue for future work, but so far
StatSpace focuses on lifting data from arbitrary (including non-semantic) sources
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of statistical data, aligning them along components and values, and making them
uniformly available as Linked Data. This allows users to explore related data,
identify discrepancies between reported values, and provides a basis for further
statistical analyses. In future work, StatSpace and its metadata repository can
serve as a basis for automatic data transformation, harmonization, and fusion.
4.3

Performance

One of the most demanding tasks in StatSpace is the transformation of raw data
sets into RDF at query time. Therefore, we focus on evaluating the RML mapping
service in terms of time consumption. We randomly generate ﬁfty queries that
call the RML mapping service to transform raw data of a single country from the
World Bank data source into RDF and ﬁfty queries that invoke this service to
transform raw data of all countries into RDF. In addition, we use eight queries
that transform raw data of the UK data source into RDF. We calculate the
time between invocation of the RML mapping service and the generation of
the corresponding output RDF data set. We run each query three times and
calculate the average time needed to ﬁnish the query. The list of queries and
results of evaluation are available online.24

Fig. 6. Elapsed time for raw data transformation

Figure 6 shows the average time needed by the RML mapping service for
each query. In Fig. 6a, we see that data transformation for a single country from
the World Bank data into RDF typically takes between 1 and 1.6 seconds. For
the UK data source (queries 51 to 58), the RML mapping service is signiﬁcantly
faster. Finally, Fig. 6b shows that data transformation for all countries from
World Bank takes up between 3.5 and 7 s. In order to reduce the waiting time
for users, we provide a cache (cf. Sect. 3.3).
24

http://statspace.linkedwidgets.org/performance/, accessed August 30, 2016.
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Related Work

In this paper, we extend previous conceptual work [8] that discussed the role of
metadata for statistical data integration and approaches for co-reference relationships for the spatial and temporal dimensions. We also build upon previous
work that developed a preliminary architecture for the platform [7]. Compared
to these previous publications, the four major contributions described in this
paper are: (i) further development and prototypical implementation of the previously introduced theoretical architecture [7], (ii) greatly expanded metadata
repository with more than 1,800 data sets, (iii) a web-based data exploration
interface (explorer ) for non-expert users; and (iv) an improved structure of metadata descriptions, reusing well-known vocabularies, adding new relationships,
and reordering relationships in a consistent manner.
To put our work in a wider context, we contrast it to related statistical
data integration approaches that have been introduced in recent years. Capadisli
et al. [3] present 270a.info which provides SDMX data sources converted from
XML to Linked Data. The authors use owl:sameAs relations to interconnect
similar entities which are represented by diﬀerent URIs. Sabou et al. [19] transform tourism indicators of the TourMIS system to Linked Data. In addition, the
authors present relationships between tourism indicators and economic indicators based on owl:sameAs relations. Schmachtenberg et al. [22] collect statistical data sets published by governments and organizations. Kämpgen et al. [12]
establish mappings from Linked Data sources to multidimensional data models
to build a Global Cube. They use OLAP (Online Analytical Processing) operations to access, analyse, and integrate statistical data.
Another line of related work focuses on processing diverse statistical data
from multiple sources without the need to replicate the data to a single point of
access. Ruback et al. [18] introduce a mediation architecture to explore statistical
data sets that are stored in relational databases. This architecture contains a
catalogue of linked data cube descriptions that describe dimensions, attributes,
and their values and wrappers for individual databases to transform data sets
into RDF. Schlegel et al. [21] introduce a SPARQL rewriting and query federation
service to integrate data from multiple data sources.
In data transformation research, Salas et al. [20] introduce OLAP2DataCube
and CSV2DataCube to convert statistical data sets from relational databases or
CSV into RDF following the QB vocabulary. Mutlu et al. [15] extract and convert
tabular data from PDF or CSV into RDF. Kalampokis et al. [10] present a toolkit
to transform statistical data from CSV/TSV, relational databases, and JSONstat into RDF. Dimou et al. [5] show several approaches to transform mappings
from diﬀerent formats into RDF, e.g., R2RML, XLST, XPATH, XQuery.

6

Conclusion and Future Work

Our aim in this paper is to provide uniform and integrated access to disparate
statistical data sets. To this end, we outline the architecture of StatSpace, a
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linked statistical data space and introduce its constituent components. For each
component, we discuss its role and functionality. We reuse existing standards,
services, and ontologies to build relevant components which enable and enhance
their re-usability and reliability. Next, we present exemplary use cases to show
the eﬀectiveness of our approach for statistical data integration and exploration.
Finally, we evaluate our approach in terms of coverage, validity, and performance.
At present, StatSpace covers and integrates more than 1,800 heterogeneous data
sets from ten diﬀerent publishers.
In future work, we will extend the present services to provide more convenient
mechanisms for crowd participation. It will be necessary to improve the metadata
generator service that allows developers and data providers to contribute new
metadata to the metadata repository. In addition, we consider to reuse available
code lists [14] by data publishers if these code lists oﬀer wide coverage. Next,
we also plan to build a new service that allows the community to endorse the
validity of mappings. Finally, we aim to use the semantics of the data to perform
step-wise suggestions [13] in the mediator and explorer. This will allow users to
explore StatSpace in a more eﬃcient way.
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12. Kämpgen, B., Stadtmüller, S., Harth, A.: Querying the Global Cube: integration
of multidimensional datasets from the web. In: Janowicz, K., Schlobach, S., Lambrix, P., Hyvönen, E. (eds.) EKAW 2014. LNCS, vol. 8876, pp. 250–265. Springer,
Heidelberg (2014)
13. Kelly, D., Gyllstrom, K., Bailey, E.W.: A comparison of query and term suggestion
features for interactive searching. In: Proceedings of ACM SIGIR Conference on
Research and development in information retrieval, pp. 371–378. ACM (2009)
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