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ABSTRACT
Of the various elements involved in the conception of an image processing system, three key components are explored in this dissertation: representation,
shape matching and view synthesis.
In terms of representation, the concept of aspect graphs introduced the notion
that objects’ appearances can be described by a limited subset of views. An
aspect graph provides the link among the views in the subset to give a complete
description of the object. The potential to use an aspect graph for encoding
the views of a single object captured from multiple angles is considered here.
Line drawings are first derived corresponding to the various input angles. This
is used as input to then produce unknown line drawings of other views of the
object as output.
Shape matching is explored by applying a combination of distance functions
and discrete curvature information. The eccentricity transform computes the
longest geodesic distance across all points of a shape. A descriptor is defined
comprised of various properties of the shape boundary derived based on the
eccentricity. This descriptor is evaluated on 2D image databases consisting of
rigid and articulated shapes by ranking the number of matches.
For the next part, the synthesis of novel views of scenes are explored through
intermediate view synthesis from stereo views of multiple object scenes with
depth information. The key challenge faced here in the filling of holes that
occur in the newly generated view and depth map. Different approaches are
taken and compared, in order to explore which approach works best given a
certain input scene and depth map.
A generic approach is taken to explore all three problems, where no a priori
information is available about the shape or the scene.
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1 INTRODUCTION
Technology in visual communication is moving fast in the direction of adding a
third spatial dimension to its every aspect. The goal of such a move is to provide
viewers with a real world experience. The lines between the physical and virtual
worlds are becoming blurred and three dimensional media is progressing towards
creating a seamless immersive environment. This has far-reaching implications
in the world of entertainment, education and medicine among other applications.
The last few years have seen a huge spike in the creation of 3D cinema as well as
the market availability of 3D-capable displays for commercial purposes. One of
the key factors in the evolution of 3D media is the effective display of 3D content.
3D displays can be broadly classified into being stereoscopic or autostereoscopic.
Autostereoscopic displays are different from stereoscopic displays in that the
viewer is not required to wear special glasses or other user-mounted devices
to perceive a 3D view. Autostereoscopic displays can be further classified into
being two-view, multiview with fixed viewing zones or head/pupil tracked and
super multiview [2]. Two-view displays transmit a single stream of a pair of left
and right views to the user. These are ideal for use in mobile applications or
single user gaming systems. Multiview displays with fixed viewing zones present
multiple and different stereo pairs to the viewers to provide the appearance of
the desired motion parallax. The viewer’s left and right eyes receive different
perspectives from adjacent regions. Although the number of views presented is
too small for a continuous motion parallax, many techniques exist to minimize
obvious and large transitions between the views. Super multiview displays show
multiple discrete images and allow directional rays to pass through each point
in the 3D space into the viewer’s eyes so that a parallax is obtained. However,
these require complex hardware and software and the display panels need to
have a high native resolution which is not available currently. As opposed to
the other options for autostereoscopic displays, multiview displays with fixed
viewing points have the capabilities to be used in commercial environments
such as cinema or as table-top 3D displays.
Moving along the 3D video processing chain away from displays, content creation and transmission is another key area that needs to be addressed. One of
the blocks in the mainstream use of 3D displays is the lack of readily available
3D content. This becomes more of a challenge in the case of multiview displays as multiple views of the same scene are required. The capture of these
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views presents a time and infrastructure bottleneck. Also, transmission of these
streams of data simultaneously requires a large bandwidth. Hence, there is a
need for the generation of multiple views on the fly.
Although a vast number of different viewpoints may be required to completely
describe an object’s projected appearance, the aspect graph theory has introduced the notion that objects’ appearances can be described by a limited subset
of such views. The concept of aspect graphs presents a topological approach
to 3D content creation. In their seminal work on aspect graphs from 1976,
Koenderink and van Doorn [3] highlighted the invariance of singular curves to
small shifts in the vantage point. They perceived the environment as consisting
primarily of solid bodies bounded by smooth surfaces which induce smooth angular velocity fields. This, in turn, leads to a segregation of the visual field into
patches of smoothly moving image detail that are bounded with curves at which
the angular velocity field changes discontinuously. These patches are associated
with distinct objects in the scene.
The changes in the viewpoint of a scene are identified as visual events. These
visual events of the scene provide enough information to model the scene from
any given viewpoint and to trace the changes from one view to the next. Visual
events are typically captured using images taken from different angles of the
scene yielding spatial information or in the form of images taken at varying time
instances. An important question that arises here deals with the recognition of
object(s) across multiple visual events. Specifically, when the object is articulated, shape recognition across images plays a very important role in creating
an aspect graph.
Perhaps the most influential work in the history of computer vision has been that
associated with David Marr (1945-80). Marr [4] describes vision as an information processing task with the purpose to produce descriptions of objects which
are useful to the viewer and which are not cluttered with irrelevant information.
Marr argued that the shapes of objects could be determined in a bottom-up
fashion by sight alone (i.e. without having to apply prior knowledge of the
viewed objects or preconceptions of expected scene content). Marr concluded
that the primary function of vision was to build descriptions of the shapes and
positions of objects from images. Having observed that it would be impossible
to achieve this feat in one step, he proposed a sequence of representations that
would facilitate the progressive recovery of 3D geometric data from 2D images.
Marr observed that in order to claim to have understood an image processing
system completely, there are three different levels of tasks that need to be
understood. At the top level, the performance of the system is characterized by
the mapping of one kind of information to the other, with the abstract properties
of this mapping being defined precisely, and its appropriateness and adequacy
for this task is defined. On the central level lies the question of what algorithm
is used for this transformation. On the last level are the details of how the

1.1. Relevant publications
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algorithm can be realized physically. These three levels are loosely coupled, but
are logically and causally related.
In a similar vein, this work tries to look at three different levels of image processing. There are many open questions that need to be answered before a full
system for view synthesis based on aspect graphs can be realized. With this
thesis, I address the following questions:
1) Given a shape that is subject to noise, distortions and articulations, how
can one apply distance transforms to recognizing different instances of
the same shape?
2) Given a set of stereo images and the corresponding depth information, is
it possible to accurately synthesize new intermediate views and what are
the conditions that define the novel view synthesis?

1.1 Relevant publications
The following peer-reviewed publications of the author are providing parts of
the material presented in this thesis:
1) G. Ramachandran: ”A combined distance measure for 2D shape matching”; in: ”Proceedings of the International Conference on Computer Vision and Image Analysis, ICCVIA 2015”, Tunesien, Suisse; 01-18-2015 01-20-2015, ISBN: 978-1-4799-7185-5; 5 pages.
2) G. Ramachandran, M. Rupp: ”Multiview Synthesis from Stereo Views”;
Talk: International Conference on Systems, Signals and Image Processing
(IWSSIP), Vienna, Austria; 04-11-2012 - 04-13-2012; in: ”Proceedings
of International Conference on Signals, Systems and Image Processing
(IWSSIP)”, (2012), ISSN: 2157-8672; 4 pages.
3) G. Ramachandran, W. Kropatsch: ”Using Aspect Graphs for View Synthesis”; Poster: Computer Vision Winter Workshop (CVWW), Mala Nedelja,
Slovenia; 02-01-2012 - 02-03-2012; in: ”Proceedings of Computer Vision
Winter Workshop (CVWW)”, (2012), 7 pages.
4) N. Brosch, A. Hosni, G. Ramachandran, L. He, M. Gelautz: ”Content
generation for 3D video/TV”; Journal e&i: Elektrotechnik und Informationstechnik, 128 (2011), 10; 359 - 365, 7 pages.
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1.2 Outline of the thesis
This thesis looks at these concepts and is organized as follows:
In Chapter 2, the key notions and definitions used in the later chapters of the
thesis are introduced. The basics of the concepts applied within the thesis are
explained here.
The idea of applying aspect graphs as a means of representation and reconstruction of 3D objects is investigated in Chapter 3. Through this chapter, I
look at the feasibility of using an aspect graph to map the different views of an
object to form a complete picture [5].
Through Chapter 4, the generation of intermediate views given stereo images
and depth maps of a scene is investigated. Intermediate view synthesis introduces great possibilities in terms of reduction of the data transmitted to multiview autostereoscopic displays, thereby addressing one of the key challenges
of how to physically implement an image processing system. Three algorithms
to generate content for multiview autostereoscopic displays are proposed here
([6],[7]).
Chapter 5 looks at the concepts of shape matching in 2D through application of
the eccentricity transform. A shape descriptor is proposed that is composed of
six components that characterize different features of the shape: a normalized
histogram of the eccentricity values, a histogram of the level set of connected
components, the normalized set of radii from the minimal eccentricity centre,
the local curvature pattern of the boundary of the shape with relation to the
eccentricity diameter, the relative distances from the eccentricity diameters and
the distribution of boundary of the shape in terms of extremities with respect
to the eccentricity diameter. This combined measure is compared against the
state of the art in shape matching [8].
Chapter 6 describes the general conclusions of this work with a view at how it
can be continued.

2 KEY CONCEPTS
The key notions of object, shape, scene and distance are introduced in this
chapter. The computation of geodesic distance is explored. This provides the
path to the concept of the eccentricity transform described in Chapter 5 of this
thesis.
An object is a point or a closed collection of connected points whose boundary
is smooth (has curvature defined) everywhere, except at a finite number of
points (line ends, corners, cusps and branches), at which it must have one-sided
tangents [9].
The concept of shape, though widely understood, is difficult to define formally.
Marr [4] reserved the term shape for the geometry of an object’s physical surface.
The definition of a shape also includes information about the domain of the
shape such as the points or vertices that constitute the shape as well as a
map to determine the adjacency relation of how different parts of a shape fit
together. It can also be described with causal processes as introduced by Leyton
[10]. A shape can be inferred using curvature extrema and symmetry in terms
of four processes: protrusion, indentation, squashing, and internal resistance. It
provides an account of the perceived genesis of shapes. A finite collection of
objects constitutes a scene.

2.1 Shape boundary
For a continuous or discrete shape S, the boundary, or the set of border nodes,
∂S is constituted of connected elements that separate the elements that lie in S
from the elements that lie on the background B, in space, that are not elements
of S. The boundary consists of two types of points. The exterior boundary
points are those object points which are next to the non-object points. Interior
boundary points are specially designated non-exterior points which otherwise
fulfil the criterion of a boundary. The ground of an object or scene is the
collection of points not in the object or scene together with the boundary of the
object or scene.
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2.2 Shape representations
From a perceptual point of view, there have been the following two major
paradigms for capturing the shape of an object.

2.2.1 Holism
The Gestalt school of perception, led by Max Werhheimer, Wolfgang Koehler
and Kurt Koffka ([11], [12], [13]), has established the idea of holism in visual
perception. Wertheimer noticed the apparent motion of not individual dots, but
of ”wholes” in images which were presented sequentially. The Gestalt school
of thought was hence established which was concerned with describing qualities
of wholes by using terms like solidarity and distinctness. They had the idea
of an attraction among elements that bound them into wholes and governed
the interaction between successive frames, but they were unable to see how
much such an approach could account for the complexity that they saw in the
correspondence process. This could not be explained on a local level. In large
measure, the thought process killed the school because the Gestaltists viewed
the problem of wholes as intractable. Despite this, the idea of viewing an object
as a whole has found success in computer vision research in recent works such
as the work on shape contexts by Belongie et al. [14] and contour matching by
Zhu et al. [15].
Another significant class of holistic shape representations was initiated by the
development of Blum’s skeletal axis transform (SAT) as the loci of centers of
bi-tangent circles that fit entirely within the silhouette (forming a skeleton structure) [9]. This gives an inference about the symmetry, the ”center” of the shape,
a skeletal axis as well as topological properties of the shape in general. Equally
well known are Brady’s smoothed local symmetry (SLS) [16] and Leyton’s process inferred symmetric axis (PISA) [10]. These methods vary from each other
in the selection of the location of symmetric points. As pointed out by [16],
the problem with SAT and PISA are that the skeletal segment may lie in a perceptually distinct part of the shape, while SLS fails in that some perceptually
irrelevant symmetric axes may be created. There has been significant research
in this direction recently, for instance with the development of shock graphs
[17], [18]. The instability of the skeletal axis to small boundary protrusions was
addressed with a robust transform based on the Poisson equation proposed by
Gorelick et. al [19]. The skeletal transform was here successfully applied to
shape matching and recognition.

2.2. Shape representations
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2.2.2 Structuralism
Historically, there have been quite a few principled structural theories for shape
perception. Here, the key assumption is that each object can be decomposed
and this is described in terms of a set of atoms, chosen from a small atom
dictionary. Marr [4] proposed representing the structure of a surface or thereby
an image by using a set of ”place tokens” which could correspond to oriented
edges, boundaries or blobs - roughly doubly terminated bars. He developed a
representational scheme called the primal sketch which consisted of two steps.
First, a variety of primitives of different sizes are defined. Next, these primitives
are grouped together to form larger tokens. The primitives that are obtained,
the parameters associated with them and the accuracy with which they are
measured are designed to capture and match the structure in the image so as to
facilitate the recovery of the underlying geometry of the shape. This, thus, leads
to a tradeoff between accuracy of represention versus the value of capturing it.
Marr goes on to argue that it only makes sense in special situations to make
subtle discriminations of surface orientations, but it is worth being sensitive to
relative movement.
A similar proposition was made by Biederman in 1987 [20] with the introduction
of the simple volumetric forms, geons, or geometric icons. An analogy is drawn
here between speech and object recognition. The idea that is explored here is
as follows: as there are 44 phonemes in the English language, a similar system
accounts for the human capacity for object recognition. Each object is extracted
from its surroundings using an edge extraction process based on the difference
in surface characteristics such as illuminance, texture or intensity thus providing
a line drawing of the object. This line drawing is then parsed to be matched
up against a representation in the memory. The assumption here is that when
an image of the object is painted on the retina, the represention is segmented
into separate regions at points of deep concavity where for instance there are
discontinuities in curvature. These segments, or geons, consists of a set of 36
primitive shapes, e.g. blocks, cylinders, wedges, and cones (all describable by
generalised cones). Biederman argued that the detection of just 2 or 3 connected geons would faciliate object recognition and would provide a high degree
of invariance to occlusion, rotation and image degradation. An interesting critic
is presented by Tarr and Bülthoff [21] where they study whether human recognition is better categorized by geons or using a multiple view representation.
This method fails on account of loss of generality in terms of everyday object
recognition, as well for entry-level objects as being represented either with the
same or with different representation inconsistently. In this thesis, a view based
representation is favored. The approach by Biederman has been explored and
improved upon by many recent works in the area of mental representation of
objects such as in the seminal work by Norman in 2013 [22] and learning using
parts of objects [23], [24].
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2.3 Metrics and metric spaces
For an arbitrary non-empty set W , a function d : W × W → X, X ⊂ R+0 is a
metric iff [25]:
1) for all p, q ∈ W , d(p, q) > 0 and d(p, q) = 0 iff p = q (positive
definiteness)
2) for all p, q ∈ W , d(p, q) = d(q, p) (symmetry)
3) for all p, q, r ∈ W , d(p, r) 6 d(p, q) + d(q, r) (triangle inequality)
If d is a metric on W , the pair [W, d] defines a metric space. The most well
known metric is the Euclidean metric, defined as:
d (p, q) =

p
(x1 − y1 )2 + · · · + (xn − yn )2 ,

(2.1)

where p = (x1 , x2 , . . . , xn ), q = (y1 , y2 , . . . , yn ), p and q ∈ Rn . The subscript
of the distance function d identifies the type of neighbourhood corresponding
to the metric. For  = 0, this reduces to:
d0 (p, q) = |x − y| ,

(2.2)

and for  = 2, this is the Euclidean distance or the l2 metric.

2.3.1 Paths and connectivity
A set W is said to be connected if ∀p, q ∈ W , there exists a path π. For a
continuous domain, a path π between two points p, q ∈ W is a continuous
mapping from the interval [0, 1] to W .
The length λ(π) of a continuous path π is:
Z
λ(π) =

1

π(t)dt,

(2.3)

0

where π(t) is a parameterization of the continuous path from p = π(0) to
q = π(1).
For p = (x, y) ∈ Z2 , a neighborhood is defined as [26]:
N4 (p) = {(x, y), (x + 1, y), (x − 1, y), (x, y + 1), (x, y − 1)} .

(2.4)
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Two points p, q ∈ Z2 are called 4-adjacent neighbors iff p 6= q and p ∈ N4 (q).
For the discrete two and three dimensional domain, Zn , n ∈ 2, 3, the concept of
a path is defined as follows [25]: an α-connected discrete path (α-path) between
two points p and q ∈ Zn is defined as the sequence π = ((u)0 , (u)1 , . . . , (u)l )
with (u)k ∈ Zn , 0 6 k 6 l such that (u)0 = p, (u)l = q, and (u)i+1 is αadjacent to (u)i , 0 6 i 6 l. For n = 2, α ∈ 2, 4. The length λ(π) of a discrete
path is:

λ(π) =

i<l
X

dα (ui , ui+1 ).

(2.5)

i=0

2.3.2 Graphs
A graph G = (V, E) consists of two sets: a finite set V of elements called
vertices and a finite set E of elements called edges [26]. For simple graphs,
each edge is identified with a pair of vertices. Two vertices are adjacent if they
are the end vertices of some edges. If two edges have a common end vertex,
then these edges are said to be adjacent.

2.3.3 Dijkstra’s shortest path problem
The Euclidean shortest path problem is one of the oldest and best known problems in computational geometry [27]. Given a planar set of polygonal obstacles
with disjoint interiors, the problem is to compute a shortest path between two
points and to avoid all obstacles in the process. There are two fundamentally
different approaches to the problem - the shortest path map method and the
visibility graph method. The first approach tries to build a map of the plane
with respect to a fixed point so that all points of a region have the same vertex
sequence in their shortest path to the point. The map therefore encodes the
shortest path from the fixed point to all the points in the plane. The visibility
graph method is based on constructing a graph whose nodes are the vertices
of the obstacles and whose edges are pairs of mutually visible vertices. The
shortest path can be found by applying Dijkstra’s algorithm explained below.
The shortest path algorithm, Algorithm 1, follows that explained by Atallah et
al.[28]. The algorithm is initialized by setting the distances d[v] to infinity for all
vertices v ∈ V on the graph G. The starting point of the graph, the root r, has
the d − value set to zero. For each vertex v, the algorithm maintains an upper
bound d[v] of the distance from the root r to the vertex v. A set of vertices S
is maintained with the property that for each vertex v ∈ S, d[v] is the length
of the shortest path from r to v. For each vertex u in V − S, the algorithm
maintains d[u] as the length of the shortest path from r to u that goes entirely
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within S, except for the last edge. A vertex u in V − S with the minimum
d[u] is added to S after which the distance estimates to the other vertices in
V − S is updated; the selection of the value with minimal d[u] is indicated with
the DeleteM in process in the algorithm. In the update step, the algorithm
checks to see if there exists a shorter path to any other vertex in V − S from
r that goes through u. Only the distance estimates of the vertices adjacent to
u, adj[u], are updated here. A priority queue is set up and maintained here
(BuildP riorityQueue) to save the d − values for the vertices. The queue
should be able to handle the DecreaseKey operation to update the d-value in
each iteration. By taking into account, the step of choosing the next potential
vertex to traverse to, and the computation of the distances to all the vertices,
the complexity of this algorithm is derived to be O2 . The algorithm is applied
in Chapter 5 in the derivation of the eccentricity transform for shape matching.
Algorithm 1: Dijkstra’s shortest path
Input: (G, r)
for v ∈ G do
visited[v] ←− f alse.
d[v] ←− ∞.
p[v] ←− nil.
d[r] ←− 0.
BuildP riorityQueue(H, d).
while not EMPTY(H) do
u ←− DeleteM in(H).
visited[u] ←− true.
for v ∈ adj[u] do
RELAX(u, v).
Procedure RELAX((u, v))
if not visited[v] and d[v] > d[u] + w(u, v) then
d[v] ←− d[u] + w(u, v).
p[v] ←− u.
DecreaseKey(H, v, d[v]).

2.4 Image based rendering
A view of a scene is comprised of a set of objects captured under a particular set
of illumination conditions at a given time instance. Given a set of stereo views of
a scene and the corresponding depth information, it is possible to render views
from new vantage points. The basis for novel view synthesis came through
image based rendering (IBR) techniques. By capturing a set of images or light
rays in space, the goal of IBR is to reproduce the scene correctly at an arbitrary
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viewpoint, with unknown or limited amount of geometry.
Given a continuous plenoptic function that describes a scene, image based rendering consists of two stages: sampling and rendering. The plenoptic function
is a 7D function, proposed by Adelson and Bergen [29], defined as follows:
P = P (x, y, λ, t, Vx , Vy , Vz ).

(2.6)

This function is composed by assuming the presence of an ideal eye at every
possible location (Vx , Vy , Vz ), recording the intensity of light passing through
the pupil at the spatial coordinates (x, y) of an imaginary image plane at unit
distance from the pupil for every wavelength λ at every instant of time t. Samples are taken from the plenoptic function for representation and storage, and
at the rendering stage, the continuous plenoptic function is reconstructed using
the captured samples.
The 7D nature of the plenoptic function essentially makes it difficult to model
and manipulate. A general restriction is placed on the wavelength by constraining it to the red, green and blue channels. Typically, two larger categories of
constraints are posed in order to reduce the dimensionality [30]. First, the viewing space is restricted - for instance, by handling only static scenes, the time
component can be dropped from Equation (2.6). The viewer may also be constrained from moving all around the 3D space, but only to move along a ground
plane and along a certain path. Through such constraints the dimensionality
can be reduced upto 2D, where image mosaicing techniques are applied.
With the second category of constraints, source descriptions such as scene geometry may be introduced to the scene along with texture maps or a surface
reflection model. In this thesis, source descriptions are employed for novel view
synthesis. The more knowledge there exists about the scene geometry, the
lesser the number of images required to completely describe the scene. Scene
geometry can be expressed through optical flow, a volumetric or mesh model
or through dense depth maps. Significant work in the direction of view and
image morphing such that as from Seitz et al. [31] was done based on optical
flow. A dense depth map indicates the per-pixel depth values of the given set
of views of a scene. Such a map is easily available for synthetic scenes, and can
be obtained for real scenes via a range finder. The approach employed in this
thesis is based on dense depth maps.

2.5 Summary
A general idea of graphs, shapes and scenes and traversal through them is
discussed here. These form the foundation for the ideas that are applied later
in this thesis.
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3 ASPECT GRAPHS
3.1 Introduction
For an image processing system, Marr defined the mapping of one set of information to another in an adequate and appropriate manner as the first step.
Visual content comprises of images that are generated as a result of the movement of an observer through the environment generating a stream of data in
his/her visual field. Any single object can project an infinity of images to the
retina. The orientation of the object to the viewer can continuously change,
each giving rise to a different two-dimensional projection. An aspect is the
topological appearance of an object, showing the appearance to the human eye,
especially when seen from a specific view.
Koenderink and van Doorn introduced the idea of using aspect graphs of topologically distinct views of an object to represent its shape, referring to it as
the ”visual potential” of an object. The concept of aspect graphs presents a
topological approach to 3D content representation. In this approach, the environment is perceived to consist primarily of solid bodies bounded by smooth
surfaces [3]. The changes in the aspect of a scene are identified by visual events.
The aspects and the visual events of the scene provide enough information to
model the scene from any given viewpoint and to trace the changes from one
view to the next.

3.2 Related work
Representation for shape is a formal scheme of describing the shape or some
aspects of the shape together with rules how the scheme should be applied to
any particular shape [4]. Aspect graphs were introduced to the field of object
recognition in 1976 by Koenderink and van Doorn [3]. The underlying concept
of aspect graphs is that human visual perception enables us to decide on the
solid shape of an object from a few lines laid out on a plane surface. An aspect
is defined as a set of viewpoints of the object from which a set of ‘singularities’
are visible. Singularities depict the functional relation between the surface of
objects and the visual field. These singularities are categorized into being either
folds, cusps or T-junctions exhibited by the two-dimensional projection of the
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object on the image plane. Transition from one characteristic view domain to
the next is marked by changes in topology of the scene. These changes are
referred to as visual events. A graph depicting all the possible aspects of an
object as nodes is referred to as its aspect graph. The edges connecting the
nodes of the graph represent the visual events that result in the transition from
one aspect to the next.
The infinite images can be captured from a scene through variation of the
vantage point in the viewing space can be grouped into a finite number of
regions which were referred to as characteristic view domains by Chakravarty
and Freeman ([32], [33]). An equivalency class is defined so that all the views
belonging to one characteristic view domain are different from those belonging
to another. Thus, a characteristic view domain can be represented by any
one view in its domain and this forms an aspect. Heuristic constraints on the
orientation of the objects with respect to the camera are used for selecting a
subset of the aspects for representing the object. The aspects are computed
manually.
Since the introduction of aspect graphs, research has been performed into how
they can be implemented for 3D object recognition. A catalog of the visual
events that occur for polyhedral objects under orthographic projection with
existing line drawings was investigated by Gigus and Malik [34]. Sojka et al.
describe a theoretical perspective on the computing of aspect graphs for threedimensional scenes [35]. If the vertex-edge pairs and triple-edge junctions of
a scene can be identified, boundary conditions of the visual event regions are
described here. The aspect regions are defined as the non-overlapping convex
regions, that the scene is decomposed into by the visual event regions.
Faugeras et al. provide a pragmatic discussion on the utility of aspect graphs
in computer vision [36]. Some of the key issues highlighted here are as follows.
Identifying the objects in a scene depends on various factors such as illumination
and the sampling factor. Occlusions need to be dealt with in case of multiple
objects in the scene. These vary based on the viewpoint chosen. The number of nodes and levels in the aspect graph increases and the structure of the
aspect graph becomes more complex in direct relation to the structure of the
object under consideration. The usage of aspect graphs as a method for object
recognition presents a challenging indexing problem as this involves the search
of a good match for one view of an unknown object among multiple aspects of
multiple objects. In an attempt to solve some of these problems, aspect graphs
have been defined for polyhedra [37], curved objects [38] and solids of revolution
[39]. However, it has been seen that creating aspect graphs for general classes
of objects is not a trivial task.
The lower bounds on the number of views required to derive the aspect graph
of a scene containing multiple disjoint polyhedra has been defined by Aronov
et. al [40] in 2001. To deal with the complexity of aspect graphs of scenes,
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Figure 3.1: ‘16’ dataset from Amsterdam Library of Object Images. (a) View
of the object at 0◦ (b) View of the object at 45◦
one of the solutions suggested in [36] is to look at the scene from a component
perspective. This is the approach that is adapted here to the deal with the
synthesis of multiple views of an object. Assuming that multiple views of a
scene captured from different angles exist, aspects graphs have the capability
to connect the different views and thus encompass the information about the
scene in a single structure. In this work, an algorithm is presented that generates
the aspect graph of a single object captured from various angles. The results
are demonstrated using an image set obtained from the Amsterdam Library of
Object Images [41]. The ‘16’ dataset is used, which consists of a set of views
of an opaque polyhedron with images captured by rotating the object at 5◦
resolution, shown in Figure 3.1.

3.3 Determining the vertices and edges
A view is obtained when the image of an object or a scene is taken from
a particular viewpoint under a set of illumination conditions. Given multiple
views of an object (V1 , V2 ,...,VN ), the first step is to obtain the line drawing
of the object to identify the key vertices and edges. As discussed above in
Section 3.2, obtaining an accurate line drawing of an object from a real-world
scene is not trivial owing to various factors such as the illumination conditions,
noise in the image and the sampling factor used in creating the image. Typically
an approach of segmentation and vectorization is employed which relies on lack
of noise, and the lighting in the scene, for instance as seen in the work by Hilaire
and Tombre [42].
In this thesis, two approaches are investigated. The first approach assumes a
priori knowledge of the geometrical structure of the object in the scene, namely
that it is a convex polyhedron. The first step is to use the morphological
‘opening’ operation to ensure that the object in the scene is well-connected. A
new image is obtained using the operation
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Figure 3.2: Effects of the morphological open operation (a) Binary image before
opening (b) Binary image after opening.

Vn0 = ([Vn ◦ se1] ◦ se2),

(3.1)

where Vn represents a view from the set (V1 , V2 ,...,VN ) and ◦ indicates the
opening operation and the structural elements se1 and se2 are flat linear structural elements lying along the x and y axes, respectively. They determine the
number of pixels along each direction that are affected by the opening process.
Opening implies the erosion of view Vn by a structural element, followed by
a dilation of the result by the same [43]. The mechanics of opening may be
interpreted geometrically as the process of pushing a ball against the underside
of a surface while rolling it at the same time to traverse the entire surface. The
opening, then, is the surface of the highest points reached by any part of the
ball as it slides over the entire undersurface.
For the creation of a line drawing, the elements that create the scene such as
illumination, texture and noise are removed. Using Otsu’s thresholding method
[44], from the zeroth and first order cumulative moments of the gray-level histogram, a threshold is chosen for the scene and a binary image is created. Here
the points on the object are indicated with the value one and the points in the
background have value zero. This step is illustrated in Figure 3.2.
In order to determine the first set of vertices from the image, the minima and
maxima of the points on the x and y axes are determined. These peaks and
troughs give approximate values for four of the vertices. This is shown in
Figure 3.3(a).
To identify the remaining vertices, the boundaries of the binary object are traced
using the Moore-Neighbor tracing algorithm modified by Jacob’s stopping criteria as presented in [43]. A window W of size 5 × 5 is selected around each point
on the boundary to get information around the neighbouring values. The sum of
the values in the window is calculated. In the event that the point at the centre
of the window has fewer boundary pixels than its neighbours, this indicates a
peak or a trough, and hence is identified as a potential vertex. The vertices
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Figure 3.3: Results from Section 3.3 for the view at 45◦ . The vertices are
encircled. (a) Initial vertex identification (b) Final vertices identified

obtained above (indicated in Figure 3.3 (a)) are adjusted accordingly and the
newly identified vertices are marked. Figure 3.3 (b) illustrates the results.
As can be seen, the corners of the binary image provide information only about
six vertices. From a priori knowledge, it is known that the object under consideration is a polyhedron with eight vertices. From the elevation and viewpoint
under consideration, only six or seven of the eight vertices are visible depending
on the viewpoint chosen. Since the topological structure of the object is already
known, it is possible in this case to take advantage of the parallel edges and the
other vertices are hence identified and marked.
An alternative to this method of vertex detection is to use a manual method
of marking vertices. This is, however, subject to human error. However, the
manual marking of vertices is advantageous under two conditions. First, in cases
where the vertices cannot be clearly identified owing to illumination conditions
or noise in the image, the manual method provides better results. Secondly,
in views where the vertices cannot be marked owing to overlap of edges, this
proves to be a better method. For instance, for the view of the object at 0◦ ,
shown in Figure3.1 (a), only four vertices can be identified using morphological
methods since the other two visible vertices are overlapped by edges. In this case,
knowledge of the topology does not provide information about the potential
positions of the other vertices.
Once all the vertices are identified, the edges are marked by joining the vertices
and the faces are subsequently marked by joining the edges. The varying aspects
of the objects can then be distinguished.
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Figure 3.4: High level aspects obtained by sweeping through views from 0◦ to
360◦

3.4 Creating the aspect graph

The creation of the aspect graph involves taking into consideration the infinite
views of an object and grouping them into finite classes and connecting these
classes by identifying the visual events leading to the transition from one aspect
to the next. The aspect graph can contain multiple levels depending on the
details taken into consideration. The dataset that is considered here contains
images of an object obtained by revolving around one axis of view. Hence,
the elevation of the object remains the same throughout the dataset. From a
purely topological perspective, thus, the dataset under consideration has two
main classes of views. Figure 3.4 shows these classes as seen by sweeping
through the scene.

The first aspect contains six identifiable vertices, while the second contains seven
vertices. As the elevation remains the same, the transition from one aspect to
the next is marked by the change in the number of vertices identified. Hence,
the variation in the number of vertices is identified to be the top level of visual
events. At the next level, the different vertices and edges constituting the faces
seen in the aspect are taken into consideration.

Figure 3.5 shows a more detailed aspect graph of the object. Here, the visibility
and occlusion of specific vertices gives rise to the visual events. Moving from
one aspect to another, from 0◦ to 360◦ , the faces that come into view change.
The vertices (A−H) are identified at this stage. The top face EF GH is always
visible as the camera moves around a horizontal axis around the scene. From
each view, using the first step, the vertices and edges forming the faces are
obtained. The aspects are created by aggregating the faces as shown below.

3.5. Generating views from the aspect graph
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Figure 3.5: Detailed topological aspects obtained by sweeping through views
from 0◦ to 360◦

A1 = EF GH ∪ ABF E
A2 = EF GH ∪ ABF E ∪ DAEH
A3 = EF GH ∪ DAEH
A4 = EF GH ∪ DAEH ∪ CDHG
A5 = EF GH ∪ CDHG

(3.2)

A6 = EF GH ∪ CDHG ∪ BCGF
A7 = EF GH ∪ BCGF
A8 = EF GH ∪ BCGF ∪ ABF E

3.5 Generating views from the aspect graph
In order to apply aspect graphs to generating new views of a scene, a more
detailed description of the object and the scene such as texture, illumination
conditions and occlusions needs to be incorporated into the aspect graph. In
this thesis, only intensity information is considered as here it is attempted to
verify on a high level the possibility of the application of aspect graphs for this
purpose.
Given a viewpoint angle, the top level of the aspect graph (shown in Figure 3.4)
is read. This gives information about how many vertices, edges and faces are
visible in the view. Thus a preliminary view of the object is obtained. At the
next level, depending on the angle provided, the specific vertices, edges and
faces that are visible are chosen. Figure 3.6 illustrates the model obtained using
this information.

3.6 Conclusion
With this work, initial steps were taken towards adapting aspect graphs for
coding streams of data where a multi-object scene is captured from multiple
viewpoints. Here, a simple method to create an aspect graph given multiple
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(a)

(b)

(c)

(d)

(e)

(f)

Figure 3.6: Models generated for the object at various viewpoints. (a) - (c)
Object viewed at 5◦ , 15◦ , 30◦ (d) - (f) Models generated for the
views at 5◦ , 15◦ , 30◦ and 45◦ .
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views of a single 3D object is proposed. Also, the possibility to re-create the
views given the aspect graph is explored. For a complete reconstruction, as a
next step, the texture and illumination information needs to be captured and
coded along with the intensity values and the aspect graph. In order to apply
this method to complete scenes, investigation needs to be done into the creation
of aspect graphs when multiple objects occur in the scene. The challenges here
lie in capturing the topology of the objects given that there will be shadows and
occlusions coming into the picture.
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4. GENERATION OF MULTIPLE VIEWS
FROM STEREO
4.1 Introduction
Through this work, one of the significant challenges of the physical implementation of the creation of an image processing system that provides a threedimensional(3D) perception is investigated. Virtual presentation of a true 3D
world has fascinated humanity for centuries. A device capable of providing a
”being there” experience by mimicking the appearance of a 3D object or scene
is a 3D display. Such a device emits two or more views simultaneously and
ensures that a viewer always sees a stereo pair from a fixed viewpoint [45]. 3D
video (3DV) provides the viewer with a perception of depth for any observed
scene. To create an impression of depth, the viewer looking at a display must
see a different view with each eye. Autostereoscopic displays provide the unique
advantage that the user does not have to depend on external equipment such
as glasses to experience the 3D effect. Here, multiple stereo views need to
be transmitted at the same time. However, rather than transmitting multiple
stereo streams, it is more efficient to generate views at the receiver with the help
of disparity maps. The disparity map gives the distance between corresponding
points in the left and right image of a stereo pair. A general overview of 3DV
systems and approaches to view synthesis has been described in the work by
Müller et al. in 2011 [46].
The term view synthesis refers to the rendering of images of an observed object
or scene from new arbitrary viewpoints [47]. View interpolation (also referred
to as image interpolation) methods synthesize new views while assuming that
the given and newly generated images lie on a horizontal line. Given the stereo
views and corresponding disparity maps, algorithms to interpolate and generate
multiple intermediate views are studied here. For each new vantage point, a
new image and its corresponding new disparity map are to be generated. The
main challenge is the generation of occlusion (hole) free views. There are mainly
two reasons for the occurrence of occlusions. First, as the view point varies,
new positions may appear in the view that were occluded in the original stereo
views. Secondly, these may be a by-product of lack of disparity information in
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the original disparity maps for instance due to the illumination conditions in the
original images.
Three methods to generate occlusion-free images are described in this chapter.
The first method takes advantage of the newly generated disparities to determine
whether the intensity value should be set from a corresponding position in the
foreground or background of the original images. The second method selects
patches from the given stereo views based on the gradient information in a
surrounding window. The key contribution of this work is that both these
methods improve the quality of the images generated in comparison to the state
of the art. Despite being simple to implement, they provides higher peak signalto-noise ratio (PSNR) and structural similarity (SSIM) values. The PSNR values
measure the quality of the reconstructed image, while the SSIM gives a good
indication of the similarity between the images. The methods are evaluated
on the Middlebury Stereo Database [48], [49]. The drawbacks of applying
interpolation and inpainting methods are also discussed.

4.2 Related literature
One of the early works on the topic of view synthesis by Chen and Williams in
1993 applied image morphing to adjacent images to create a new image for an
in-between viewpoint given the dense optical flow [50]. This method was derived
from the observation that a sequence of images with closely spaced viewpoints is
highly coherent. Here, the camera transformation and image range data is used
to automatically determine the correspondence between two or more images.
Linear interpolation is applied to generate new pixel coordinates for the new
viewpoint as a replacement for the coordinates given by the perspective viewing
matrix. Holes are filled out using the background colors or by using more source
images to generate the view. It is observed here that given a small viewpoint
offset, the interpolation is very close to the exact solution. This method falls
short when the two views are far apart and the overlapping parts become too
small.
The prediction of new views of a given scene based purely on projective geometry
was investigated by Laveau and Faugeras [51]. They propose that a 3D scene
can be represented by a collection of views with their corresponding fundamental
matrices. The basis for this idea is that the position of a point in the newly
generated view can be derived from the knowledge of the epipolar lines of the
corresponding points of the given views. The idea is to perform a backward
mapping from the output sample location to the input image. This, however, is
an expensive operation that requires some searching through the input images.
Seitz and Dyer introduced the term view synthesis in 1995 [47], defined as
the rendering of images from new view points. View interpolation is a special

4.2. Related literature

25

case of view synthesis which involves the synthesis of a continuous series of
views starting at one known view point and ending at another. Their work
explains and clarifies the theoretical basis for the synthesis of new views using
interpolation. This was followed in 1996 [31] by work on view morphing of two
images to provide new intermediate views along the optical centers of the original
cameras. The pixel correspondences are a prerequisite and are derived based on
a combination of user interaction and automatic interpolation. Assuming that
the projection matrices of the original images are known, for parallel views, the
projection matrix for the new view is computed using linear interpolation. In
case of non-parallel views, a pre-warping step is introduced, that first aligns the
optical centers of the two images. In case the projection matrices are not known,
the control points of the image are interactively determined. While successful,
the problem of occlusion filling was not effectively addressed in this work, the
morphed views occasionally had ’ghosting’ effects.
A seminal work on the topic of view interpolation in videos is described in 2004
by Zitnick et al [52]. To capture the data, eight cameras are set up around a
dynamic scene spanning a 1D arc of about 30°. Each image is first smoothed
and then segmented based on neighboring color values. An initial disparity space
distribution is computed for each segment in each camera by matching points
in neighboring images. The disparities are refined by projecting the pixels from
one image to the next to check for consistency. Along the boundaries, the mixed
pixel problem is resolved by computing matting information within a neighborhood of four pixels from all depth discontinuities. Within these neighborhoods,
foreground and background colors along with opacities (alpha values) are computed using Bayesian image matting. Similar work using multiple input images
for virtual viewpoint replay in soccer games was investigated in [53] where the
background and correspondences among the images are found manually and
projective geometry is applied for interpolation of the views. The preprocessing
step involving segmentation adds overhead to the view synthesis process.
The generation of multiview video with depth for autostereoscopic displays was
investigated in detail by Smolic et al. [54] in 2008. The Canny edge detector
is first applied on the depth images, the area is split into background and foreground boundary layers. In the next step, samples of the original 2D images
are projected into 3D space with the associated depth values and 3D points
are forward projected to generate the new view. A foreground and background
boundary layer and a common layer for color and floating point depth are also
created and all these are merged. In the last step, artifacts are filled out by projecting from the original view or by using neighboring background information.
Müller et al. explored the idea of depth-based intermediate view synthesis with
the help of the camera parameters for each of the original views [55]. The task
of view synthesis is to provide the dense intermediate views between any pair of
sparse adjacent original views. Here, first the associated extrinsic and intrinsic
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matrices for the interpolated views are derived from the input information. From
this, the projection matrix is calculated. Using the inverse projection matrix and
the depth data, the pixel positions are projected into 3D space. This 3D point
is then forward projected into the intermediate view. The color in the occlusions
is filled by choosing the front-most pixel with minimal depth. To improve the
quality of the generated intermediate views in case of real-world data, a similar
approach to Smolic et al. [54] is adapted here consisting of layer extraction,
projection and view enhancement. Like the method proposed by Smolic et. al
[54], such techniques require the input of several densely sampled images to
achieve high quality results.
A stereo image pair is used in [56] for view synthesis by Manap and Soraghan.
Here, the intermediate view is generated from a rectified stereo pair by creating
multiple layers of the image based on disparity and then blending them to
create a single new image. In [57], foreground and background boundary layers
are determined to deal with depth discontinuities and these are fused with a
reliable layer to create the final image. Image inpainting aims at providing
visual uniformity with the surroundings of occlusions. The work by He et al.
[58] describes a technique to fill in the holes of an image and its corresponding
disparity map simultaneously by taking depth continuity into account. It is
difficult to find numerical results illustrating the efficiency and reliability of these
methods and hence a comparison in terms of objective quality is seldom found.
In 2011, Jain et al. [59] addressed this problem by providing peak signal-tonoise ratio (PSNR) and structural similarity index (SSIM) values for experiments
performed on the Middlebury Stereo Database. The algorithm provided takes
12 seconds per synthesized view and has an average SSIM of 0.95 with a PSNR
of 33.03 dB. The main focus is on filling in the holes with accurate depth and
colour information. However, it fails to take into account the distinction between
the background and foreground layers while filling the holes in the generated
view and this results in a complicated algorithm. The algorithm proposed below
provides a simple method to synthesize intermediate views from a rectified stereo
pair and the results are validated by showing that the high PSNR and SSIM
values are preserved when compared with those obtained in [59].

4.3 Evaluation methodology
In order to evaluate the results that are generated using the proposed methods,
the following two techniques are applied.
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4.3.1 Peak signal to noise ratio (PSNR)
The simplest and most widely used full-reference quality metric is the mean
squared error(MSE). Let f (n) and g(n) represent the intensity of an image
pixel at location n of the reference and distorted image. The MSE is then
computed as follows [60]:
MSE [f (n), g(n)] =

1 X
[f (n) − g(n)]2 ,
P n

(4.1)

where P is the total number of pixels in f (n) and g(n). The best case scenario
is an estimate where the MSE is zero, which implies that the reference and test
image are identical. The peak signal to noise ratio (PSNR) is defined as:

PSNR [f (n), g(n)] = 10 log10

E2
MSE [f (n), g(n)]


,

(4.2)

where E is the maximum pixel value, e.g., 255 for 8 bit grayscale images. The
PSNR is useful if images having different dynamic ranges are being compared.
While the MSE and PSNR are classically used measures for image quality assessment, as shown in the seminal work by Wang and Bovik [61], these measures
do not respond well to noise and distortions such as luminance shifts or spatial
shifts and blur.

4.3.2 Structural similarity index (SSIM)
The MSE and PSNR are appealing as quality evaluation methods because they
are simple to calculate, have clear physical meanings, and are mathematically
convenient in the context of optimization. However, they are not very well
suited to perceptual quality determination. Natural image signals are highly
structured in that the pixels exhibit strong dependencies, especially when they
are spatially proximate, and these dependencies carry important information
about the structure of the objects in the visual scene. Perceptual image quality assessment approaches tend to weigh different aspects of the error signal
according to their visibility, as determined by psychophysical measurements in
humans or physiological measurements in animals [62].
To account for these factors, Wang et. al proposed the structural similarity
index that takes into account three comparison functions: luminance, contrast
and structure. Consider two image patches f̃ and g̃ of size P from the reference
and test images that have been spatially aligned with each other. The luminance
of each signal is estimated as the mean intensity:
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P
1 X˜
fi
P

µf˜ =

(4.3)

i=1

The luminance comparison function is thus a function of µf˜ and µg̃ and is
defined as follows:
l[f̃ , g̃] =

2µf˜µg̃ + C1
µ2f˜ + µ2g̃ + C1

,

(4.4)

where a constant C1 is included to avoid instability when µ2f˜ + µ2g̃ approaches
zero.
The mean intensity is removed from the signal. The resulting signal f̃ − µf˜
corresponds to the projection of the vector f˜ onto the hyperplane defined by:
P
X

f˜i = 0.

(4.5)

i=1

The contrast of an image patch is defined as an unbiased estimate of the standard deviation of the patch:
P

σf2˜ =

1 X ˜
(fi − µf˜)2 ,
P −1

(4.6)

i=1

The contrast comparison function c[f̃ , g̃] is similar to the luminance comparison
function with another constant C2 . For the structure component, the two
signals are divided by their own standard deviation for normalization. The unit
vectors (f̃ − µf˜)/σf˜ and (g̃ − µg̃ )/σg̃ each lying in the hyperplane defined
by Equation (4.5) are associated with the structure of the two images. The
correlation between them is equivalent to the correlation coefficient between f̃
and g̃. This coefficient corresponds to the cosine of the angle between the unit
vectors and is used as the structure comparison function:
s[f̃ , g̃] =

σf˜g̃ + C3
σf˜σg̃ + C3

,

(4.7)

where the sample covariance σf˜g̃ is estimated as:
P

σf˜g̃

1 X ˜
=
(fi − µf˜)(g̃i − µg̃ ).
P −1
i=1

(4.8)
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Finally, the structural similarity index is computed as follows:
SSIM[f̃ , g̃] = l[f̃ , g̃]α · c[f̃ , g̃]β · s[f̃ , g̃]γ ,

(4.9)

where α, β and γ are weights to adjust the relevance of the parameters. The
structure term is considered to be the most important of the three terms since
structural distortions affect the similarity most.
The SSIM index is symmetric: SSIM(x, y) = mboxSSIM (y, x), so that two
images being compared give the same result, regardless of the ordering. It is
bounded, achieving maximum value SSIM = 1, if the images are identical.

4.4 Generation of intermediate views
A fundamental difficulty in view synthesis of general scenes is the problem of
establishing correspondences between the different images. This is mitigated in
practice by posing the epipolar constraint, thus reducing the search to 1D along
the epipolar lines. A brief introduction to rectification of images is presented in
Appendix A. Another important constraint that comes into play is the monotonicity constraint [47]. Let V1 and V2 be two views of a scene. Any point M in
the scene defines an epipolar plane E12 spanned by the two plane normals and
passing through M. The epipolar lines l1 and l2 are the respective intersections
of E12 with V1 and V2 . Monotonicity states that the projections of any two
points on E12 appear in the same order along l1 and l2 . Geometrically, the
constraint dictates that the line through Mi − Mj may not intersect the line
segment Z1 Z2 joining the tips of the two view normals.
A useful property of monotonicity is that it also extends to the views that lie
between V1 and V2 . This imposes a strong visibility constraint on the scene.
This limits the number of views that can be interpolated, but is satisfied locally
for a wide range of scenes[47].
Given the stereo views (SL , SR ) and their corresponding disparity maps (DL ,
DR ), as shown in 4.1, the first step is to generate two candidate intermediate
views from each of the stereo views. The stereo views used here consist of
rectified images. Hence, it can be assumed that the correspondences between
points in the images occur along horizontal lines. As suggested in [59], a normalized baseline is considered and the left and right cameras are set to be at
positions 0 and 1. The position of the virtual camera is at a position α such
that 0 < α < 1. The disparity maps give an indication of the view and illumination disparities between the stereo views. The position of the pixels in the new
view is determined by shifting the pixels by scaled disparities. The left and right
candidate views TL and TR are obtained by displacing pixels by scaling the left

30

4 Generation of multiple views from stereo

(a)

(b)

(c)

(d)

Figure 4.1: ’Baby1’ dataset from Middlebury Stereo Database. (a)-(b) Left and
right stereo views (c)-(d) Left and right disparity maps
disparity map DL by α and the right disparity map DR by 1 − α respectively.
Assuming αDL (m, n) and (1 − α)DR (m, N − n) are integers,

TL (m, n − αDL (m, n)) = SL (m, n)

(4.10)

TR (m, N − n + (1 − α)DR (m, N − n)) = SR (m, N − n)

(4.11)

where M × N represents the sizes of the image and the disparity map and m
and n index the M rows and N columns, respectively.
Typically, the displacements of pixels from frame to frame are not always integer
valued. Hence, shifting the pixels by integer values alone introduces inaccuracies
in the generated intermediate images. This is illustrated in Figure 4.2, where it
can be observed that a halo is formed along the border of the head and similar
distortions around the edges of objects in the image.
This is a common problem faced in motion compensation. Girod introduced
the term ”fractional-pel accuracy” in his work on motion compensation in 1992
[63]. The improvement brought about here is referred to as the ”accuracy”
effect. In this thesis, the effect of fractional-pel accuracy on the efficiency of a
motion-compensation predictor when applied in combination with various spatial
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(a)

(a)

(b)

(b)

(a)

Figure 4.2: Intermediate view generated using (a) integer valued linear interpolation and (b) bilinear interpolation with fractional-pel
values.
(b)

1
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interpolation filters is analyzed. Three different types of filters are applied: sincinterpolation, bilinear interpolation and Wiener filter interpolation. Experiments
were conducted on various broadcast TV signals. The result of the analysis was
that sinc and bilinear interpolation give a similar improvement in accuracy, with
the Wiener filter being marginally better. In older standards such as MPEG1, MPEG-2, H.263 and MPEG-4 part 2, bilinear interpolation is applied with
half-pel accuracy. With the more recent standards such as H.264, a quarter-pel
scheme is used [64].
Hence, to cater to the requirements described above, bilinear interpolation is
applied with fractional-pel values. Given a non-integer position in the image,
the intensities of its integer valued neighbours are adjusted such that on interpolation to the fractional position in between, the displaced intensity is obtained.
The equation below indicates how the interpolation is performed on the left
candidate image instead of Equation (4.10).

δ = dn − αDL (m, n)e − [n − αDL (m, n)],

(4.12)

TL (m, dn − αDL (m, n)e) = SL (m, n),

(4.13)

TL (m, bn − αDL (m, n)c) =
SL (m, n) − δTL (m, dn − αDL (m, n)e)
. (4.14)
1−δ
For the right candidate image, instead of Equation (4.11),
TR (m, dN − n + (1 − α)DR (m, N − n)e) = SR (m, N − n),

(4.15)

δ = dN − n + (1 − α)DR (m, N − n)e
− [N − n + (1 − α)DR (m, N − n)], (4.16)

TR (m, bN − n + (1 − α)DR (m, N − n)c) =
SR (m, N −n)−δTR (m, dN −n + (1 − α)DR (m, N −n)e)
. (4.17)
1−δ
As seen in Figure 4.2, the halo effect around the edges are removed. Intermediate disparity maps are also generated using the fractional-pel interpolation
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(a)

(b)

(c)

(d)

Figure 4.3: Candidate images generated from (a)-(b) left and right stereo views
(c)-(d) left and right disparity maps.
method. This step gives us two candidate images generated from each of the
original views, as shown in Figure 4.3. The next step is to merge these candidate views. This is achieved by comparing the candidate disparity maps TL and
TR . For a chosen position, if a pixel exists in both TL and TR , this indicates
that the pixel is present in both the original views. In such an event, the pixel
with the greater disparity is chosen to fill the position because a higher disparity
indicates that the pixel is closer to the camera and hence occludes any pixel
with a lower disparity that occurs behind it. In the case that a pixel exists
in only one of the candidate views, this means that this pixel is occluded in
one of the views. Hence, this can simply be copied over to the new view. If
the pixel information is completely missing from both views, this leads to the
double occlusion problem. These holes are then filled out using the processes
explained in the following sections. Additionally, this step outputs two binary
maps (BL , BR ) that mark the positions where pixels have been filled out; this
is used in the next step.
Disparity estimates along the depth discontinuities, such as edges, are missing
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from the original disparity maps, as seen in Figure 4.1. These discontinuities
lead to unrefined edges in the generated image. In order to smooth this out,
first, the edges are identified applying a morphological operator. A morphological operator is suited for this step because a binary map of the occupied
and unoccupied pixels is available from the previous step, and it is faster than
applying any standard edge detector. Image dilation is applied here, which is
described as follows. Given two sets A and B as sets in Z 2 , the dilation of A
by B, denoted by ⊕, is defined as [43]
A ⊕ B = z|(B̂)z ∩ A 6= Ø,

(4.18)

Here B̂ is the reflection of set B defined as
B̂ = w|w = −b, ∀b ∈ B.

(4.19)

Equation (4.18) is obtained by the reflection of B about its origin and shifting
the reflection by z. The dilation of A by B can then be said to be the set
of all displacements z such that B and A overlap by at least one element.
Subsequently, dilation can be re-defined as follows:
A ⊕ B = z|[(B̂)z ∩ A] ⊂ A.

(4.20)

The smoothing operator applied is given by [59]:
MO = ([(BL ⊕ s) \ BL ] ∪ [(BR ⊕ s) \ BR ]) ⊕ s,

(4.21)

where ⊕ denotes image dilation and BL and BR are the binary maps from the
previous step.
The structural element s is given by:


0 1 0
1 1 1
.
0 1 0
This structural element ensures that the dilation occurs along the edge by taking
into account the four adjacent neighbours. It operates by taking the 4 adjacent
neighbours of an existing edge pixel and converting it into an edge pixel, thus
smoothing the edge. This increases the connectivity along the edges and ensures
that the unreliable disparity estimates are not left unfiltered. The dilated binary
map is then employed to identify non-hole pixel points on the generated image
and disparity map. A 5 × 5 median filter is applied on these points to refine
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(b)

Figure 4.4: Generated view zoomed in (a) before refinement and (b) after refinement.

(a)

(b)

Figure 4.5: Results from Section 3.1. (a) Generated intermediate view, (b)
Disparity map of the generated view.
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Middlebury
Dataset

Method in [59]
PSNR(dB)

Aloe
Art
Books
Cloth1
Dolls
Laundry
Moebius
Monopoly
Plastic
Rocks1

21.66
25.06
25.62
31.80
27.76
26.90
27.63
24.83
28.85
26.64

Using interpolation

SSIM

PSNR(dB)

SSIM

0.89
0.89
0.90
0.96
0.91
0.91
0.91
0.91
0.96
0.90

22.28
26.37
27.37
34.50
29.70
28.50
29.18
26.11
34.55
27.41

0.90
0.92
0.92
0.97
0.94
0.94
0.93
0.92
0.97
0.92

Table 4.1: Comparison of PSNR and SSIM values after initial view generation.
the intensity values to find the most commonly occuring intensity, which are
then placed at these points. The result of the refinement step is illustrated in
Figure 4.4, where, for instance, the holes under the face are seen to disappear.
The distortion around shadow regions reduces significantly with this step. As
a consequence, this steps helps drastically reduce the computation time in the
steps that follow. Figure 4.5 shows the final results from this step.
Applying the fractional-pel interpolation technique gives higher PSNR and SSIM
values as compared to the method in [59]. The results for a selected set of
datasets are shown in Table 4.1. The average PSNR over 27 datasets from
the Middlebury Stereo Database is 28.81dB and the average SSIM is 0.93.
An average PSNR gain of 2dB is obtained over the intermediate views from
[59], while maintaining the high SSIM. This rise in PSNR occurs as a result
of the added accuracy in interpolation owing to the fractional-pel values. As
mentioned above, the double occlusion problem gives rise to unfilled spaces in
the generated image and disparity map. These are filled in with the techniques
explained in the subsequent sections.

4.5 Disparity map occlusion filling
Holes in the disparity typically occur both in the foreground as well as in the
background layers. It is necessary to apply information from both these layers
when filling in the holes. As a first step, the existing disparity values are normalized to lie in the range [0, 1]. This is necessary to ensure that the terms in
the cost function later are balanced. Normalization is performed using feature
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(b)

Figure 4.6: (a) High and (b) low variance hole regions.
.
scaling as follows:
NDM =

DM − min(DM)
,
max(DM) − min(DM)

(4.22)

where DM is the disparity map from the previous step.
Next, as suggested in [59], a window w with PB × PB block of pixels is chosen around each hole h. The window w contains two kinds of pixels: pixels
containing actual disparity information or pixels with no disparity information
i.e. other holes. A minimal threshold for the size of w is set such that the
window is expanded in the event that it is filled only with holes, until it contains
2 for each window w
valid disparity values. The variance of the disparities, σw
is computed. A high variance indicates the presence of multiple disparity levels
and are likely to occur at edges, while a low variance indicates a single depth
layer. Examples of both are shown in Figure 4.6.
If multiple disparity values are seen, it is likely that an object in the foreground
occludes the background and hence a lower disparity value is chosen. In case of
lower variance, the common disparity value is placed in the hole. A histogram
with HB bins is computed from each of the windows w. Then, the cost function
shown below is applied
2
l(bi ) = βσw
bi +

1
, 1 ≤ i ≤ HB ,
c(bi )

(4.23)

where bi is the ith bin of the histogram, β is a tuning parameter and c(bi )
is the number of elements in bin bi . If the first term of the cost function in
Equation (4.23) is higher than the second, it is an indication that the overall
disparity variation is low in w. Hence, the lowest disparity of the neighboring
values indicating the background is chosen to be assigned to h. Otherwise, if the
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(a)

(b)

Figure 4.7: (a) Occlusion highlighted (b) Result after hole filling from Section 4.5.
.
second term of the cost function exceeds the first, the mode is chosen which is
the most commonly occurring disparity value. A binary map Bmn is also created
to indicate whether a given pixel position (m, n) is in the background (Bmn = 1)
or else has a common disparity as its surrounding pixels (Bmn = 0). This is
used in the next step in Section 4.6.2 for mapping pixels to the foreground or
background layers.
For the experiments here, the values are empirically set to be PB = 120, HB =
10 and β = 1 000. The value of PB is suited to cover most hole sizes that
might occur in an image of size 1110 × 1240, as in the Middlebury dataset.
2 does not significantly
The term β is chosen in such a way that the variance σw
reduce the first term of the cost function. If initially more than 75% of w are
holes, then w is expanded to be of size (PB + ∆) × (PB + ∆) where ∆ is
chosen to be 12. Figure 4.7 shows an example of a filled out occlusion from
this step. The images have been lightened to a certain degree so that the hole
and the filled out section is clearer to sight. It can be seen that the hole is filled
out with background disparity values as expected. Figure 4.10b shows the final
result. The ground truth for the disparity maps for intermediate positions are
not available.

4.6 Image occlusion filling
In this following sections, three approaches are presented to compute the intensity values for the occlusions in the generated intermediate image. The proposed
algorithms were tested on the 27 datasets from the Middlebury Stereo Database.
This database consists of sets of seven views of different scenes. Additionally,
disparity maps of views 1 and 5 are provided. Using view 1 and view 5 and the
corresponding disparity maps, the views and disparity maps for the positions in
between, views 2, 3 and 4, with α = 0.25, α = 0.5 and α = 0.75 respectively,
were generated. The average PSNR of 33.03 dB and SSIM of 0.95 provided by
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(b)

(c)

Figure 4.8: The (a) luminance and (b)-(c) chrominance components of the generated view.
Jain et al. [59] is used as the benchmark for comparison.

4.6.1 Variance based method
In order to fill the occlusions in the image, a similar approach as that employed
for the disparity maps is investigated. Here, to fill in the holes in the color
images, as a first step, the image is changed from the RGB to the LAB color
space. The advantage of this approach is that separating out the luminance and
chrominance helps to segregate the layers with brightness and shadow information (L) versus the layers with color information (A, B) as seen in Figure 4.8.
Each component of the LAB image is separately processed. The intensity values
are normalized and the same cost function from Equation (4.23) is applied. The
key difference to the previous step lies in how the values are chosen to fill the
holes. For each hole xmn , when the first term of the cost function is higher
than the second, the average of the neighboring pixels from the surrounding
window w is set. As opposed to the case with disparities, the minimal value of
the intensity has no special relevance here. Otherwise, when the second term
of the cost function is higher, as with the disparity map, the mode is chosen.
The result is shown in Figure 4.9(a).
As can be seen from Table 4.2 and Table 4.3, the numerical values show an
average improvement over the work by [59]. This method proves effective in
instances where the occlusions are small or when the occluded regions are not
heavily textured. However, as seen in Figure 4.9(c), using the method above
for filling in occlusions results in washed over patches of color. All information
about the texture is lost. In instances where stereo images have shadowy regions, bigger occlusions occur in the disparity maps. Correspondingly, using the
available disparity information for creation of new views creates large occlusions
in the synthesized views. The application of this method does not prove effective in these instances. Also to be noted, is that this is a clear case of where
the structural similarity index proves to be an effective measure for quality for
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(a)

(b)

Figure 4.9: Results from variance based occlusion filling (a) Generated view
from the Baby1 dataset, (b) Zoomed in occlusion region.
image synthesis. From Table 4.2, the PSNR obtained for the Baby1 dataset
here is 34.37, which is higher than the 33.21 from [59], but the SSIM value
remains the same. This method is tested across different intermediate points,
with α = 0.25, α = 0.5 and α = 0.75. The average PSNR and SSIM across all
datasets and three generated views is 32.38 dB and 0.94, respectively.

4.6.2 Disparity based method
Let xmn indicate a missing pixel in the generated image. The binary map
created while filling the occlusions in the disparity map are used here to give an
indication Bmn whether the pixel belongs to the foreground or the background of
the image. A value of 1 in the binary map indicates the background. The values
from the disparity maps of the original stereo views (DL , DR ) are compared.
If Bmn indicates a background value, the colour value from the original stereo
view with lower disparity at position (m, n) is placed in xmn .

xmn

(
Bmn SLmn + (1−Bmn )SRmn
=
Bmn SRmn + (1−Bmn )SLmn

; DLmn < DRmn
; DLmn ≥ DRmn

(4.24)

Else if Bmn = 0, then the colour with higher disparity value is given to xmn . In
this way, all the holes in the generated view are filled. Figure 4.10a shows the
result of this step. As with the previous method, it can be observed that the
huge hole patch remains filled incorrectly.
Table 4.2 compares the results of using this method with that from Jain et al.
[59]. As compared to the hole filling technique described in [59], this method
is simpler in terms of implementation and more efficient with lesser steps of
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(b)

Figure 4.10: (a) Final view generated using the disparity based method (b) Final
disparity map generated after filling occlusions.
execution. The average PSNR obtained across all the datasets was 31.84 dB
and the average SSIM was 0.93. The Plastic dataset is a good example for
when this method works best because the objects have minimal surface texture
and the scene is illuminated such that there are minimal shadows. On average,
this method gives slightly poorer results because the false intensity values are
placed in case of lack of information in the original disparity maps.

4.6.3 Patch based hole filling
As opposed to investigating each hole position individually, an alternative approach is to filling patches of holes. This is advantageous in instances where
there are large patches of texture missing from the disparity information. Criminisi et al. explored the idea of object removal and region filling by the application
of exemplar-based image inpainting in their seminal work in 2004 [65]. The
algorithm introduced here combines texture synthesis to fill large image regions
with image constraints surrounding linear structures. Given an input image,
a target region is chosen to be removed and subsequently filled. A priority
value is assigned to each patch on the fill front. This is a combination of two
terms: a confidence term which quantifies the measure of reliable information
surrounding a pixel, and a data term that boosts the priority of a patch into
which an ”isophote” flows. An ”isophote” in inpainting literature refers to a
linear structure that is propagated into a target region through diffusion. Once
the priority for all the candidate patches have been determined, the patch with
the highest priority ψp is found. Then the source region is searched for a patch
that is most similar to ψp is determined using the sum of squared differences
(SSD). The confidence values are updated for the pixels that have been filled
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(a)

(b)

Figure 4.11: (a) Texture patch to be filled in (b) Window selected around patch
out and the process is repeated until the entire patch has been filled out.
The algorithm from Criminisi et al. is adapted for filling out the occlusions
in newly synthesized view. For each hole xmn , the eight adjacent neighbours
are examined to determine if they are also holes. Iteratively, this process is
continued until a patch P is identified. P is a connected region containing
holes. A threshold is set to limit the size of the patches that are considered.
When the patch size pSize is very small, the quality of the image is not largely
affected by the lack of texture information. This is demonstrated in Section ??.
A window WH surrounding the patch is then selected. Figure 4.11 shows the
intermediate view generated for the Lampshade1 dataset, the patch that is
selected to be filled and the corresponding window around it. As a side note, it
may be seen that the holes that occur in the intermediate view correspond to
the missing information from the original disparity maps.
The gradient of the values in WH is computed. Corresponding windows are
selected from the original stereo views (SL , SR ) and their gradients are computed along the x-direction. The x-direction is chosen because in this case, the
motion is only along the horizontal axis. The patch to be applied to fill the hole
is chosen as follows:





∂WH ∂WSL
∂WH ∂WSR
WC = min SSD
,
, SSD
,
,
∂x
∂x
∂x
∂x

(4.25)

where WSL , WSR are the corresponding windows from the original stereo views,
SSD is the sum of squared differences and WC is the candidate window. Now,
since the intermediate view has been displaced from the original views, the
neighbouring disparity values are applied to determine the exact location of the
pixels that will be filled in the hole. To this end, the most common displacement
around P is determined from the filled out disparity map from the previous step
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(a)

(b)

(c)

(d)

Figure 4.12: (a) Final view after patch filling (b) Texture patch filled in (c)
Ground truth image (d) Ground truth image with zoomed in patch.

and applied to WC . The subsequently obtained pixels are then used to fill the
hole. The results from this step are illustrated in Figure 4.12. Here pSize = 50.
From Figure 4.12(b), it can be observed that the texture patch marked out in
Figure 4.11(b) has been filled in accurately, this is especially made obvious by
the continuous lines from the design on the background texture.
Table 4.2 shows the results of using the patch filling method for holes in the
generated view from [59] with the results of using the method proposed here.
The average PSNR obtained across all the datasets was 32.98 dB and the
average SSIM was 0.94. A similar approach to view synthesis based on the
work from Criminisi can be found in literature, [66], [67] and more recently in
the work by Buyssens et al [68]. Numerical results are presented only in the
work by Yoon et al. [67], but the PSNR and SSIM values shown here are much
higher.
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(a)

(b)

(c)

(d)

Figure 4.13: ’Lampshade1’ dataset from Middlebury Stereo Database. (a)-(b)
Left and right stereo views (c)-(d) Left and right disparity maps.

4.7 Evaluation and discussion
The datasets Lampshade1 and Plastic are very good examples of when the holes
in the original disparity maps play a key factor for filling in the occlusions. To
illustrate, the disparity maps of these datasets are shown in Figure 4.14 and
Figure 4.13. There are continuous hole regions in the Lampshade1 disparity
map, shown by the black region.
As can be seen from the values in Table 4.2, for Plastic, the disparity based
method provide relatively better PSNR values than the patch based methods,
while for Lampshade1, the patch based method proves better. This goes to
show that the occlusion filling process is dependent on the nature of the scene.
The methods described above would fail when the original images contain huge
patches of shadows, there is a complete lack of disparity information in the
original disparity map, and hence the corresponding patch cannot be identified.
This is illustrated in Figure 4.14 with the dataset Flowerpots. The patch based
method provides an average PSNR of 24.18 and SSIM of 0.94 (as compared
to 22.17 and 0.919 by [59]), which is far lower in terms of PSNR compared to
other datasets. The work by Chang et al. [69] enhance the depth information by
applying an adaptive multilateral filter, that takes into account the similarities
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Dataset

Method
in [59]

Disparity
based

Variance
based

Patch
Patch
based
based
(pSize=50) (pSize=0)

Aloe
Art
Baby1
Baby2
Baby3
Books
Bowling1
Bowling2
Cloth1
Cloth2
Cloth3
Cloth4
Dolls
Flowerpots
Lampshade1
Lampshade2
Laundry
Midd1
Midd2
Moebius
Monopoly
Plastic
Reindeer
Rocks1
Rocks2
Wood1
Wood2

28.79
31.63
33.21
31.13
28.65
30.23
32.51
27.85
35.00
32.93
30.78
31.72
31.56
22.16
31.6
32.16
32.05
31.06
28.91
33.35
30.14
37.79
33.4
26.48
28.15
36.34
35.24

27.70
29.92
32.95
31.91
25.37
28.09
31.38
27.02
33.37
30.60
30.02
29.82
30.55
22.51
31.15
32.43
31.59
29.10
28.79
32.72
27.92
37.99
32.69
26.76
27.20
35.81
35.15

29.47
30.84
34.37
32.92
28.27
29.71
34.26
28.07
36.07
32.87
31.65
32.99
31.91
24.13
34.19
37.28
32.01
31.34
29.60
33.93
29.38
37.93
32.95
30.43
29.84
36.97
37.28

28.56
30.01
33.02
30.49
28.67
28.71
32.25
28.43
34.87
33.14
32.60
32.05
30.54
24.88
32.50
34.27
31.17
31.28
29.46
32.72
29.26
36.44
32.3
31.89
31.6
35.66
33.53

29.33
30.28
34.51
31.10
28.88
29.72
34.92
28.82
36.00
35.86
33.59
33.07
31.23
24.95
34.66
36.56
31.93
32.24
29.85
34.09
30.24
37.83
32.49
32.49
32.47
37.61
36.84

Table 4.2: Comparison of PSNR values generated at α = 0.5
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Dataset

Method
in [59]

Disparity
based

Variance
based

Patch
Patch
based
based
(pSize=50) (pSize=0)

Aloe
Art
Baby1
Baby2
Baby3
Books
Bowling1
Bowling2
Cloth1
Cloth2
Cloth3
Cloth4
Dolls
Flowerpots
Lampshade1
Lampshade2
Laundry
Midd1
Midd2
Moebius
Monopoly
Plastic
Reindeer
Rocks1
Rocks2
Wood1
Wood2

0.92
0.95
0.95
0.95
0.92
0.93
0.96
0.94
0.97
0.96
0.94
0.95
0.95
0.92
0.96
0.97
0.95
0.95
0.94
0.95
0.94
0.98
0.95
0.91
0.92
0.94
0.96

0.88
0.94
0.94
0.94
0.90
0.92
0.95
0.93
0.94
0.96
0.93
0.95
0.94
0.93
0.96
0.97
0.95
0.94
0.93
0.93
0.93
0.98
0.92
0.90
0.91
0.92
0.94

0.92
0.93
0.95
0.95
0.91
0.93
0.95
0.94
0.97
0.96
0.95
0.96
0.94
0.93
0.96
0.96
0.95
0.95
0.94
0.94
0.92
0.98
0.94
0.93
0.93
0.94
0.95

0.92
0.93
0.95
0.95
0.91
0.93
0.95
0.94
0.97
0.96
0.95
0.95
0.94
0.94
0.96
0.96
0.95
0.95
0.94
0.94
0.92
0.98
0.94
0.94
0.94
0.94
0.95

0.92
0.93
0.95
0.95
0.91
0.93
0.95
0.94
0.97
0.97
0.95
0.95
0.94
0.94
0.96
0.96
0.95
0.95
0.94
0.94
0.93
0.98
0.94
0.94
0.94
0.94
0.95

Table 4.3: Comparison of SSIM values generated at α = 0.5
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(a)

(b)

(c)

Figure 4.14: (a) Left disparity map of ’Plastic’ dataset (b)-(c) ’Flowerpots’ view
and disparity map.
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of the spatial, range, depth and credibility information, thus filling the holes and
sharpening the edges. The results seem promising with higher PSNR and SSIM
values, but the experiments seem to be limited to four sets from the Middlebury
dataset and adds to the pre-processing overhead.
Another potential pitfall occurs due to double occlusion, where both the original
images do not contain information about certain points in the intermediate view.
Inpainting provides a good approximation, but is not failproof.
Additionally, it needs to be noted that the basis of these methods is bilinear
interpolation. This serves as a good option when its comes to motion compensation with videos, where there are multiple frames captured with a great deal
of overlapping spatial information. As the baseline of the images get wider, the
results of these method with getting correspondingly poorer. For the datasets
applied here, the baseline of the camera and therefore the distance between the
image sensors is 160 mm.

4.8 Conclusion
The work described in this chapter presents three algorithms to generate content
for multiview autostereoscopic displays. View synthesis using only a stereo
pair introduces great possibilities in terms of reduction of the data transmitted
to autostereoscopic displays. All these methods prove to have comparable or
higher PSNR and SSIM values than existing state of the art methods. The key
consideration in the choice of methods should be how much percentage of the
original disparity maps are occluded and the original illumination conditions.
The interest in the development of autostereoscopic displays saw a surge with
the release of displays such as the Philips 3D display in 2008 and Toshiba 55ZL2
glasses-free 3D TV in 2012. However, this interest went down due to the lack
of 3D content. Since 2016, there is again a wave of interest with the rise of
360◦ video with the arrival of omnidirectional cameras supported by the latest
mobile phones, and platforms such as Facebook 360. There is research in the
direction of standardization of the technology applied here, as can be seen for
instance in the work by Domański et al. [70] and a rise of patents filed in this
direction such as the work by Sandrew et al. for creating 3D content from 2D
images [71].

5. SHAPE MATCHING WITH THE
ECCENTRICITY TRANSFORM
5.1 Introduction
Marr states that the definition of the algorithm for mapping between shapes is a
significant step for creation of an image processing system. As stated by Koffka
(1935) [13], ’the whole is different from the sum of its parts. In this work, a
holistic approach is taken to shape recognition.
For example, Figure 5.1a shows a centaur, which is part horse, part human, but
is neither a horse nor a human but a completely new creature. The interaction
among the parts (a human upper body being attached on top of a horse torso)
signifies the centaur more than the properties of the individual parts (human
upper body and horse torso in this case). The holistic approach is especially
relevant when taking shape into consideration, where local parts are not descriptive since they consist of simple contour segments. Contrary to edge and
texture-based local descriptors, for which a patch in the image can contain rich
information, shape has locally very limited expressiveness. For example, in Figure 5.1a, the locally salient corners carry virtually no discriminative information
to differentiate between the two objects.
Shape matching across 2D images plays a key role in object retrieval and tracking.
A wide range of literature has been put forward suggesting solutions to the
problems associated with machine-based shape recognition. However, it is evident that a working system, that is able to emulate the associated capabilities
of the human visual system, remains far beyond the current capabilities of technology. Instead, most applications tend only to very restricted aspects of the
problem of shape recognition, such as, the recognition of specific sets of objects
under heavily constrained conditions, whilst typically contributing little towards
a generic solution.
The idea behind shape matching is to group shapes that are ”similar”. This
similarity is defined by the unique signature that each shape provides. The key
challenge in shape matching is, hence, to derive such a signature from the image
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(a) Centaur [74]

(b) Ling dataset. [73]

Figure 5.1: Articulated shapes

of an object. Matching these signatures, in turn, helps to group or segregate
shapes into categories.
The characteristics of such shape descriptors have been studied in detail over
the past few years. The basic characteristics that define a good shape descriptor
[72] are the following. It should be robust enough to match similar shapes in the
presence of noise, distortions or occlusions which humans can tolerate. Another
desirable property is that the descriptor should be application independent. The
computation of the descriptor should not be too complex, thus indicating a clear
and stable method of representation. Given a set of shapes, accuracy in shape
retrieval means the recovery of perceptually similar shapes based on a signature
that is invariant to rotation, translation, scaling and affine transformations. It
should also be robust to a certain degree against minor segmentation errors and
noise.
Shapes can be classified into two categories: rigid or non-rigid. A category of
non-rigid shapes referred to as articulated is considered here. When a shape S
is articulated, it can be decomposed into several rigid parts connected by junctions [73]. A transformation that is rigid with respect to the parts, but non-rigid
when the whole object is taken into consideration is called an articulation. The
shape S 0 obtained from the articulation of S is again articulated and can be
transformed back to S. An example of this is the dataset shown in Figure 5.1b.
It contains forty images of eight different objects, which constitutes eight classes
of objects. Each object has five articulations. Shape matching in these instances
entails identifying articulations of an object to belong to the same class. Also,
in other cases, the same object may have different shapes in different poses.
The signature needs to be invariant across these articulations. Here, the application of the eccentricity transform towards the matching of articulated shapes
is investigated.

5.2. Related literature
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5.2 Related literature
A generic sense of the notion of equivalence of shape classes was introduced
through the concept of shock graphs by Siddiqi et. al [17] in 1998. Shocks
refer to entropy-satisfying singularities on shapes, and a shock graph is derived
by considering the shocks in relation to a medial axis. Shock trees are then
composed and matched the most significant components first. In order to
evaluate these methods, the authors created a new binary dataset consisting
of binary silhouettes of images derived using the active contour model. This
dataset was further extended by Sebastian et. al [18] to create the Kimia 25, 99
and 216 datasets. These provide a good benchmark for the evaluation of shape
matching techniques. Shock graphs prove successful to match shapes, but are
sensitive to noise and scale.
Among the recent works on the problem of deformable shape matching, the
concept of shape contexts introduced in 2002 formed a seminal approach [14].
Here, the shape of an object is assumed to be captured by a discrete set of
points sampled from the contours of the object. These points are then applied
as input to a correspondence problem, i.e., for each point pi on one shape,
the best match qj is determined on the other shape. The shape descriptor
is the histogram of the relative distribution of the set of points in relation to
one of the points. The histograms are compared by applying χ2 statistics and
matches are established using weighted bipartite matching. The shape distance
is defined as a weighted sum of the shape context distance computed using
the Thin Plane Spline transformation model, the sum of the squared distances
between the brightness of corresponding points and the bending energy which
quantifies the transformation necessary between the two images. This approach
relies, however, on the edges of the shape being reliable without noise.
An approach akin to shape contexts was introduced in 2004 by S. Manay et
al., with integral invariants [75]. An invariant refers to a descriptor of a shape
geometry that is unaffected by the class of transformation - euclidean, affine,
similarity or projective. An invariant may be algebraic, geometric, differential
or integral. The chapter by Li in 1998 [76] provides a broad insight into the
different classes of invariants. Differential invariants have been long explored as
an approach to deriving signatures for shapes. The key disadvantage faced by
these is that with the computation of higher order derivatives, the effect of noise
is amplified. To combat with this problem, invariants are arrived at based on
integral computations. An integral distance invariant is defined that associates
with each point on the contour the average distance to every other point on the
contour. This relates to the shape context in that the shape context signature
gives the local radial histogram of the neighborhood as opposed to the average
distance. This descriptor however is not discriminative in that it can have the
same value for different geometric features. As an improvement, an area integral
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invariant is introduced where a ball is centred around each point with a function
indicating whether the points along the contour lie within a given radius. A
signature is plotted as a combination of the invariant and its derivative. The
Hausdorff distance is utilized to compute the distance between the signatures. A
follow up to this work [77] defines a disparity function that minimizes an energy
functional composed of the integration of the local difference of the integral
invariant of the two shapes and a second term that penalizes the scaling of the
shape. But this has several disadvantages in that different contours will have
different lengths, making them difficult to compare. Also, the contours must
be aligned to have the same starting point, otherwise they will not match.
Closed contoured 2D shapes are represented as an ordered collection of shape
contexts in [78]. The chosen contour points are assumed to be ordered counterclockwise. Instead of the χ2 statistic, the cyclic matching approach from [79]
is used. The mapping of points from one contour to the corresponding points
along another contour is determined by finding the shortest circular path on
a torus. The nodes of this torus encode the local similarity of the curvature
measure at the respective point pairs.
There exists a vast amount of literature on shape matching using feature selection. These methods range from applying textural features on satellite imagery
[80] to applying deep learning to features for image classification[81]. Distance
transforms provide an alternative method to this. A distance transform on a
binary image assigns a distance to each pixel relative to all the other pixels in
the image. One of the first instance of a distance function on images is the
distance transform proposed in [82] that associates to each point the length of
the shortest path to the closest boundary point in the shape.
Efficient distance function computation on digital images was discussed in detail
by Rosenfeld et al [83]. The paper explores various distance measures such as
the city block distance, square, hexagonal and octagonal distances. The method
of ”expansion and re-contraction” is applied to detect clusters in binary images
by expanding from a point on the image to detect connected points and by
re-contracting to segregate the mass of points. This technique is also applied
to elongated part and regularity detection successfully. The weakness of this
approach arises from the locality of the distance measurements and thus its
susceptibility to errors in case of slight perturbations in the shape.
The idea of shape contexts was combined with the concept of inner distances
in [73]. The inner distance is defined as the length of the shortest path between
landmark points within the silhouette of a shape. This is similar to the computation of geodesic distances on surfaces. The landmark points are computed
along the boundary of the shape. The inner distance thus computed is shown
to be strictly invariant for articulated objects. This is then used in combination
with shape contexts and multi-dimensional scaling for shape matching.
The integral shape match method was introduced in 2011 by Donoser et. al [84].

5.3. Eccentricity transform
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Here, sampled points along the silhouette of the shape are used as a representation and the ordering of the points is exploited to formulate an order-preserving
assignment problem. A chord angle based descriptor is applied which combines
the local and global transformations. An integral image based implementation
is then used to match the shapes. Similarity of the shapes is determined using
a Pareto framework [85].
Based on the concept of distance transforms, Kropatsch et al introduced the
concept of the eccentricity transform of a shape in 2006 [86]. For a given set
of vertices, the transform assigns to each vertex, the maximum of the geodesic
distance to all the other vertices in the space. The transform is shown to perform
better when a shape is subjected to salt and pepper noise in comparison with
the distance transform. Also, it is shown to be resistant to articulations. This
work was extended by Ion et al [87] in 2011 for shape matching of articulated
2D and 3D shapes.
An application of the eccentricity transform in combination with integral invariants can be seen in the work by Janan and Brady from 2015, [88]. The
eccentricity is first applied to each shape to define the spatial layout of the regions within them. A multi scale approach to integral invariants is then used to
perform the shape matching and establish boundary correspondence. A difference vector is computed between each point on the two shapes being compared
which is combined in turn to form a distance matrix. The fast marching algorithm is applied to the distance matrix and the shortest geodesic path is
calculated using gradient descent to obtain the matching costs.
A method for 2D shape description and matching based on characterizing and
comparing the low-frequency Laplacian eigenfunctions of shapes is presented by
Niu et al.[89]. The shapes in the database are triangulated and the Laplacian
eigenfunctions of the shapes are then used to construct a graph characterizing
the distribution of the eigenfunctions’s extrema. These graphs are then employed to compute the dissimilarity between the shapes. The limitation of this
method is that it cannot handle topology changes in shapes.
The work in this thesis is an extension of the application of the eccentricity
transform to shape recognition. New properties and metrics are introduced to
obtain high shape retrieval results, which are then compared to the state of the
art.

5.3 Eccentricity transform
In graph theory, for a connected graph G, the eccentricity of a vertex v ∈ V
denoted as ecc(v) is defined to be the greatest of the distances d from v to any
other vertex.
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(a) Connected graph

(b) ecc(a) = 6

Figure 5.2: Eccentricity of a vertex in a connected graph

ecc(v) = max {d(v, x)}
xV (G)

(5.1)

For instance, consider the graph shown in Figure 5.2. The edges are weighted
to indicate the distance between the vertices. To compute the eccentricity for
the vertex a, the shortest path from a to each other vertex is computed. The
longest of these shortest paths is then assigned to be the eccentricity of the
vertex.
Applying the concept to digital images, the eccentricity looks at the longest
geodesic distance between two points on the image. Here, the pixels in the
image are considered to be the vertices on a connected graph. The eccentricity
transform of a shape assigns to each point of the shape the distance to the
point farthest away.
The eccentricity transform was introduced in [86] as a means of applying the
eccentricity as a distance transform over a graph or a 2D image. The application
of the transform associates with each point p in the shape its eccentricity. For
a shape S, if ds is the geodesic distance, then the eccentricity of a point p ∈ S
is defined as
ECC(S, p) = max(ds (p, q))
qS

(5.2)

Figure 5.3 shows the isoheight lines plot of the eccentricity values on a binary
image. Here, we assume a four-neighbour adjacency to compute the shortest
paths from each point to every other point. The eccentricity transform is similar

5.4. Computation of eccentricity

(a)
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(b)

(c)

Figure 5.3: (a) Hand from Kimia 25 dataset [1](b) Isoheight lines of the eccentricity values using the naive method - computing the shortest
path from each point to every other point in the image (c) Eccentricity values computed using the proposed method explained in
section 5.4.
in concept to inner distances, but here, the maximal lengths of the shortest paths
are considered.
The geodesic radius of a shape [90] is the smallest eccentricity of the shape.
The set of points with the minimal eccentricity values form the center of the
shape. The geodesic length or diameter is the length of the longest geodesic
of S, i.e. the maximal eccentricity value. It is shown in [86] that the transform
performs well in the presence of salt and pepper noise owing to the fact that
the noise vertex on the path does not affect the distance much between two
points. This remains the same irrespective of the transformation, unless there
occurs a morphological change. It is also invariant to translation and rotation.
This provides a very strong basis for a shape descriptor.

5.4 Computation of eccentricity
The eccentricity ecc(v) in Equation (5.1) is the measure of the longest of the
shortest paths from one vertex to another. A common approach to the computation of the shortest path over a graph is the Dijkstra’s shortest path algorithm
[91]. First, the distance at the initial node is set to zero and all the other nodes
are set to infinity. From the initial node, the tentative distances to all the
unvisited adjacent vertices is computed. If any of the distances is lesser than
previously known, then the vertex is updated to reflect this new information.
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(a) Dijkstra’s
shortest path

(b) Fast Marching

B
A

B
A

Figure 5.4: Fast Marching path traversal can be approximated using an 8connected graph
This process is continued until all vertices are visited. The algorithm is explained
in detail in Section 2.3.3. It is chosen over the shortest map method because
only the maximum of the shortest paths is of relevance in this work.
A graph can be constructed from a 2D image by assuming every point on the
image to be connected to its four adjacent neighbors. As shown in Figure 5.4,
to move from a point A to a point B, the shortest path is a two-step process.
However, this is inconsistent with the Euclidean distance between the two points.
Instead, the eight adjacent neighbors for a given point are considered. As seen in
Figure 5.4, the advantage of this approach is that moving from point A to point
B is a single-step process. And the distance thus computed is consistent with the
Euclidean distance. This also gives results similar to applying the fast marching
methods for distance computation [92]. Fast marching simulates wavefront
propagation to compute distances. It applies dynamic programming successive
approximation and can be considered a continuous version of the Dijkstra’s
algorithm. The key difference between fast marching and Dijkstra’s method lies
in the ’update’ step. Instead of proceeding step-by-step, fast marching looks
at the closest Euclidean distance points. The details of this method can be
found in [85]. Here, since 2D images are being considered, assuming uniform
sampling, the fast marching distance computation can be safely approximated
by assuming that the points in the image are connected to their eight adjacent
points.
The key challenge in the computation of the eccentricity transform of an image
lies in computing the distance from every point to every other point. The
naive implementation would entail computing the geodesic distance from every
point in the image to every other point and to assign the maximum as the
eccentricity. This has a computational complexity of O(n2 ) and does not scale
well. As suggested in [90], an alternative way of looking at the problem is
to compute the eccentricity by first identifying potential eccentric points, and
then applying the transform with these as the starting points of the path. An
iterative approach is applied in [87]. The eccentricity is first computed at any
random point. From the furthest end point of the path, the eccentricity is re-
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computed so that a diameter is established. All the points in the shape are now
assigned the longest of the shortest paths to either of the end points of the
diameter. The centre points of the shape are estimated to be the points with
minimum eccentricity values. The eccentricity local maxima are computed from
each of these central points and the distances to all the points in the image
are calculated until no local maxima remain. This method is further refined to
grow clusters to define eccentricity regions.
Looking at the properties of eccentricity, [90] explains how the distribution of
eccentric points varies with the shape of the object. For a simply connected
planar shape S, all the eccentric points are located on the boundary ∂S. This
is proven by the fact that a path leading to point q ∈
/ ∂S can be prolongated
by a line segment starting at q in the direction pointed by the tangent to the
path at q. If q ∈ ∂S, this tangent can only point outside S, which means that
q is indeed the farthest point on the path.
Taking advantage of this property, the set of eccentric points are assumed to
lie on the boundary ∂S of the shape. Since, the shape is assumed to be eightconnected, the boundary is identified as any point with less than eight adjacent
neighbors. The image is assumed to be uniformly sampled, hence each edge
is given equal weights. The eccentricity to all points in the shape is computed
from the set of all boundary points. Despite taking only the boundary points
into account, as the scale of the images increases, the computation still becomes
intensive. The key crunch point is the computation of the adjacency matrix. For
a given vertex v, the adjacency matrix helps to determine the closest unvisited
neighbour. However, as the size of an image increases, pre-computing the matrix
becomes extremely intensive since a matrix of size |B| × |B| needs to be stored,
where B is the set of boundary points. In order to circumvent this problem, this
step is split into two: first, a global list of all the vertices is created where the
vertices that are already visited are marked; second, the eight neighbours of v
are determined and the closest unvisited one is chosen. Continuing this process
gives the same results as preloading the adjacency matrix, but is more efficient.
In the following sections, two algorithms are proposed to apply ECC for the
matching of 2D shapes.

5.5 ECCCurv - exploiting the boundary curvature
The problem of applying eccentricity towards the creation of a shape descriptor
in articulated binary images using the eccentricity transform was studied in [87].
A new method is proposed in this thesis that takes advantage of the curvature
along the boundary of the shape to find the best matches.
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5.5.1 Shape matching using eccentricity
The shape descriptor consists of two components: the first characterizing the
geometry and compactness and the second the structure of the shape. The first
component is a histogram of the eccentricity values. The second component is
a histogram of the number of connected components of the discrete level sets
of the eccentricity values. This method proves successful in many instances,
but faces drawbacks because of the low dimensionality of the histograms. Also,
another key factor that is overlooked is the curvature of the shapes.
The idea from [87] to use a histogram is applied here, but the curvature is factored in as well. The proposed shape descriptor is formed of three components:
the eccentricity histogram h, a Hausdorff distance comparator c and a set of
attributes a. The eccentricity histogram h for a shape S is defined as follows
[87],∀i = 1, ..., kh :


1
ECC(S, p) − m
i−1
i
h(S, i) =
6
# p∈S|
<
|S|
kh
M −m
kh

(5.3)

where |S| is the number of pixels in S, # indicates the number of elements and
m and M are the smallest and largest of the eccentricity values over S. Here,
kh is the number of bins. For an ECC histogram not to contain any empty bins,
the number of bins has to satisfy:
kh 6 max(ECC(S, p)) − min(ECC(S, p))

(5.4)

The upper bound for kh is |S|. This histogram gives an idea of how the eccentricities are distributed over the image. The L2 -norm is applied to compare the
histograms which gives a fair set of matches for the images. The eccentricity
distributions remain similar when the overall shape does not vary much, as can
be seen in the case of the retrieval results of the ”rabbit” shapes. The shape is
symmetrical in relation to the eccentricity center. Figure 5.5 shows the results.
However, different images can have identical eccentricity distributions since it
is a linear descriptor.
To compensate for this, the chords-to-points distance accumulation method
is modified to form a second component c in our descriptor [93]. Here, a
descriptor is proposed for planar curves and is referred to as chord-to-point
distance accumulation. The idea is that the flatness of a curve can be measured
by comparing it with a straight line segment. This metric is measured using the
distance from the curve to the line segment. In order to make this measure more
reliable, multiple line segments are considered corresponding to chords moving
along the curve. This is accumulated to measure the curvature of the whole
curve. Instead of using multiple chords, the points with maximum eccentricity
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(a)

(b)

(c)

(d)

(e)

(f)

Figure 5.5: (a)-(b) Retrieval results for the ’fish’ and ’rabbit’ shapes (c) - (f)
Eccentricity histograms for an image of the category ’fish’ and ’airplanes’. The histograms are similar in structure, hence making it
difficult to separate the categories.
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are selected to form one or more diameters of the shape. The distance is
calculated from all the boundary points of the shape to each of the diameters.
For a shape S, this forms a set of distance measures CP DS (x, b) where x is the
number of diameters plotted across the image and b is the number of boundary
points. There exist multiple diameters due to one of the following reasons. First,
the object is symmetrical across multiple axes, for instance in case of a shape
such a star. Second, there lie adjacent points near the diameter extremities
which are at the same distance from each other. Third, there could be noise in
the image. Hence, all possible diameters are taken into consideration.
To compute the best match, the minimum of the Hausdorff distances among
these sets of diameters is calculated. The Hausdorff distance between two point
sets A = a0 , a1 ..., ap and B = b0 , b1 ...bq is defined as [25]
H (A, B) = max (h (A, B) , h (B, A))

(5.5)

h (A, B) = maxmin k a − b k

(5.6)

where

a∈A b∈B

In this case, k · k represents the Euclidean distance. Here, h (A, B) identifies
the point a ∈ A that is farthest away from any point in B and measures the distance from to the nearest point. Essentially, it identifies the most mismatched
point in A, while h (B, A) identifies the most mismatched point in B. Thus,
H (A, B) measures the degree of mismatch between the two finite point sets.
This measure is applied to identify the diameters that divide the images consistently. This is indicated in Figure 5.6. The minimum of the Hausdorff distances
between the sets of measured distances from the boundary to the diameters
is given by AB, that is consistent across both of the images of the deformed
hands.
Given a set of shapes U, the second component of the shape descriptor c identifies the best match for a shape S ∈ U as
cS =

min H(CP DS , CP DSi )

Si (U −S)

(5.7)

The third component of the shape descriptor a consists of a vector of attributes
that give us an idea of how the points are distributed across the chosen diameter.
The first and second attributes are the number of points above and below the
diameter - indicated by the positive and negative distances from the boundary
points. The third and fourth attributes indicate the maximum and minimum
distances from the diameter, normalized by the length of the diameter. This is
used to indicate the highest peak on both sides of the diameter, thus giving an
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Figure 5.6: The first hand shape has two diameters, while the second shape has
only one. Using the minimum Hausdorff distance, the diameter AB
is found to match.

Figure 5.7: Original Kimia 25 dataset [1]
idea of the scale of the image in a direction orthogonal to the diameter. The
L2 -norm between the sets of attributes is calculated. These three components
provide complementary matches. Once these values are obtained, the measure
that provides the highest number of matches in a given class is used.
The results from the experiments on the Kimia 25 dataset are shown in detail
here. The original dataset is shown in Figure 5.7. The dataset consists of
articulations on six classes of binary shapes - fish, greebles, hands, airplanes,
rabbits and tools. One of the ”hand” images is a rotation of the original hand
image, and is not shown. The shape retrieval process consists of choosing a
shape S out of the set of all shapes U and finding the best matches from the
set U − S. The matching retrieved using the three components separately are
shown in Figures 5.8, 5.9 and 5.10. Here, the first column represents the
query shape S, the next three columns show the best three matches that were
retrieved. For instance, the figure 5.8 shows the matches retrieved using a.
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(c) hands
(a) fish

(b) greebles

(d) airplanes

(e) rabbits

(f) tools

Figure 5.8: Retrieval results using only the eccentricity histogram h.
Upto r = 2, for the ’fish’ set, it is able to retrieve the right matches in three
cases, while it has complete success in case of the ’hands’ set.

5.5.2 Evaluation
Experiments were conducted on two datasets: Kimia 25 [1] and the Ling articulated dataset [73]. The Kimia 25 dataset is comprised of five classes of
four images each and one class with five images. Hence q = 25 and lmax = 6.
The Ling dataset, Figure 5.1b contains a different articulation for 8 classes of
objects.
A shape database is composed of q shapes. Each shape Si in the database has
a label Li that indicates the class to which the image belongs. The purpose
of a shape matching algorithm is to assign to each shape the best matches.
The efficiency of matching algorithms is measured by the number of correct
matches:

M atchr (φ) =

q
X

1L(φi (r))=L(i) 6 q

(5.8)

i=1

Here, M atchr (φ) gives the number of matches retrieved for a given category.
For each instance where the class of the shapes retrieved match the class of
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(a) fish

(b) greebles

(c) hands

(d) airplanes

(e) rabbits

(f) tools

Figure 5.9: Retrieval results using only the Hausdorff distance comparator c.

(a) fish

(b) greebles

(c) hands

(d) airplanes

(e) rabbits

(f) tools

Figure 5.10: Retrieval results using only selected attributes a.
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Algorithm

r=1

r=2

r=3

ECCobj2D, s only
ECCobj2D, h only
ECCobj2D

18
20
22

19
16
20

17
14
17

ECCCurv, h only
ECCCurv, c only
ECCCurv, a only
ECCCurv

15
19
21
22

13
15
18
20

10
9
6
15

Table 5.1: Retrieval results on the Kimia 25 dataset.

Algorithm

r=1

r=2

r=3

r=4

ECCobj2D
ID-shape context + DP [73]
ECCCurv

40
40
40

33
34
29

29
35
15

22
27
5

Table 5.2: Retrieval results on the Ling dataset. The numbers from the original
work done on the dataset are also shown.
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the query shape, M atchr (φ) is incremented by one. In the tables 5.1 and 5.2,
r = 1 shows the number of instances where the first match retrieved is of the
same category, omitting the image itself, r = 2 gives the number of instances
where the first and second matches were of the same category and so on.

5.6 ECCEmd- exploiting eccentricity further
An extension to the algorithm ECCCurv is proposed where new components are
defined for the shape descriptor based on the eccentricity transform of a shape,
and are applied towards shape matching.

5.6.1 Level sets of connected components
The structure histogram s is measured as the number of discrete level sets of
the eccentricity distribution [87]. This entails grouping the eccentricity values
into domains. This is defined as follows:

L(a, b) = p ∈ S | a < ECC(S, p) 6 b

(5.9)

for the domain (a, b]. The vertices with eccentricity values that lie in the interval
(a, b] are grouped together. From these vertices, the number of connected components are determined. Thus, for each shape, a vector is obtained that contains
the number of connected components with eccentricity values within a given
range. This metric proves successful for shapes where the distribution across
the medial axis is relatively symmetrical, as in the case of the ’tools’ set and to
a certain extent with the ’fish ’ set.To match the shapes, the EMD between the
vectors of the shapes is computed. The results are shown in Figure 5.11.

5.6.2 Radii from minimum eccentricity point to boundary
The minimum eccentricity of a shape is recorded at the points of the image
that lie centric with respect to the rest of the image. Taking advantage of
this fact, the radii to the boundary points are calculated. This refers to the
Euclidean distances from the centre C to the set of boundary points B of the
image. In addition to the distances, the slope of the radial line is also taken
into consideration, in order to capture the orientation of the centre with respect
to the boundary point. This helps to capture the variations in the contour with
respect to the centre of the shape.
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(c) hands
(a) fish

(b) greebles

(d) airplanes

(f) tools
(e) rabbits

Figure 5.11: Retrieval results using only structure histogram s

C(S) = min(ECC(S, p)),
p∈S

(5.10)

r(S) =k C(S) − B k
This metric is useful in instances where the shape boundaries are not primarily
straight lines, such as in the case of the ’greebles’ and the ’rabbit’ dataset.
Figure 5.12 shows the matches on the dataset Kimia 25.

5.6.3 Local curvature pattern
The idea of the local binary pattern [94] is adapted here along the curvature
of the boundary of the shape. The basic idea behind this operator was that
2D surface textures can be described by local spatial patterns and gray scale
contrast. The original operator forms labels for the image pixels by thresholding
the 3 × 3 neighborhood of each pixel with the center value and considering
the result as a binary number. The histogram of these different labels can
then be used as a texture descriptor. This operator used jointly with a simple
local contrast measure provided very good performance in unsupervised texture
segmentation.
Here, a similar approach is applied as the local curvature pattern. As before,
the maximum eccentricity points are used to plot a diameter D across the
image. The angle between adjacent boundary points (bi , bj ) with respect to
this diameter is then computed. The difference between the angles is used to
determine the variations of the curvature along the boundary.
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(c) hands

(a) fish

(b) greebles

(d) airplanes

(e) rabbits

(f) tools

Figure 5.12: Retrieval results using only radii r

l(B, D) = arctan(det(bi , bj )0 , bi · bj ))

(5.11)

Figure 5.13 shows the matches on the dataset Kimia 25.

5.6.4 Earth mover’s distance
Peleg et al [95] introduced in 1989 the concept of distance between two grayscale
images. Each pixel can have a gray level in the range 0...N , which is represented
by N ”pebbles”. For instance, for a pixel i of gray-level gi , the pixel is assumed
to have gi ”white” pebbles and N − gi ”black” pebbles. In order for an image
to match another, each pebble of one image needs to match the other. Such a
transformation takes the form of a transportation problem. The transportation
problem is to find the minimal cost that must be paid to transform one distribution into the other. Here, the transformation is a function of the distance
between the locations of the pebbles and the cost of individual movements of
the pebbles. The match-distance illustrates how dissimilar the images are.
Motivated by this work, Rubner et al [96] introduced the Earth Mover’s Distance
(EMD) for the comparison of distributions. This is also referred to as the
Mallows distance in statistical literature [97]. In its continuous form, it is a
special case of the general Monge-Kantorovich class of transportation metrics,
referred to as the Wasserstein distance. Instead of computing image distances
based on the cost of moving pixels, the distances are computed in other feature
spaces where the ground distances between two distributions can be better
defined. Assume there exist two distributions, the first being a mass of earth
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(c) hands
(a) fish

(b) greebles

(d) airplanes

(e) rabbits

(f) tools

Figure 5.13: Retrieval results using only radii l
spread in space and the second a collection of holes in that same space. Then,
the EMD measures the least amount of work needed to fill the holes with the
mass of earth, i.e. the minimal flow of earth that fills the holes.
The earth mover’s distance between two histograms HA and HB with ha and
hb bins respectively, is defined as follows:
Pha Phb
i=1

j=1 dij fij

EMD(HA , HB ) = Ph Ph
a
b
i=1

j=1 fij

(5.12)

Here, fij is the flow that minimizes the overall cost subject to the constraints
that it should be greater than zero and that the maximum amount of earth
possible should be moved, limited of course by the capacity of the holes. The
ground distance dij can be chosen based on the problem at hand. The advantage
of the EMD is that the cost of moving the ”earth” is a reflection of the nearness.
Also, EMD naturally allows for partial matching of shapes [96].
The distributions that are compared are equal weight and one-dimensional.
Hence, here, a special case of EMD is applied, where the distributions to be
compared are 1D [98]. Given two distributions X and Y with the ground distance between them being the L1 -norm. The EMD between these distributions
is the area between the graphs of the cumulative distribution functions of X
and Y . For further details, refer to [98].
EMD provides a more robust means of measuring the distance between two
distributions than the L2 norm, hence in the next set of experiments, EMD is
used for the shape retrieval process.

5.7. Conclusion
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Algorithm

r=1

r=2

r=3

Ion et al. [87]
Donoser et al. [84]
Niu et al. [89]
ECCCurv
ECCEmd

22
25
25
22
25

20
25
25
20
25

17
24
20
15
24

Table 5.3: Match results on the Kimia 25 dataset.
(c) hands
(a) fish

(b) greebles

(d) airplanes

(e) rabbits

(f) tools

Figure 5.14: Final shape matching results on Kimia 25

5.6.5 Evaluation
The best matches from the individual components of the shape descriptor are
chosen to obtain the results shown in Figure 5.14. The results are compared to
other state of the art work for articulated shape matching in Table 5.3 where
numbers are available. For instance, the work in [88], unfortunately, does not
provide explicitly numbers for the shape matching experiments on Kimia 25.

5.7 Conclusion
A method for 2D shape matching for articulated shapes is presented in this
thesis. The eccentricity transform is applied, which is based on the measurement
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of maximal geodesic distances in a shape. A shape descriptor is proposed that
is composed of six components that characterize different features of the shape:
a normalized histogram of the eccentricity values, a histogram of the level set of
connected components, the normalized set of radii from the minimal eccentricity
centre, the local curvature pattern of the boundary of the shape with relation to
the eccentricity diameter, the relative distances from the eccentricity diameters
and the distribution of boundary of the shape in terms of extremities with respect
to the eccentricity diameter. This combined measure gives information about
the connectivity, compactness and structure of the image.
It is also shown that using 8-connectivity for establishing the adjacency graph
combined with Dijkstra’s shortest path algorithm serves as a good approximation
to the Fast Marching method for 2D images, under the assumption of uniform
sampling. Experimental results are provided to show that the method proposed
here provides results that are comparable to similar approaches on well known
image databases.

6 SUMMARY AND OUTLOOK
This thesis looks at three different levels of an image processing system based
on Marr’s definition. First, the mapping of one set of information to another
in an adequate and appropriate manner is investigated. Second, the algorithm
applied for this mapping process is defined. Third, the details of achieving this
on a physical system are investigated. Although, on a cognitive level it has been
observed before and since Marr that a general theory of perception cannot be
defined only based on these three levels, I apply these levels in my thesis as the
parts of a framework towards a complete system.
The contributions of this thesis on each of these levels are summarized below.

6.1 Contributions
With the work done on aspect graphs done in Chapter 3, the key goal was the
investigation of the possibility of applying this fairly theoretical concept to the
practical problem of video encoding. The idea was to use an aspect graph to
encode the structure of a multi-object scene using images from multiple view
points and to compress it into a compressible structure that can also produce
new views of the scene. To this end, a single object captured from multiple
angles was considered. Line drawings were first derived corresponding to the
various input angles. This was used as input to then produce a new line drawing
of another angle as output. Thus the first basic steps towards the process of
encoding were explored here.
The next step was the exploring the mapping of the shape of an object across
different angles and articulations. The work done in Chapter 5 was aimed at this.
A vast amount of research exists in terms of the mapping of known objects with
well-defined shape transformations, hence the work in this dissertation focussed
on shapes with no apriori information and with articulated transformations. The
eccentricity transform was applied to map the articulations. A shape descriptor
was derived based on the properties of the eccentricities of the shape and this
was successfully applied to 2D shape matching of binary shapes.
As a last step, intermediate view synthesis from stereo views of multiple object
scenes with depth information was investigated in Chapter 4. The original
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idea for this was derived from the requirement that autostereoscopic displays
require many parallel streams of data in order to generate 3D output. Using the
techniques explained here for interpolation, scenes composed in different ways
with varying amounts of available depth information can be used as input to
derive intermediate views.

6.2 Outlook
The work on aspect graphs can be extended in the following directions. First,
in place of line drawings, the actual object should be encoded - this entails
inclusion of information such as intensity, illumination and texture information.
The next step would be the inclusion of more than one object in the scene,
where then shadows and occlusions will also play a part. Research has been
done in terms of construction of Reeb graphs from 3D objects [99], this is an
interesting direction to follow for video encoding of multi-object scenes.
The eccentricity transform has been successfully applied to 3D shape matching
by Ion et al. [87]. The shape descriptor applied here can be extended to 3D.
Also it would be interesting to investigate if or how the eccentricity transform
can be applied in the context of multi-object scenes.
Autostereoscopic displays seem not to have captured the attention of mainstream consumers owing to the lack of 3D content and the added expense of
buying such displays. From a research point of view, more work needs to be
done in the direction of efficient encoding of dynamic stereo views.

Appendix A

STEREO VISION CONCEPTS
In the view synthesis algorithms proposed in this dissertation, the input stereo
images are assumed to be rectified. Here, a short introduction to the concept
behind rectification and stereo geometry are provided.

A.1 Perspective projection matrix
Consider the coordinate system (C, x, y, z) for the three-dimensional space and
(c, u, v) for the retinal plane for points M and m respectively. The relationship
between the image coordinates and the 3D space coordinates for a focal length
f is [100]:
f
u
v
= = ,
z
x
y

−

(A.1)

which can be linearly rewritten as:

  
U
−f
V  =  0
S
0

0
−f
0

 
 X
0 0  
Y
0 0 
Z 
1 0
T

(A.2)

where u = U/S and v = V /S if S 6= 0 and (X, Y, Z, T ) are the projective
coordinates of M. This can be rewritten in the form

m̃ = P̃ M̃

(A.3)
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A.2 Epipolar geometry
The epipolar geometry between two stereo views is essentially the geometry
of the intersection of the image planes with the pencil of planes having the
baseline as the axis [101]. Here, the baseline is the line joining the camera
centres. Given a point m in the first image and the corresponding point m0 in
the second image. The image points m and m0 , the point in space M and the
camera centres are coplanar in a plane π. The rays back-projected from m and
m0 intersect at M and these rays are coplanar in π.
The epipole is the point of intersection of the line joining the camera centres,
the baseline, with the image plane. It is the image of the camera center of one
view in the other view. The epipolar plane is the plane containing the baseline.
An epipolar line is defined as the intersection of the epipolar plane with the
image plane. An epipolar plane intersects the left and right image planes in
epipolar line and thus defines the correspondence between the lines.
The fundamental matrix is the algebraic representation of epipolar geometry.
The fundamental matrix F satisfies the condition that for any pair of corresponding points m ↔ m0 in two images
m0 Fm = 0.

(A.4)

The fundamental matrix is derived as following. For any point m0 , let l0 represent the epipolar line. The points m and m0 are both images of the 3D
point M lying on a plane. The set of all points mi in the first image and the
corresponding points m0i are projectively equivalent to the planar point set Mi .
This establishes a 2D homography Hπ mapping x0i to mi .
Given the point m0 , the epipolar line l0 passing through m0 and the epipole e0 ,
l0 = [e0 ]x Hπ m = Fm,

(A.5)

where F = [e0 ]x Hπ is the fundamental matrix. For a 3-vector e = (e1, e2, e3)T ,
the notation [e0 ]x represents the following 3 × 3 skew symmetric matrix:



0
−e3 e2
 e3
0
−e1 
−e2 e1
0
The matrix [e0 ]x is singular and e is its null-vector.

(A.6)

A.3. Rectification
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A.3 Rectification
The process of rectification is to ensure a simple epipolar geometry for a given
stereo pair [100]. Here, simple geometry refers to the epipoles being at infinity
and that the epipolar lines are parallel to the image rows. One way to achieve
this is to reproject the images onto a single plane R using the same optical
centers. The plane R is identical to two new retinal planes R10 and R20 . Given
a point mi , i = 1, 2 in the original retinal plane R1 , a new point m0i , i = 1, 2 is
constructed intersecting the line hCi , mi i with R.
The plane R must be parallel to the line hC1 , C2 i joining the optical centers.
The distance of the plane to the line hC1 , C2 i depends on the scale. The
orientation of the plane is chosen such that it minimizes the distortion of the
projected images, or can be chosen to be parallel to the line joining the retinal
planes hR1 , R2 i.
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