Multiscale Visualization and Scale-Adaptive Modification of DNA Nanostructures

Haichao Miao, Elisa De Llano, Johannes Sorger, Yasaman Ahmadi, Tadija Kekic, Tobias Isenberg, M. Eduard Gröller, Ivan Barišić, and Ivan Viola

Abstract—We present an approach to represent DNA nanostructures in varying forms of semantic abstraction, describe ways to smoothly transition between them, and thus create a continuous multiscale visualization and interaction space for applications in DNA nanotechnology. This new way of observing, interacting with, and creating DNA nanostructures enables domain experts to approach their work in any of the semantic abstraction levels, supporting both low-level manipulations and high-level visualization and modifications. Our approach allows them to deal with the increasingly complex DNA objects that they are designing, to improve their features, and to add novel functions in a way that no existing single-scale approach offers today. For this purpose we collaborated with DNA nanotechnology experts to design a set of ten semantic scales. These scales take the DNA’s chemical and structural behavior into account and depict it from atoms to the targeted architecture with increasing levels of abstraction. To create coherence between the discrete scales, we seamlessly transition between them in a well-defined manner. We use special encodings to allow experts to estimate the nanoscale object’s stability. We also add scale-adaptive interactions that facilitate the intuitive modification of complex structures at multiple scales. We demonstrate the applicability of our approach on an experimental use case. Moreover, feedback from our collaborating domain experts confirmed an increased time efficiency and certainty for analysis and modification tasks on complex DNA structures. Our method thus offers exciting new opportunities with promising applications in medicine and biotechnology.

Index Terms—Nano, nanotechnology, assembly, multiscale, abstraction, DNA, origami, scale-adaptive modification

1 INTRODUCTION

All organisms have their construction plan stored in the exceptional macromolecule DNA. While the data storage capability of DNA using the four bases Adenine (A), Cytosine (C), Thymine (T) and Guanine (G) is broadly recognized, other outstanding features are less known. For instance, DNA double-helix molecules are extremely stable: they have a length of several centimeters but a diameter of just two nanometers (nms). Due to its great chemical stability, DNA can even be recovered from fossils several hundreds of thousands of years old [37]. Moreover, DNA can also fold into chemically reactive 3D structures such as the horseradish peroxidase mimicking G-quadruplex, which is an important signal reporter in biotechnological applications [49]. These properties as well as its sequence-dependent self-assembly capability and modern automated DNA production facilities have led to DNA becoming a building material for complex 2D and 3D nanostructured objects.

The resulting potential applications in medicine and biotechnology have caused DNA nanotechnology research to progress rapidly. DNA vessels to transport and release drugs specifically at cancer cells, e.g., have been proposed [3, 16]. Andersen et al. [3] presented a DNA box with a controllable lid that can trap a cargo inside. Even significantly later on.

Manuscript received xx xxx. 201x; accepted xx xxx. 201x. Date of Publication xx xxx. 201x; date of current version xx xxx. 201x. For information on obtaining reprints of this article, please send e-mail to: reprints@ieee.org. Digital Object Identifier: xx.xxxx/TVCG.201x.xxxxxxxx

We address this problem with a new multiscale visualization that allows experts to deal with DNA nanostructure objects of increasing complexity, to observe, inspect, and manipulate them at the level best suited for a given task, and to connect the different levels with each other using a continuous semantic abstraction that distributes the complexity among the scales. This approach allows domain experts to break down the DNA building blocks of their nanostructures into different distinguishable parts and thus different descriptions at several levels. Beginning at the lowest level of the atoms with their bonds, our semantic abstraction gradually simplifies the depiction and allows the experts to deal with increasingly complex nanoscale objects and their intended behavior. Moreover, we describe interactions with our representation that are designed in such a way that they are interpreted similarly, regardless of the scale at which they are being used. We implement our approach using a custom data hierarchy for DNA nanostructures within SAMSON [35], an established tool for the adaptive modeling and simulation of nanosystems. In summary, we contribute

• a problem characterization of designing DNA nanostructures and analyzing the problem from the perspective of visualization,
• the enhancement of the nanostructure design process by reducing complexity through a continuous semantic abstraction of the DNA representation across many multiple scales,
• the integration of consecutive detailed and abstracted representations and the seamless, cohesive transition between them,
• scale-adaptive interactions that facilitate consistent manipulations of the nanoscale objects on multiple scales, and thus
• a general visual representation of DNA nanostructures that is able to depict the result according to different DNA design concepts.

2 DNA NANOSTRUCTURES

The creation of nanoscale architecture consists of two steps: (1) the object design on the computer and (2) work in the laboratory to experimentally test the design. Because it can take weeks to months to carry out the experiments and finally assemble the objects in vitro, the computational design is crucial in assessing whether the structure will self-assemble in vitro. Visualization thus plays an essential role in optimizing an efficient in silico design of these structures. Before discussing the related work on molecular visualization and the requirements for our new multiscale visualization, we review the domain background and terminology.
2.1 DNA

DNA (Deoxyribonucleic acid) is a macromolecule that consists of two single strands, paired and twisted around each other to form the characteristic double helix structure. The single-stranded DNA consists of smaller units called nucleotides or bases (A, G, C, T). A nucleotide is composed of a backbone and a side-chain. The backbone comprises a sugar with an attached nitrogenous base and a phosphate group. Nucleotides are connected via the phosphate group (5’ end) with the sugar of the next nucleotide (3’ end). Single-stranded DNA can bind to another strand via hydrogen bonds at their side-chains using base pair complementarity: T bonds with A and G bonds with C. A sequence of these nucleotides defines the specificity under which two single strands can be paired to create the double-stranded DNA, or duplex. Researchers in the field of DNA nanotechnology use these outstanding properties to manufacture custom shapes from synthetic DNA.

2.2 DNA Assembly Concepts

In 1982, Seeman [46] proposed to use the base pairing rules to bind parts of DNA strands together. Since then, DNA has become a building material for complex 2D and 3D nanoscale objects due to its sequence-dependent self-assembly capability and the establishment of modern automated DNA production facilities. In the last decade, three different design approaches were developed to create DNA nanostructures: DNA origami, wireframe, and DNA tiles. The general principle, however, is the same—they all are based on folding a DNA strand by making the parts of the sequence complementary to different strands. The specific DNA sequences thus have to be determined beforehand to facilitate the spontaneous assembly. The long strand is therefore often referred to as scaffold, while short strands are called helper or staple strands.

The most popular DNA nanostructure designs are based on a technique referred to as DNA origami [41]. It uses hundreds of 20–60 bases helper strands to fold a long DNA scaffold (approx. 7300 bases) into a condensed DNA object. High magnesium concentrations are required to facilitate the folding reaction and to stabilize the DNA origami nanostructures. The software caDNAno [14] supports the design of such objects [17]. In caDNAno, the user draws the schematic target structure in two orthogonal 2D interfaces. The rules of DNA origami are then embedded into the schematic representation. This process facilitates fast prototyping and provides the domain experts, in combination with external online resources such as Cando [28], information on the stability of the structure. Furthermore, the schematic approach of caDNAno always aligns the duplex in parallel in one of the 2D views, whereas the target structure is three-dimensional. This setup requires the user to mentally reconstruct the 3D shape, for example to understand design constraints. To address this problem, caDNAno also provides a 3D interface that depicts the duplexes of the target structure as tubes. Detailed information on its composition, however, are only available in the 2D schematic view. The schematic view, therefore, is appreciated by many researchers for its high flexibility. With progressively intricate designs of nanoscale objects, the schematic view becomes overloaded with many connections and is, therefore, increasingly difficult to read. In our work, we ensure that we can load caDNAno designs and then propose our multiscale visualization as a complementary approach to enhance the current workflow.

In contrast to DNA origami, the so-called wireframe design approach allows experts to create nanostructures that are stable at physiological concentrations, a characteristic that is important for potential in vivo applications. The wireframe structures also comprise a long scaffold and short helper strands but are less condensed and, thus, structurally more flexible. vHelix [8] and Daedalus [29] are the most popular tools to create these DNA objects. Daedalus uses an automatic approach [52] that takes a closed polyhedron as an input and produces the scaffold and staple strands in the atom representation as the result. This process, however, leaves the user with little control and only the high-level target geometry can be modified as an input. The other tool, vHelix [7], defines a pipeline for creating the target geometry using several scripts. vHelix allows the user to interact with the object on a nucleotide level such as breaking bonds or placing new nucleotides. In contrast to Daedalus, however, less symmetrical structures are created and the pipeline works only semi-automatically.

Both Daedalus and vHelix need to route the scaffold over all edges of a target geometry. This approach is equivalent to finding an Eulerian circuit in a graph whose nodes and edges are the vertices and edges of the target geometry. Moreover, this problem is NP-hard [18] and both tools handle this complexity differently. vHelix might introduce duplicated edges to ensure a solution to the problem and runs an efficient systematic search to find an optimal routing. Daedalus, in contrast, doubles all edges and introduces new vertices to produce a cycle graph where finding an Eulerian circuit is a trivial problem. After the routing is finished, both tools apply different stapling algorithms to complete the DNA nanostructure. The disadvantage of this method is that, once the Eulerian circuit has been calculated and we wish to introduce new edges, the whole computation has to be repeated. We see our proposed method as complementary to these design concepts as we facilitate intuitive manipulations on all levels of detail, which is difficult to achieve with the existing methods.

The third design approach is based on DNA tiles that form periodic and large DNA nanostructures such as tubes and sheets. A single tile comprises only a few short single strands and is, in general, designed by hand due to its low complexity.

2.3 Overall In-Silico Design

In all of the mentioned three concepts, the experts start by creating an abstract description of the targeted geometry—a high-level plan of the objects they want to create. They describe the overall shape by vertices, edges, and sizes—without much attention to DNA-specific structural behavior. Next, they route the scaffold strand to create the overall shape and then place staples along the scaffold to fixate the shape. This process creates crossovers at appropriate locations to join parts of the scaffold together. The sequence of a strand also determines the stability and structural behavior [36], both of which have to be considered carefully during the process. For example, the melting temperature is assessed by the experts using external tools to roughly understand the stability conditions of the structure [28]. With this assessment in place, the experts further optimize the structure’s stability. Finally, the atomistic details are of interest. Low-level modifications can be carried out on the atomic scale where the nucleotides are modified to add additional function, such as creating binding sites for specific molecules. When a design is finished, the experts return to high-level tasks such as connecting different architectures with each other.

All three design principles described above allow domain experts to create DNA nanostructures that can be assembled in vitro. However, they are all based on modeling the DNA from scratch, rather than on effectively modifying existing assemblies. As technology moves toward increasingly intricate structures with many levels of detail, better computational tools are needed to assist in the design process. Optimal tools would support an iterative design process in which experts examine the created structures at many levels of abstraction. This multiscale approach would allow them to assess the global shape and function as well as the mentioned smaller-scale and low-level properties.

The ability to inspect and modify the structure at many different levels of detail is thus essential for the whole process. High-level tasks are tedious to be carried out on a low-level representation, and vice versa. A multiscale approach would allow the experts to effectively assemble and test designs in silico, before testing them in vitro. For this purpose, we extend the assembly concepts described above with a multiscale visualization approach that supports the inspection and modification of DNA nanostructures in a scale-adaptive way.

3 Related Work

Visual models of biomolecular structures used for the depiction of DNA at atomic detail can be divided into atomistic models and into illustrative (visually abstracted) models [20]. Atomistic models directly depict the chemical bonds or the surface of a molecule. Such a realistic depiction is necessary if the atomic structure itself is essential for determining molecular properties. The bonds convey the chemical properties of a molecule and are most commonly represented by (ball
and) stick models. We use this representation in our Scale 2. Surface models, in contrast, depict the interface between a molecule and its environment. Kozlikova et al. [25, 26] and Alharbi et al. [2] gave a comprehensive overview of such atomistic representations.

In large-scale models like a complex DNA machinery, large numbers of atoms have to be displayed simultaneously. To facilitate the rendering of such complex scenes at interactive rates, many approaches use instance and proxy geometry/impostor rendering [6,31,32]. In addition, illustrative and abstract models are used to convey features that are not or hardly visible in realistic atomistic visual representations. Further, they allow for a sparse, occlusion reducing representation of the dense atomistic data. Especially in large molecule complexes like DNA strands, higher-level molecular properties such as the overall shape and the chemical stability are typically of more interest than the atomistic detail. With the introduction of a cartoon representation for molecules [40], other abstract illustrations emerged, such as ribbons to schematize the helix structure, or arrows to indicate the secondary structures of molecules [22, 53]. These visually abstracted representations are, specifically used for the visualization of DNA (and RNA) structures. The ladder-like double helix of the DNA is typically represented by a ribbon or tube for the phosphate-sugar backbone and by sticks or ellipsoids for the nucleotide bases. We use several such abstractions in the higher scales of our representation.

Ellipsoids [11] and beads/spheres are used as generic abstractions for coarse-grained representations of DNA structures. A related representation was chosen by Benson et al. [7], which relied on spheres and arrows to depict the nucleotides and their direction in the design of DNA wireframe structures. The authors colored the spheres to indicate their affiliation to the respective staple or scaffold strand. We extend this idea and separate the information encoded in the spheres into our Scales 3–4 (see Fig. 2). Coarse-grained abstractions, in general, significantly reduce the geometric and visual complexity while retaining the high-level shape of a structure [13, 48]. Many of the listed examples are supported as standard representations by a wide range of molecular visualization tools (VMD [23], PyMOL [44], Chimera [15], and Maestro [45]) that are also used by our partners. In contrast to the visually more abstract coarse-grained representations, Cipriano and Gleicher [10] simplified the form directly from the molecular surfaces to preserve significant shape features and use surface glyphs to visually encode additional properties. In another approach, Cipriano et al. [11] used multiscale shape descriptors for surface meshes to statistically characterize surface regions of varying size. Later, Cipriano et al. [12] proposed a web-based tool for the analysis of molecular surfaces. The underlying algorithm abstracts the natural bumpiness of molecular surfaces, while preserving large-scale structural features. Ertl et al. [19] combined isosurfaces of the ion density around molecules with streamlines that indicate ion direction and velocity to analyze the motion of ions around the DNA in a nanopore. In our case, the overall shape of the DNA structure and, consequently, of the double helix is of the highest importance. In Scale 3, we abstract the atoms that of individual nucleotides into spheres that correspond to a beads representation. Instead of using molecule shapes, we derive the visual properties of the various scales from the atom positions and the chemical properties.

Additional properties of molecular structures such as the base pair type, the hydrogen stability can be conveyed through the visual representation of the molecules [6] or can be conveyed by multiple linked views. Bernier et al. [9], for instance, used a combination of 1D plots, 2D sequence diagrams, and 3D visualizations for the visual analysis of RNA structures in ribosomes. We directly encode the information in the color of the abstracted representations.

Approaches that support multiple molecular representations have also been proposed by several authors. Bajaj et al. [6] revealed molecular properties by blending together several biochemically sensitive level of details of molecular representations. Guo et al. [21] transitioned between LOD representations based on view distance. Van der Zwan et al. [33, 51] seamlessly transformed the visualization of a molecule along three independent abstraction axes: the structural abstraction level, the visual stylization, and the support of spatial perception. Krone et al. [27] proposed a molecular surface extraction approach that can also be used for LoD renderings. The user can interactively adjust on a continuous scale the display of structural detail between atomic resolution and various levels of surface abstractions. We apply the same principle of seamless transitions between different representations of molecules. However, in our case the different visual scales are specifically designed to support certain tasks and we cover a large array of semantic styles. Asbury et al. [4] offered a visualization of the human genome at multiple scales with the GENOME tool. Similarly to our solution, each scale is intended to support a specific task. In GENOME, however, the different scales are displayed in separate windows while we provide a single interactive view.

4 Multiscale DNA Nanostructure Visualization

The overall goal with this work is to address the needs of our collaborators for a better visualization and interaction support for designing DNA nanostructures as outlined in Sect. 2. For this purpose, we started to closely cooperate with a team of domain scientists working on DNA-based molecular diagnostics and DNA nanotechnology. Their research interest focuses on the development of highly innovative detection technologies including the creation of a cell-drilling DNA robot [5].

We started with a planning period over several months that Munzner [34] would describe as the characterization of the domain. During this time, we had six meetings involving junior and senior researchers from the visualization and the DNA nanotechnology fields to brainstorm research challenges and to discuss multiple conceptual ideas to address these challenges. Our main problem here was to find the appropriate visual encoding for the DNA nanostructure design process. The resulting discussions of different forms of abstraction for the DNA led to the insight that no single visual encoding would suffice to depict the intricate structures, in particular if also taking the interactive modeling aspect into account. We thus began to integrate several semantically different representations into a multiscale visualization.

Subsequently, this paper’s first author (FA) joined the DNA nanotechnology group and spent 2.5 days per week for 3 months with them. Most closely involved in the discussions and the development of the concept were two domain experts, a female PhD student in physics and computational biology (C1, 30 years old) and the male Principal Investigator with a background in molecular biology (C2, 35 years old). In addition, a PhD student in chemistry (C3, female, 31 years old) focusing on DNA origami design and a PhD student in bioinformatics (C4, 28 years old, male) working on atomic details provided additional feedback throughout the development. C1 and C3 had a year of experience, and C4 had less than one year of experience working on DNA nanostructure modeling/design, while C2 had 10 years of experience in single-stranded DNA design. All of them are co-authors of this paper. Occasionally, also other group members were consulted.

The core team consisting of C1–4 and the FA further developed the concept and the integration of the visualization into the software used by the domain experts. The FA conducted a number of informal interviews about the domain experts’ workflow and interaction challenges. Based on this, the FA together with C1–4 developed, in multiple iterations, the concept of using several distinct semantic levels of abstraction of the DNA structures, occasionally discussing the concept with the remaining authors of the paper. The FA reported the progress in regular presentations to the three-domain technology group, where he gathered additional feedback to improve the concept. The implementation was carried out mainly by the FA and C1.

4.1 Overall Approach

With our multiscale visualization we do not aim to show different spatial scales (i.e., sizes) of the DNA macromolecules. Instead, we intend to display different semantic levels of abstraction. Each of these semantic levels is based on or inspired by traditional representations and fulfills a well-defined purpose by highlighting specific features of the structure. While some of these scales reduce the level of detail of the depicted structures, others adapt the visually encoded information. Moreover, we order the semantic abstractions and allow the experts to seamlessly transition between them (see Fig. 1)—inspired by the continuous transition between primary and secondary structures for
proteins from van der Zwan et al. [51]. In our approach, however, we not only explore a much higher number of abstraction stages and connect the molecular data to abstract, higher-level geometric structures (e.g., wireframe representations) but also designed a number of interaction techniques that can be applied in a scale-adaptive fashion. This means that the interactions can be applied in a similar way at a number of levels (lower part of Fig. 1) and the specific interpretation is then automatically adjusted to the given level. This combined approach is thus novel not only in the field of visualization but also, for the first time, allows the scientists to inspect important aspects of the structures such as chemical stability, overall shape, and potential connection sites to other structures in a way that would be difficult to assess in a single visual scale. In addition, the different scales offer different entry points for editing the structures as we will discuss later in Sect. 4.4.

In the following detailed discussion we demonstrate our visual encoding on a sample dataset of a cube-shaped wireframe structure (Fig. 2). The cube was generated by our partners using the method described by Veneziano et al. [52]. Although it is a simple geometric primitive, a cube can be used as a basis for creating more intricate structures, as demonstrated by Andersen et al. [3]. The edges are built by two parallel DNA duplexes with 31 base pairs (bps) each, the edge length is 10.5 nm, and the entire cube consists of 1608 nucleotides (nts), 32903 atoms, one scaffold strand, and 20 staples.

4.2 Ten Semantic Levels of Abstraction

We begin the description at the lowest levels of abstraction. Scales 0–2 thus depict the DNA structures at the highest level of detail available, i.e., at atomic resolution. The main purpose of these scales is to facilitate manipulations of nucleotides on an atomic level. Such edits of the atomic structure are typically localized to particular sites to change the function of specific nucleotides. It is important that atomic composition and local and global geometry are easily available to scientists in order to complete these tasks. With input from our partners, we thus created three different visual encodings of the atomic structures that highlight various aspects.

In Scale 0 we display the atoms and bonds in the licorice representation (Fig. 2(a)). The atom type is indicated by color. This common visualization is appreciated by our collaborators for its representation of the atomic bonds that hardly occlude the overall structure. Moreover, it allows them to efficiently spot the molecular geometry, e.g., the hexagonal and pentagonal shapes of the bases.

Scale 1 uses the sticks representation of the atoms and bonds (Fig. 2(b)). Here the bonds are thicker, i.e., the cylinders have a radius of 0.3 Å. This scale conveys the structure of the entire molecule better than Scale 0, especially if observed from a greater distance.

Scale 2 shows only the atoms as balls with a radius of 0.35 Å, without bonds (Fig. 2(c)), highlighting the different atoms of the DNA.

Next, in Scales 3 and 4 we represent each nucleotide as a sphere with a radius of 1.6 Å that we call nucleosphere. By reducing the visual clutter of Scales 0–2 we achieve a cleaner depiction of the overall geometric structure and a more direct representation of the chemical composition of the DNA strands. The color of each nucleosphere indicates one of the four bases (T: orange; A: green; G: yellow; C: pink). The connection of the backbone is depicted by cylinders between the spheres with radii 0.32 Å. This encoding allows the scientists to analyze the sequence of the DNA strands. Scale 3 and 4 differ from each other in the spatial encoding of the nucleotides, each encoding conveying a different aspect of the helix structure.

We newly developed the spatial encoding of nucleotides in Scale 3. Here we highlight the potential crossovers between helical DNA strands. These crossovers are exploited in DNA nanotechnology to connect a long strand at different locations. Because crossovers can only appear at locations where the strands come close (i.e., where the double helices turn towards each other), we encode their proximity (Fig. 2(d)). Existing crossovers are displayed by long gray connections between double helices. We position the spheres in this scale at the center of mass of the atoms in the sugar and the phosphor group, with the weight of each atom set to 1—this weight standardization is crucial for the depiction of the helix turns. Taking the actual atomic weight into account would result in an irregular pathway of the single strands.

The nucleosphere layout in Scale 4 more clearly shows the nucleotide pairs (Fig. 2(e)). We achieve this representation by setting the nucleosphere positions to the centers of the side-chains. The small turns of the double helices make it easy to observe the pathway of the single strand as well as of the duplex. In more densely packed scenes, this compressed spatial encoding also better conveys the strands that are part of the same duplex. Potential crossovers, however, are more difficult to spot. We deliberately omit the explicit depiction of connections between paired nucleotides to avoid an otherwise cluttered representation. Moreover, the pairing information can be read from spatial proximity alone, according to our collaborators.

In most DNA designs, a long scaffold strand is used as discussed in Sect. 2. While the location, length, and sequence of the staple strands can be adapted during the modification of DNA structures, the scaffold strand and its sequence remain constant. In Scale 5 we thus visually separate the scaffold strand from the staple strand (Fig. 2(f)) to allow the scientists to focus on the composition of the staples. We achieve the explicit visual separation by replacing the nucleosphere representation of Scale 4 with what is called the single-strand representation. The single strand is uniformly depicted as a gray tube of radius 1.6 Å.

In Scales 6 and 7 we display the scaffold and staple strands in the single-strand representation. We abandon the nucleosphere base information to allow the scientists to focus on the strands’ spatial composition. To visually separate the staple strands from the scaffold, we color them using a set of eight colors. We call this representation plating due to its resemblance to basket plating. Analogous to Scales 3 and 4, Scales 6 and 7 differ in their spatial strand layout.

In Scale 6, we route the single strands along the nucleobases (analogous to Scale 4). This representation clearly shows how the scaffold is approximating the geometric shape of the intended target structure.
(the cube in our example). Fig. 2(g) shows how the three edges come together at each vertex of the cube and demonstrates that the edges, at each high-level geometry vertex, are held together by one staple strand. Along the high-level edge, one staple holds two parts of the scaffold together, thus creating rigidity. The long straight edges of the staples at crossover locations are a result of this spatial encoding and do not contain any nucleotides, which would be revealed in a lower scale.

Scale 7, in contrast, depicts the strands along the backbone of the DNA (analogous to Scale 3) to indicate the locations of potential crossovers. While Scale 3 depicts the nucleotide details of the strands, it can be difficult to determine the specific strand to which a sequence of nucleotides actually belongs, especially in cluttered structures. The more abstract representation in Scale 7 clearly separates the individual staple strands from each other, enabling the user a stronger focus on potential crossovers between individual strands. In Fig. 2(h) the arrow indicates a potential crossover location of the scaffold.

In Scale 8 we merge the paired strands of a double helix into a single tube representing the duplex (Fig. 2(i)), placing it along the center of the two paired strands. This highly abstract representation of the double helix allows the scientist to focus on higher-level properties of the design that are otherwise difficult to see. In this scale, we highlight in red the non-paired regions at the vertices of the target structure. These regions are of particular interest because, in wireframe designs, staple strands that span over two adjacent edges are used. At these points, the DNA double helices have to bend and it has been shown that unpaired sequences such as those depicted in red can help bending (a sequence of Ts or polyT) [47]. The polyT region can also be observed in Scale 5, but Scale 8 more clearly shows that each vertex of the cube is modeled with three polyT regions. In addition, the target structure’s geometric shape as well as the crossovers and junctions between duplexes become clearer. The zoomed-in view in Fig. 2(i), for instance, shows that the cube edge has three crossovers.

Scale 9, finally, depicts the input geometry from the mesh-based DNA structure generation ([7,52]). It allows the scientists to verify how faithful the structure generation algorithm approximated their input design. The two parallel strands of Fig. 2(i) represent a single edge of the cube in Fig. 2(j). Angles between edges can be clearly inspected at this scale, an aspect that is of great importance to our partners. For example, it is suspected that certain angles have an adverse effect on the structure’s overall stability.

Together, the ten scales are the foundation of our visualization approach. Next we describe a number of specific representations for visualizing local properties, before focusing on the seamless interpolation of the scales and the interactions they facilitate.

4.3 Stability Assessment

One challenge in DNA nanotechnology is to create structures that are stable under many conditions. The melting temperature is a metric that is widely employed to analyze the stability of two-paired synthetic DNA strands. It is defined as the temperature at which 50% of the sample has denatured to single-stranded DNA and can be computed using a thermodynamical model [42]. Binding regions with a high melting temperature thus are more stable than those with a lower temperature.

The Gibbs free energy [42] is another stability metric. It is related to the melting temperature, is relevant in DNA structure design, and is important for our collaborators. For negative energies, the binding reaction is spontaneous and the duplex state is preferred over the single-stranded state. This means binding regions with negative energy are more stable than regions with a positive one.

We thus included both metrics in our visual encoding to allow the scientists to identify potentially unstable parts of the structure and to interactively optimize them with the operations introduced in Sect. 5. First, we define the binding regions for which the metrics are computed—i.e., those parts of the duplex that are not interrupted by an end or a junction. Then, we map both metrics to a color scale between red and blue and display them at each binding region directly on the scaffold strand to indicate the local stability (Fig. 3). Both metrics can be displayed at those scales where the scaffold is displayed as a single strand, i.e., in Scales 5–7. In Scale 5, the scientists can analyze the nucleotide sequence that is responsible for the stability. Complementary to this analysis, Scale 6 and 7 show the influence of the staple length and binding regions on these properties. We also allow the users to toggle the visibility of the staple strands when activating the depiction of either metric (Fig. 3).
4.4 Seamless Transitions Between Scales

Beyond the individual scale representations discussed so far, for being able to successfully interpret and effectively work with the semantic scales the scientists have to be able to mentally integrate the depicted information. We assist them in this task with a seamless transition between the scales, which supports mental integrations better than multiple linked views. In our case, the latter would require at least ten independent views, reducing the space available for each individual view. We thus co-register all scales with each other on the data level and then linearly interpolate between the corresponding positions, radii, and colors of the displayed visual elements. This interpolation allows the viewer to understand the relationship between the scales and interpret their composition correctly. Fig. 4 demonstrates the transition between the scales, showing the scales and the results of the interpolation halfway in-between each pair of consecutive scales.

The transitions between the atomic scales (Scales 0–2) are straightforward: the radii of the bonds and atoms are linearly interpolated. Next (Scales 2–3), we grow, relocate, and change the colors of the atoms until they merge into nucleotides. At the same time, we let a tube appear to represent the backbone and, later, the connection between the nucleospheres. As we transit from Scale 3 to Scale 4 we relocate the nucleospheres from their backbone positions to the newly developed side-chain arrangement. To move to the plaiting representation from here, we first grow the connecting backbone tube of the scaffold strand until it hides the nucleospheres (Scale 5), before doing the same for the staples (Scale 6). Next, we relocate the scaffold and staples back to their backbone positions (Scale 7). Then we relocate both and merge them into a single double helix representation depicted in blue (Scale 8). The final transition merges parallel double duplexes into single edges of the target geometry (Scale 9), in particular to allow the scientists to understand the scaffold routing along the edges of the target structure. This transition avoids Schlegel diagrams to project the geometry from 3D to 2D for demonstrating the scaffold routing as done in previous work [7, 52]. In practice, scientists can precisely and intuitively transit between the ten scales using a slider or by direct scale entry and thus relate neighboring scales to each other.

5 Scale-Adaptive DNA Modification

In addition to having a visualization that allows the scientists to view, explore, and understand the different abstraction levels, an essential goal of our work is to enable them to make modifications to their designs. Such operations are crucial for increasing a structure’s chemical and structural stability as well as for the assembly of individual structures into more complex architectures or even robots. These interactions, however, are not independent from the multiscale visualization, but have to be applied to a specific or a range of semantic abstraction levels, depending on the given task. Therefore, we created scale-adaptive modifications of the DNA structure at all scales where individual strands are visible. With scale adaptive we refer to the execution of each operation so that it is adapted to the semantic granularity, i.e., the visual level of abstraction of each scale. The same operation can thus be carried out on atoms, nucleotides, or single strands, but with an impact that is consistent across all scales. Visual elements can be selected across all scales for this purpose. In Fig. 5, for instance, the selection is carried out directly in Scale 4 by simply clicking on a nucleosphere—in contrast to individually selecting all scattered atoms/bonds of a nucleotide.

Below we first describe three basic operations that we currently support. Then, we discuss how these operations are applied in three specific tasks that are essential for the modification of DNA nanostructures.

5.1 Basic Scale-Adaptive Operations

All of our modifications are single-strand operations, which are widely employed in DNA manipulation. They can be carried out on the atomic scales (0–2), the nucleotide scales (3–5), and the single-strand scales (5–7). It does not make sense, however, to carry out single-strand operations on Scales 8–9, as they are visual encodings of higher-level abstractions, such as duplexes and edges. Nevertheless, the results of the operations are visible on all scales. To facilitate the manipulations, we allow the scientists to select visualization elements based on the depicted scale. On the atomic and nucleotide scales, individual atoms, nucleotides, or the bonds between them can be selected. On single-strand scales, a specific position on the strand can be selected which, internally, corresponds to a specific nucleotide within the strand.

Strand Breaking: This operation breaks the DNA backbone by removing the bond between the P and O 3’ end atom in the 3’ end direction, splitting one strand into two. Experts use this modification to cut strands, to shorten them, or to prepare them for crossovers. Depending on the scale, users can break a bond directly between specific atoms (Scales 0–2), between specific nucleotides (Scales 3–5), or between specific locations on a DNA strand (Scales 6–7). On the nucleotide and single-strand scales, we thus remove the bond that corresponds to the 3’ end direction of a selected nucleotide. On the atomic scales, scientists specify the specific atom at a bond location between nucleotides or the bond itself that they want to remove. We propagate the effect of this operation to every scale as shown in Fig. 1 and Fig. 5.

Strand Concatenating: This operation is inverse to strand breaking and is also shown in Fig. 5. Two strands can be merged if their 3’ and 5’ nucleotide ends are direct neighbors. Analogous to strand breaking, for Scales 3–7 we add the bond that corresponds to the 3’ end direction of a selected nucleotide. In Scale 0–2, the scientists have again full control and can select the specific atoms to create a new bond. With such strand concatenating operations scientists can create crossovers and merge several short strands into a single longer one.

Strand Connecting: In contrast to strand concatenation, strand connecting joins two single strands by adding a user-specified sequence of nucleotides (Fig. 6). Scientists use this operation to make a longer connection between two strands. The number of nucleotides that are necessary to bridge the gap between disconnected strand ends can be manually adjusted and is estimated. We divide the length between the two selected ends by the approximate radius of a nucleotide. Our collaborators estimate this radius to be 0.35 nm in analogy to B-DNA structural properties, even though we are manipulating single-stranded DNA. We then ask the user to specify the desired nucleotide sequence (see dialog in Fig. 9(b)). We place this sequence on a straight line between the previously selected nucleotides. We intentionally do not pair the newly created single strand with a complementary strand. Therefore, it does not have the characteristic helix shape. Moreover, the number of nucleotides in the sequence considerably influences the conformation of atoms. The atom placement can thus only be accurately calculated by a molecular dynamics simulation, which is outside the scope of this work. In contrast to the other elementary operations, the strand connecting operation also does not make sense for Scales 1 and 2 because it would be too tedious.

5.2 Applications in DNA Structure Modeling

The scale-adaptive basic operations are illustrated with three higher-level operations, frequently carried out by our collaborators for DNA structure modeling.

Strand Merging: Short strands have a negative impact on the struc-
Fig. 5: Breaking & concatenating single strands, in multiple scales. After changes are done in one scale, we propagate the effects to other scales. Breaking a single strand does not break the double strand, thus Scales 8 and 9 are not visually affected.

Molecular Dynamics Simulations

Fig. 6: Strand connection with a user-specified sequence. Here, atomic scales are out of scope because the atom and bond conformation is subject to molecular dynamics simulations. The higher-level representations in Scales 8 and 9 are also out of scope.

Fig. 7: Strand Merging. The green and violet staple strands are to be merged. First the crossover is removed by breaking the strand. The strand ends are then concatenated. Views in other scales are included manually for demonstration purposes.

Fig. 8: Creating crossovers using scale-adaptive operations: (a) at a potential scaffold crossover location (arrow), the scaffold is broken, (b) first the right strand then (c) the left strand; (d) the newly created ends are concatenated.

Fig. 9: Prolonging staples with a user-specified input sequence.

Crossover Removal & Creation: The strand merging operation just discussed was demonstrated for the important operation of removing a crossover. In addition to this crossover removal, DNA nanostructure design often requires the opposite operation: creating a crossover. Scientists thus start by inspecting the structures for potential crossover locations, which our Scales 3 and 7 support best. If the double helices are aligned in parallel, these locations appear every 10.5 base-pairs at one full helix turn. For example, Fig. 8(a) shows a potential crossover in the scaffold strand (gray), indicated by an arrow. Again using strand breaking, scientists interrupt the previously continuous scaffold (Fig. 8(b) and (c)). Then they re-connect the loose ends using strand concatenating operations to establish the crossover (Fig. 8(d)).

Strand Prolongation: Beyond the local operations, it is sometimes also necessary to add completely new strands. These are either new pillars to increase the rigidity within a DNA structure or binding sites for other molecules that can add new functional behavior to an existing structure. For both tasks, scientists can now use the strand connecting operation we provide. The example in Fig. 9 demonstrates this operation by adding a diagonal to the cube. First, the scientists select two strand ends (arrows at green and red staples in Fig. 9(a)) and then enter the new nucleotide sequence from the 5’ to 3’ direction (Fig. 9(b)) based on the estimated length (20.5 nm) and suggested number of 60 nucleotides. Our strand connecting operation then adds the new strand (Fig. 9(c)), which can also be inspected in other scales (Fig. 9(d) shows Scale 4).

6 IMPLEMENTATION AND PERFORMANCE

We implemented our concept within a nanostructure design suite, which our partners are developing, based on the established SAMSON [35] platform for fast prototyping in computational nanoscience. The im-
7 Experimental Results and Validation

Our approach applies to structures from different concepts and we make, e.g., no difference between DNA origami or wireframe structures. First, we discussed the feedback on two different designs of a cage received from focus group discussions with our collaborators. Next, we present a case study that demonstrates how different components can be connected with each other, to create a higher order of nanoscale devices. We show the realization using our approach, compare it to the existing approach, and report a tremendous increase in time efficiency.

7.1 Focus Group Discussions

The cage shown in Fig. 10(a)–(c) is a DNA origami structure with an estimated height of 16 nm. We loaded the structure into our system and demonstrated it to C3, the creator of this object. The familiarity with the data allowed her to make a direct comparison to the existing tools she was used to. In contrast to tools such as caDNAno, she immediately appreciated the ability to analyze the structure in 3D. In contrast to the limited 3D views, existing in some established tools, where one “cannot see much,” she particularly appreciated our novel way to show all important details depending on the chosen semantic scale. She noted that the multiscale concept allows her an “all-in-one” solution for the design of structures with modified behavior that would require scientists with different specializations. While the design of the static nanostructure could be done by her using Scales 3–7, another scientist (e.g., C4) can work on the same dataset and modify the atomic details available in the Scales 0–2. The multiscale concept thus provides them with a collaboration possibility that did not exist before. Furthermore, Scale 4 was appreciated for its “straightforward” representation of the single strands and their sequences. Before, this information could only be obtained by combining two views. Although C3 appreciated the color coding of the nucleotides, she would have preferred an optional labeling, especially while still unfamiliar with the software. In Scale 5, she could clearly see and understand the sequence of staples along the paired scaffold due to the 3D depiction. For her work, she stated, Scales 6 and 7 are the most useful ones as they allow her to inspect the staple placements. A limitation of our approach for DNA origami structures is, however, that we cannot display all scales: the duplex representation of Scale 8, which is computed as the center of two paired bases, is not available in the data and Scale 9 is missing because DNA origami structures have no underlying geometry definition.

When asked about modifications, she saw no need to change this structure because the design was already mature. She stated, however, that the abstractions and visual encodings are “simple” and easy to understand—a prerequisite for efficient modifications. C3 also asked to see the computational predictions of the solution shape, but such a representation would require an advanced finite-element analysis, which is beyond the scope of this work. Furthermore, C3 suggested to create an untwisted and parallel representation of two paired single strands, a feature which we plan to add in the future. Overall, C3 highly appreciated our visualizations and asked us to integrate them with her current tools to enhance the nanostructure design workflow.

In a second focus group, we discussed the wireframe cage shown in Fig. 10(d)–(f), created using the approach by Veneziano et al. [52]. This object is larger and more complex than the cube we used as an example throughout the paper. Our partners’ current approach for modifying such structures is to interact on the atomic level to connect staple strands or to change the input to the entirely automatic pipeline. Considering the large number of atoms and bonds, this is a very tedious process that, according to our partners, was up to now only possible in this way. Moreover, any change to the input polyhedron has a global effect in the current approach, resulting in the scaffold being rerouted and the staples being replaced. With our approach, we allow the scientists to modify the structure at all scales, always with local effects. C1 stated that she is very satisfied with this possibility—it allows her to inspect the structure in a “high-level” visualization that goes beyond atomistic representations. C1 is working on the development of DNA algorithms for wireframes, and she mentioned that our visualizations assist her a lot in the process. In general, the edges and vertices of the targeted architecture can be much easier recognized in Scales 3–8 than with atomic details. The routing of the scaffold strand along the edges is an important task, as described in Sect. 2, and can be inspected in Scales 5 and 6. The placement of staples completes the wireframe design. According to the C1, our Scales 6–7 were often used to inspect the placed staples. Finally, the transitions from Scale 9 to 0 allows her to comprehend the link between the input data and the resulting DNA wireframe design. No conventional tool provides this interaction, which drastically simplifies the design process.

7.2 Case Study

To better understand the practical application of our tool, we created a case study for connecting two individually designed components. The concept of such connections is illustrated in Fig. 11(a) where a nanotube is connected to a longer rod. With existing tools this is a difficult task. Based on the structures modeled in caDNAno, scientists have to identify the correct strands that are candidates for prolongation/connection in a simple 3D viewer. Then, both components cannot be spatially aligned in caDNAno for the connection—the scientists have to mentally integrate both parts and their individual schematic representations. Next, they have to consider the lengths and distances, without being able to estimate these values from the dimensionless schematics. All these aspects make it difficult to decide on the strands to connect and on the lengths of the needed extensions. According to C3, such a task takes several weeks with the existing tools. Moreover, the scientists have to rely on their experience to be confident that the created structure will assemble in vitro, making the existing approach temporally and financially expensive and inefficient.

In the case study, we asked C3 to carry out exactly the same task using our system. She started by loading the two datasets to create the multiscale visualizations, which allowed her to quickly inspect
The series of semantic abstractions starts at established atom/bond representations via secondary and tertiary structures. These are then connected seamlessly to the different domain of high-level geometric shapes, which are the building blocks in nanotechnology. Moreover, with the scale-adaptive manipulations we are the first to discuss and solve fundamental interaction issues in abstract visualizations in which the user freely controls the abstraction level.

With our approach we have demonstrated an application of illustrative visualization concepts to a practical domain with realistic datasets (e.g., 264,005 non-hydrogen atoms in Fig. 10(a)) and use cases from the DNA nanotechnology field. We grounded our work by first analyzing the domain and its needs (i.e., a UWP approach [24, 30]) and then by working embedded in the team of our collaborating domain scientists. Throughout the work, we asked for direct feedback and, after completing our new system, discussed its applicability to solve their relevant tasks (VDAR evaluation [24, 30]). With this analysis we showed the applicability of the overall visualization and interaction design, and also demonstrated a drastic increase in time efficiency. The implementation is integrated into the software suite used in DNA nanotechnology and will soon be released as open source. At the time of writing, the collaborators are in the first stages of integrating our system into their work practices and have already completed the first experiments based on it, as documented in Fig. 11(e).

Of course, our approach is not without limitations. The multiscale concept only lays the foundation for basic operations to allow domain scientists to solve essential tasks. In this ongoing project we will continue to work on novel scale-adaptive operations for multiple scales to create advanced multi-component complexes. Multiple levels of semantic abstractions, for example, may leave us with an extreme number of primitives to display in high-detail scales. Currently we are limited to datasets that have less than half a million of atoms. Larger assemblies can no longer be rendered at high-enough refresh rates. We are exploring the use of view-dependent abstraction techniques [31, 38, 39] to later also be able to process datasets with millions of atoms, which is already possible in some DNA nanostructures. Applying our approach to other domains is limited by requiring a sequence of abstraction stages that can be meaningfully interpolated.

The field of nanotechnology is starting to utilize the outcome from decades of research in computational geometry and graph drawing. The adopted algorithms are just the tip of the iceberg of all the opportunities for scientific crosspollination between nanotechnology and computer science algorithms. For example, while we are performing modeling directly in 3D, a 2D modeling is certainly needed when focusing on a certain detail. 2D views eliminate many ambiguities and orientational issues associated with 3D. As a next step we will investigate techniques for structural local flattening of nanostructures for interactive computer aided design.

We see that currently we are dealing with modeling a structure, modeling a function will likely involve the generation of hybrid molecules, partially constructed from nucleotides and partially from aminoacids. Such models will require more complex abstraction schemes, but they will also require understanding the functional components.

Currently we are building the most elementary structural components. Soon there will be larger collections of nanomodels available, forming the screws-and-bolts of the nanoscale. On a long term, we envision to build and support a digital warehouse with nanocomponents. Designing nanostructures will be similar to producing macroscopic man-made artifacts such as cars and furniture: more complex objects are a composition of pre-made simpler objects.

**Acknowledgments**

This project has received funding from the European Unions Horizon 2020 research and innovation programme under grant agreement No 686647. This work was also partially funded under the ILLUSTRARE grant by FWF (I 2953-N31), ANR (ANR-16-C91-0011-01), and the WWTF (VRG11-010). The TEM samples were prepared / data was recorded at the EM Facility of the Vienna Biocenter Core Facilities GmbH (VBCF), Austria.


