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Kurzfassung 

 

Einer der Ansätze, um die Tiefe von realen Objekten oder Szenen zu rekonstruieren, besteht 

darin, Stereokameras zu verwenden, um sie im Bild- oder Videoformat aufzuzeichnen und mit 

Hilfe von Stereokorrespondenzalgorithmen die Disparität zwischen den Ansichten der 

aufgenommenen Szene zu schätzen. Aufgrund von Fehlern in der Disparitätsbestimmung 

können Oberflächen-Rekonstruktionsalgorithmen häufig keine genauen geometrischen 

Darstellungen liefern. Beim Rekonstruieren von 3D-Modellen aus 2D-plus-depth Videos kann 

außerdem ein Flackern zwischen Frames auftreten. Nachbearbeitungstechniken können 

verwendet werden, um Inkonsistenzen zu beseitigen, Rauschen zu unterdrücken und 

fehlerhaft bestimmte Disparitäten zu korrigieren. 

 

Diese Arbeit beschäftigt sich mit der Entwicklung und Auswertung von automatischen und 

benutzerunterstützten Nachbearbeitungstechniken zur Korrektur von 2D-plus-depth Videos. 

Diese Videos werden von mehreren Stereokameras aus unterschiedlichen Blickrichtungen 

aufgenommen. Ein interaktiver RGBD Algorithmus für die Videosegmentierung, der auf einer 

effizienten Kosten-Volumen-Filterung basiert, wird verwendet, um lokale Korrekturen 

durchzuführen und Objekte für 3D-animierte Rekonstruktionen zu extrahieren. Darüber hinaus 

sind state-of-the-art Filter implementiert, um Oberflächen zu glätten und Flimmern zu 

reduzieren. Schließlich werden die Techniken in ein grafisches Tool mit interaktiver 

Visualisierung von 2D-plus-depth Inhalten integriert. 

 

Die Ergebnisse zeigen, dass die benutzergestützte Segmentierung die Extraktion von präzisen 

Masken und die Korrektur von inkonsistenten Disparitäten ermöglicht. Zusätzlich erweisen sich 

kantenerhaltende räumlich-zeitliche Filter wie der gewichtete Median Filter oder Guided Filter 

als Schlüsselkomponenten der Nachbearbeitung. Räumlich-zeitliche Filter glätten nicht nur 

Oberflächen, sondern verbessern auch die Konsistenz von Segmentierungsmasken. 

Schließlich ermöglicht das Hinzufügen eines interaktiven Visualisierungstools ein besseres 

Verständnis der Nachbearbeitungstechniken und anderer Elemente der Pipeline, wie zum 

Beispiel  der Kalibrierung und des zugrunde liegenden Stereokorrespondenzalgorithmus. 

Schlagwörter: 2D-plus-depth Videonachbearbeitung, räumlich-zeitliche Filterung, 

Disparitätskarten, Multi-view Stereorekonstruktion, interaktive Videosegmentierung 

 



 

 

 

Abstract 

 

One of the approaches to reconstruct the depth of real-world objects or scenes consists of 

using stereo cameras to record them in image or video format, and estimate the disparity 

between views of the captured scene with the aid of stereo correspondence algorithms. Due 

to disparity mismatches during the correspondence estimation, surface reconstruction 

algorithms can fail to generate accurate geometric representations. Additionally, when 

reconstructing 3D models from 2D-plus-depth video, flickering between frames might occur. 

Post-processing techniques can be used to remove inconsistencies, suppress noise, and 

correct erroneously labeled disparities. 

 

This thesis addresses the development and evaluation of automatic and user-supported post-

processing techniques for correction of 2D-plus-depth videos. Multiple stereo cameras capture 

the videos from different viewing directions. An interactive RGBD segmentation algorithm 

based on efficient cost-volume filtering is used to guide local corrections and extract objects of 

interest for 3D animated reconstructions. Additionally, state-of-the-art filters are implemented 

to smooth surfaces and reduce temporal flicker. Finally, the techniques are integrated into a 

tool with interactive visualizations of 2D-plus-depth content. 

 

Results show that user-assisted segmentation enables the extraction of precise masks, 

allowing the correction of wrongly labeled disparities. Additionally, spatio-temporal edge-

preserving filters such as the weighted median filter and guided filter prove to be key 

components of post-processing. Spatio-temporal filters not only smooth surfaces but also 

improve the consistency of segmentation masks as well. Finally, the addition of an interactive 

visualization tool enables a better understanding of the post-processing techniques and other 

elements of the pipeline such as the calibration and the underlying stereo correspondence 

algorithm. 

Keywords: 2D-plus-depth video post-processing, spatio-temporal filtering, disparity maps, 

multi-view stereo reconstruction, interactive video segmentation 
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Chapter 1: Introduction 
 

 Motivation  
 

Reconstruction of three-dimensional (3D) surfaces from two-dimensional (2D) content is a 

longstanding computer vision and computer graphic problem that has been addressed by 

researchers for over 30 years now.  

 

It has applications in a wide range of fields, including: 

 The entertainment industry, not only for the fast generation of assets for video games 

but special effects in movies as well. 

 3D reconstruction from images is widely applied for scientific visualizations, more 

specifically, for medicine. It can be used to model a variety of organs and prosthesis. 

 Robot navigation where access to expensive sensing hardware is not a possibility. 

With the increasing quality and declining price of digital cameras, they provide the 

means for robots to understand the surrounding world. 

 Cultural heritage for the preservation of historic sites, as city centers are subject to 

many cycles of construction, damage, and repair. 

 Urban planning relies on accurate urban reconstruction for plans in the context of a 

continually evolving environment. This information is also used to build a virtual world 

for simulations for civil protection and disaster management. 

 Reconstruction also plays a role in CAD modeling, making the task less time 

consuming and less error-prone than building a model from scratch. 

 The increasing trend of immersive virtual and augmented reality applications has 

accelerated the need for fastly generated and dynamic reconstructions. 

 

With these concepts in mind, it is clear that the 3D reconstructions must be as geometrically 

similar to the real object as possible. This task can be particularly challenging when working 

with multi-view reconstructions of dynamic scenes. 

 

 Problem statement 
 

Passive image-based surface reconstruction methods have been a particular source of 

interest, not only because they are inherently non-reliant on expensive hardware but due to 

to the steady increase of accuracy of their reconstruction capabilities [1]. The goal of image-

based algorithms is to estimate the 3D shape of an object or scene under several 

assumptions, such as viewing angles, material or lighting conditions. Said assumptions are 

not always known beforehand, and even when they are, there can be multiple combinations 
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of viewing angles, lighting conditions or captured material that can explain a specific 3D 

shape from 2D content [2].  

 

One of the most successful strategies regarding robustness and applications have been 

using stereo correspondence as a cue. Camera parameters are a pre-requisite in the 

particular case of stereo based methods. Different applications may use different pipelines, 

but they usually follow a similar pattern: 

 Use camera calibration methods to obtain camera parameters. 

 Record 2D content, such as images or video. 

 Use two or more images to estimate disparity and generate disparity maps. 

 Project the points into a 3D coordinate system using camera parameters and 

disparity maps, obtaining a point cloud for each camera. 

 Apply filters to refine and resample the point clouds. 

 Apply additional rigid transformations to register point clouds if necessary. 

 Generate 3D models. 

 

 

Figure 1: Summarized stereo reconstruction pipeline. Figure from [3]. 

Stereo correspondence refers to the task of locating a subset of points in one image which 

corresponds to the same points in another image of the same scene, captured from different 

viewing angles. When the correspondence problem extends to more than two images, the 

method is referred to as multi-view stereo instead.  

 

Under certain conditions, the horizontal difference between said corresponding points, 

referred as disparity in the literature, can be related to the 3D depth of the captured scene 

through the following formula [4]: 

𝑍 =
𝑓. 𝑏

𝑑
(1) 

where 𝑓 represents the focal length in pixels, 𝑏 the baseline in milimeters, the 𝑑 the disparity 

in pixels, and 𝑍 the distance to the 3D point along the camera axis in milimeters. As shown 

in Equation 1, camera parameters are necessary to reproject the points back into 3D space. 

Following this concept, it is clear that to be able to obtain accurate 3D representations not 

only accurate camera calibration is required but also precise disparity values. 
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This task is even more difficult when multiple cameras are added, as correspondences 

estimation might differ from one stereo pair to another. Calibration gets more complicated 

as well, as now the different projections have to be consistent with each other in 3D space, 

requiring additional registration. When the problem is extrapolated to video the scale of the 

complexity increases even further, as flickering from one frame to the other might appear. 

 

A wide variety of artifacts can appear during multi-view surface reconstruction as shown in 

Figure 2: 

 

 

Figure 2: Illustration of the different artifacts that might appear during surface reconstruction. Figure 

from [5]. 

Several automatic 2D and 3D post-processing algorithms have been proposed to solve these 

issues at different moments of the pipeline. An algorithmic approach to solve this problem is 

to utilize temporal edge-preserving smoothing filters that remove noise while preserving 

shape structure across time. The usefulness of such methods is usually limited to cases 

where the overall shape is correct, and a little amount of error needs to be corrected. Extreme 

cases of noise might require specific points to be removed. Removal of inaccurate points is 

not a perfect solution as holes are created on the surface when a significant number of points 

are removed, degrading the quality of the reconstruction. 

 

Even though it is a natural task for human vision to estimate correspondences [6], it is hard 

for computers to find precise correspondences for certain types of surfaces or scene 

configurations. Considering the human capacity to understand depth it is possible to repair 

specific areas of the reconstruction where automatic methods fail. Since such a task is 

usually expensive and time-consuming, a compromise between automatic and computer-

aided methods is desirable.  
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 Aim of the thesis 
 
The goal of this thesis is to firstly review the different existing post-processing techniques on 

multi-view 2D-plus-depth video, giving insights on how the problem is usually solved, and 

then implement state of the art post-processing techniques while providing new tools and 

improvements that can further increase reconstruction quality.   

 

Improving the accuracy of the depth reconstruction is a primary goal while keeping in mind 

that temporal consistency is a crucial component of video content. Said improvement should 

also take into account multiple cameras, validating consistency across the different 

perspective projections of each camera.  

 

As the quality of the scene might differ from one part of the scene to the other, the user might 

be interested in repairing specific parts. Another objective of the user might be to extract just 

a part of the scene for reconstruction. This task is particularly complex as objects are not 

usually entirely seen by a single camera, thus requiring multi-view segmentation. 

 

With these objectives in mind, this thesis aims to provide a complete package through an 

interactive tool that not only performs these tasks but gives new insights into the different 

algorithms and parts of the pipeline. This goal is reached through different interactive 

visualizations that show relevant information to the user at a pleasant frame rate. 

 

Finally, all the implemented algorithms will be interconnected to evaluate how their 

combination affects the creation of a 3D model from the post-processed scenes. 

 

 Structure of the thesis  
 

The rest of the thesis is structured as follows: 

 

Chapter 2 starts by introducing automatic state-of-the-art post-processing techniques. The 

techniques covered include point cloud denoising and resampling (relying mostly on 3D 

geometric information), image based methods (relying mostly on photometric information), 

multi-view consistency filters (combining both approaches), and a brief overview of 

segmentation based inpainting techniques. Then, user-assisted techniques used to correct 

depth of a particular part of the scene will be presented. Finally, current commercial software 

related to 2D-plus-depth video post-processing and their weaknesses and strengths are 

assessed.  
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Chapter 3 lays down the fundamental concepts to understand the stereo correspondence 

problem, and the contributions presented in this thesis: RGBD cost-volume filtering based 

video segmentation, and an interactive tool. 

 

Chapter 4 covers the contributions of this thesis to 2D-plus-depth video post-processing: the 

creation of a user-assisted correction tool, an interactive segmentation algorithm for 2D-plus-

depth video, and finally, disparity corrections to reduce noise and flicker. 

 

Chapter 5 evaluates said contributions both quantitatively and qualitatively, measuring the 

quality of the proposed algorithms for 2D-plus-depth video post-processing. 

 

Chapter 6 summarizes the covered topics and opens new scientific questions to answer in 

possible future work. 

 

 Summary 
 

The current chapter explained the reasons why surface reconstruction is widely applied in 

several fields and stated the artifacts that might appear as a consequence of an imprecise 

reconstruction. 

 

The fundamental problems are incorrect disparity assignment, multi-view inconsistency, and 

inter-frame flickering. The key solutions are an interactive 3D and 2D visualization tool that 

integrates different types of temporal filters with a segmentation RGBD algorithm to perform 

local corrections. 

 

Finally, the goals of the thesis were laid down in detail, and the topics each chapter will cover 

were described.  
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Chapter 2: State-of-the-art: 2D-plus-depth video 
post-processing 
 

 Automatic post-processing algorithms 
 

In this section, different algorithms that improve the quality of the reconstruction with as little 

human intervention as possible will be reviewed. Four different kinds of post-processing 

algorithms, which are usually used sequentially, are reviewed: 

 Algorithms that denoise the reconstructed point clouds, taking into account the 

geometric information of multiple views. 

 Spatio-temporal image-based algorithms that smooth the disparity maps. 

 Algorithms that validate consistency between views, removing invalid points. 

 Inpaint algorithms that fill in holes left by filtering algorithms.   

 

2.1.1 Point cloud filters 

 

In the current section, filters that are applied directly to the set of perspective projections will 

be presented. A part of the relevant state-of-the-art review done in [7] is presented, as the 

authors provide a quantitative evaluation of current methods. Eight different methods that 

have been widely adopted and cited will be analyzed. The methods reviewed are statistical 

outlier removal, voxel grid filter, normal-based bilateral filter, moving least squares, locally 

optimal projection, weighted locally optimal projection and edge-aware resampling. 

 

Reconstructed point clouds usually have outliers due to mismatches or as a consequence 

of the post-processing filters. [8] present a statistical outlier removal technique based on 

statistical analysis of the density of input points. This technique only takes into consideration 

the geometry of the cloud. The sparse outlier removal algorithm computes the mean 𝜇 and 

standard deviation 𝜎 of neighbor distances, removing the points that lie outside                              

𝜇 ±  𝛼𝜎 where 𝛼 is an user-assigned parameter. The value of 𝜇 depends on the size of the 

neighborhood. The effect of this algorithm is shown in Figure 3. Point Cloud Library 

implements it out of the box. 

 

The voxel grid filter works by first defining the size of the voxels on a point cloud. Then, for 

every voxel, a point is chosen to approximate all the points inside said voxel. Usually, the 

centroid of the voxel is used as the approximation. The first approach is more accurate than 

the second one, but even then both of them lead to geometric information loss. Point Cloud 

Library has an efficient implementation of this filter. 
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Figure 3: Raw scan is shown in the left image, while the right one shows the denoised cloud using 

statistical outlier removal. Figure from [8]. 

Considering point clouds inevitably contains some noise due to disparity mislabelling, many 

surface reconstruction algorithms contain some form of shape smoothing to adapt to the 

varying quality of the points clouds. One of them is the widely spread bilateral filter [9], which 

is known for its edge-preserving capabilities and can be adapted to point clouds. In this 

version of the bilateral filter normals can be used along spatial information as shown in 

Equation 2: 

 

𝜔 =  𝑓(𝑑(𝑝, 𝑞)) × 𝑔 (𝑐(𝑛𝑝, 𝑛𝑞)) (2) 

 

where function 𝑓 and 𝑔 are Gaussian functions with 𝑑 and 𝑐 as parameters. Function 𝑑(𝑝, 𝑞) 

returns the distance between the point 𝑝 and its neighbor 𝑞. Function 𝑐(𝑛𝑝, 𝑛𝑞) returns the 

relation between normals at 𝑝 and 𝑞. One of the possible 𝑐 functions can be the inner product 

of the normals 〈𝑛𝑝, 𝑛𝑞〉 [10]. Another implementation uses spatial location and intensity in the 

weight of the original filter: 

 

𝑤𝑓 = 𝑒𝑥𝑝 (−
(𝑖 − 𝑥)2 +  (𝑗 − 𝑦)2

2𝜎𝑓
2 ) (3) 

 

𝑤𝑔 = 𝑒𝑥𝑝 (−
(𝐼(𝑖, 𝑗) +  𝐼(𝑥, 𝑦))2

2𝜎𝑔
2 ) (4) 

 

where (𝑖, 𝑗) is the center of the filtering window, (𝑥, 𝑦) a position in the neighborghbourhood 

of (𝑖, 𝑗) and 𝐼(𝑖, 𝑗) is the color intensity at (𝑖, 𝑗). 𝜎𝑓 and 𝜎𝑔 are the weights of the respective 

Gaussian functions. 
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A set of algorithms use projection-based methods such as moving least square to resample 

the input point cloud into a more uniform and potentially smoother point cloud by projecting 

points into locally fitted shape represented by a low degree polynomial as presented in the 

work of [11]. Finding the reference plane is a non-linear optimization process, which is 

computationally expensive. The other drawback is that since moving least squares is a low-

pass filter, it can over-smooth surfaces. 

 

In [12] the authors introduced a parametrization-free projection operator known as locally 

optimal projection. The logic behind this filter is to iteratively project a subset of the input 

point cloud onto the point cloud with the intent of reducing noise. The drawback of this 

algorithm is that if the input point cloud is non-uniformly distributed, projections using this 

operator are non-uniform as well, which can cause shape feature deterioration. A 

comparison of the result of moving least squares algorithm and locally optimal projection can 

be seen in Figure 4.  

 

 

Figure 4: Left: noisy point cloud. Middle: smoothed with moving least squares method. Right: locally 

optimal projection. Figure from [12]. 

The technique was extended by [13] to deal with a high amount of non-uniform distribution 

of points and sharp features, which was the most significant drawback the algorithm had. 

The technique works by adding a locally adaptive density weight to every point in the locally 

optimal projection. The proposed filter is known as weighted locally optimal projection. A 

similar approach is taken by [14] where they suggest using an adaptive moving-least-square 

implicit surface definition which also allows non-uniformity and is sensitive to local feature 

size. Nonetheless, [14] can only lever a small amount of noise. 

 

An extension of [13] was the edge-aware resampling filter [15] in which the points are 

resampled away from the edges so that reliable normals can be calculated at the points, and 

then progressively resample the point cloud to fill the holes between the edges and the rest 

of the surface. This approach allows sharp preservation of features.  

 

Table 1 shows a comparison of the filters characteristics based on three categories: noise 

removal, feature preservation, and outlier removal. Qualitative results are compared in 

Figure 5. Quantitative results of timing and error obtained by [7] are shown in Table 2. Both 

evaluations are performed on the Sofa scene shown in Figure 5, which consists of a point 
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cloud with 48,668 points with added Gaussian noise. The 𝐷𝑚𝑒𝑎𝑛 metric measures the 

average distance from the resulting points to the corresponding ground truth points. The 

results show that the edge-aware resampling method gives the best results at the expense 

of large runtimes.  

 

 

Figure 5: Different filters on the Sofa scene. (a) noisy cloud. (b) voxel grid filter. (c) normal bilateral 

filter. (d) moving least squares. (e) weighted locally optimal projection. (f) edge aware resampling. 

Figure from [7]. 

 

Filter name Noise removal 
Feature 

preservation 
Outliers removal 

Statistical outlier 

removal [8] 
  

Voxel grid filter   

Normal based 

bilateral filter [10] 
  

Moving least 

squares [11] 

Local optimal 

operator [12] 

Weighted local 

optimal operator 

[13] 

Edge-aware 

resampling [15] 

Table 1: A qualitative comparison of the widely adopted and implemented algorithms 
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Filter name 𝑫𝒎𝒆𝒂𝒏 Time (ms) 

Voxel grid filter 0.174 222 

Normal based 

bilateral filter [10] 
0.169 14,836 

Moving least 

squares [11] 
0.167 15,863 

Weighted local 

optimal operator 

[13] 

0.087 24,923 

Edge-aware 

resampling [15] 
0.087 98,276 

Table 2: Quantitative results of the filtering algorithms on the Sofa dataset (48,668 points). Content 

of table from [7]. 

On a completely different approach, [16] introduce a technique that converts the point cloud 

into a graph structure, and then use signal processing over said graph. Convex optimization 

methods are used to denoise the graph signal. Figure 6 shows the result of said denoising. 

The authors suggest an extension for time series of point clouds by exploiting temporal 

distance in addition to spatial distance with the goal of enforcing smoothness in time. Said 

scheme can work by connecting the vertices of the graph to its 𝑘 nearest neighbors in the 

previous and following frames. 

 

 

Figure 6: Left: Original noisy cloud with 1 million points. Right: After graph based denoising using 

total variation constraint. Figure from [16]. 

 

2.1.2 Image-based filters 

 

Stereo correspondence can sometimes mislabel disparities leaving artifacts near objects 

edges, causing an unpleasant flickering effect when seen in a video. Additionally, when using 

local stereo methods and a small support window noise can appear within objects. In these 

cases, it is helpful to apply filters to smooth out the errors and correct the edges. 
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In [17], a brief review of the state-of-the-art methods for disparity refinement is presented. 

First, the bilateral filter [9] is introduced as it has inspired a family of edge-preserving filters.  

 

The bilateral filter is a smoothing filter that works by calculating a weighted average of its 

neighboring pixels. The main difference with other types of Gaussian filters is that the 

bilateral filter preserves edges. For this reason, it has been widely used to denoise images 

and video footage. The idea behind the bilateral filter is that two pixels are close to each 

other not only if they are nearby spatially but also if the pair of pixels has similar photometric 

information [18]: 

 

𝐵𝐹(𝐼𝑝) =  
1

𝑊𝑝
∑ 𝐺𝜎𝑠

(‖𝑝 − 𝑞‖) 𝐺𝜎𝑟
(‖𝐼𝑝 − 𝐼𝑞‖) 𝐼𝑝

𝑞 ∈ 𝑆

(5) 

 

where 𝑊𝑝 is the normalization factor: 

 

𝑊𝑝 =  ∑ 𝐺𝜎𝑠
(‖𝑝 − 𝑞‖) 𝐺𝜎𝑟

(‖𝐼𝑝 − 𝐼𝑞‖)

𝑞 ∈ 𝑆

(6) 

 

Equation 5 is the normalized weighted average where 𝐺𝜎𝑠
 is a spatial Gaussian that reduces 

the effect of pixels with distant location, and  𝐺𝜎𝑟
 is a range Gaussian that reduces the effect 

of pixels with intensities differing from 𝐼𝑝, which effectively helps preserve edges. 

 

Parameters 𝜎𝑠 and 𝜎𝑟 control the amount of smoothing performed. When 𝜎𝑟 increases, the 

bilateral filter becomes closer to a Gaussian blur. When the parameter 𝜎𝑠  increases, the 

filter smooths larger features. 

 

A modified version, the joint bilateral filter was proposed in [19]. The modification takes the 

weight of a guiding image instead of the input image. This approach is useful when the edge 

information of the input image is not sharp enough. The guided filter proposed in [20] is 

derived from a local linear model, and the output of the filter depends on a guidance image 

too. The guided filter outperforms the joint bilateral filter regarding efficiency and even quality 

for some cases. This filter will be explained in detail in Section 3.3. 

 

An extension to the guided filter has been presented in [21], where the authors propose to 

speed up the original filter from 𝑂(𝑁) to 𝑂(𝑁/𝑠2) where 𝑠 is a subsampling rate and 𝑁 the 

number of pixels in the image. The proposed algorithm can achieve a speed up of up to ten 

times in some applications. The basic idea behind the modification is to subsample the input 

image and the guidance image, and then compute the linear coefficients used by the guided 
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filter using the subsampled images. Once this operation has finished the coefficients are 

upsampled and adopted for the guidance image.  

 

In [22] another method is presented for smoothing, the cross-trilateral median filter. This filter 

is an extension of the joint bilateral filter, but instead of using the weighted average, the 

weighted median is used. 

 

The problem with filters based on a guidance image is that they may cause halo effects when 

used to enhance disparity maps. The reason is that there may be outliers present when 

calculating the weighted average for each window. These outliers can appear because the 

guidance image is very different to the filtered image. In such a case, the edges of the images 

might be misaligned, causing two or more groups of disparity values to weigh high, causing 

blur artifacts. This artifact often happens for disparity maps created with scribble based 2D-

to-3D conversion methods [23]. The halo effect can be observed in Figure 7. 

 

 

Figure 7: Left: Input RGB image. Middle: User scribbled disparity map. (c) Disparity map filtered with 

guided filtering, showing the halo effect due to edge misalignment between (a) and (b). Figure from 

[17]. 

Temporal inconsistency can be an issue for disparity maps when smoothed in a frame by 

frame basis, showing a flickering effect. One standard approach to solving the temporal 

inconsistency problem is to add a smoothing constraint along the temporal domain during 

the disparity estimation stage.  

 

2.1.3 Multi-view consistency 

 

Since each camera sees the scene from different angles, some parts of the scene might be 

reconstructed differently. As a consequence noise and outliers can appear in the 

reconstruction. Large-scale multi-view stereo correspondence methods usually refine the 

reconstructed disparity maps during disparity estimation stage, eliminating inconsistencies 

across views. 

 

For example, [24] propose to decompose a collection of photos into clusters of images that 

can be processed separately and then merge individual reconstructions. In this section, only 
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the filtering performed on said clusters will be discussed. Their merging algorithm 

incorporates a filter based on eliminating low-quality input views. The other contribution of 

[24] is the enforcement of global visibility between cameras, which in turn reduces noise from 

the resulting point cloud and improves the reconstruction quality. A diagram of both filters is 

shown in Figure 8.  

 

Figure 8: The large-scale multi-view cluster based filters proposed by [24]. Figure from [24]. 

When it comes to the quality filter, a region of the surface might be reconstructed in different 

ways by different clusters due to overlaps. Thus the quality of the final reconstruction might 

also differ. That is why cluster choices are essential when merging them. Clusters with 

cameras closer to the surface produce reconstructions that are more dense and accurate, 

while distant clusters produce sparse and noisy points. In a few words, points are removed 

from a cluster if they produce sparse point clouds. 

 

The second filter, the visibility filter, accounts for visibility over the entire reconstruction. It 

enforces inter-cluster visibility by counting, for each reconstructed point, the number of 

conflicts with reconstructions from other clusters. The point is removed if it reaches a 

threshold of conflicts. There is a conflict between point 𝑃 and a disparity map when the point 

is closer to the camera than the conflicting disparity map by a small margin. For a point to 

be counted as conflicting the point’s accuracy metric needs to be less than half the value 

stored in the conflicting disparity map. The accuracy metric is a function of the baseline and 

points sampling rate (Equation in the appendix of [24]). 

 

This filtering process is repeated iteratively until the individual clusters reach a certain quality 

and visibility threshold. It is important to note that this filtering scheme is only useful at a 

large-scale where there are lots of redundant views of varying qualities. The other 

contribution made by the authors is an out-of-core and parallelizable multi-view approach to 

stereo. 
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Another consistency filter that also focuses on large-scale multi-view stereo is the one 

suggested by [25]. To remove noise, they only keep points with a consistent depth value 

across image pairs. Said consistency is measured by reprojecting the point onto other 

images and computing the metric: 

 

휀𝑖,𝑗(𝑋) =  
|𝑑(𝑋, 𝑖) − 𝑑𝑚𝑎𝑝 𝑖,𝑗(𝑋)|

𝑑𝑚𝑎𝑝 𝑖,𝑗(𝑋)
(7) 

 

where 𝑑(𝑋, 𝑖) is the depth of the point 𝑋 with respect to camera 𝑖 and 𝑑𝑚𝑎𝑝 𝑖,𝑗(𝑋) is the depth 

value computed at the projection of 𝑋 in image 𝑖 using the image pair (𝑖, 𝑗). Afterward, a point 

is kept only if this consistency is small enough for at least 𝐶 disparity maps. This approach 

naturally subsumes the left-to-right and right-to-left check of [26].   

 

Like in [24] the authors also propose a quality filter but based on different geometric factors. 

These factors are the baseline of the stereo pair, the focal length of the camera, and the 

distance to the camera center. The first factor, the baseline, affects the precision of the point 

since large baselines usually lead to more imprecise disparity estimations. The other two 

factors provide information about how close the camera is to the scene, thus leading to more 

textured and dense views. These three factors are evaluated quantitatively by the following 

metric: 

 

𝑞(𝑋) =  
𝑓 . 𝑏

‖𝑋 − 𝐶‖
(8) 

 

where 𝑓 is the camera focal length, 𝑏 the baseline, and ‖𝑋 − 𝐶‖ the distance to the camera 

center. Said quality metric is then used to cluster points and retain points from clusters with 

the highest quality. This metric can also be useful to know when more images are needed 

in certain areas of the reconstruction.  

 

The implementation of said consistency computation is performed by projecting the point 

cloud and then validating the points against disparity maps. Since verifying every point 

against every disparity map would be extremely expensive (the datasets usually contain 

millions of points), points are only validated against the closest ten images whose camera 

parameters look into the point whose consistency is being verified.  

 

The reprojection error of Equation 7 determines the error made between two disparity maps 

from different image pairs. Points are to be kept if the value is within a user-determined 

threshold of the reprojection error for at least C different disparity maps. The threshold is 

defined according to the discretization error of the disparity estimation step for all the pixels 
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of the point cloud. How the authors estimate disparity is out of the scope of this work and the 

reader is encouraged to read the original paper. 

 

Because the disparity maps vary in quality, they use the metric of Equation 8, retaining only 

the points with the highest value, meaning the points with the best precision. For this, the 

authors build an octree, and inside the octree, voxels keep the points with the highest value 

of the quality metric. In conclusion, points of low quality are removed unless there are no 

other reliable points. Additionally, the same octree is used by the authors to render the point 

clouds efficiently. An example of such rendering can be seen in Figure 9. 

 

 

Figure 9: Laussane Cathedral reconstruction. Reconstruction by [25] in 419 minutes from 1302 21-

megapixel images and contains 148.2 million points. Figure from [25]. 

[27] propose an algorithm where they remove noise and outliers at the same time by using 

the input images and corresponding disparity maps. In the proposed algorithm, pixels are 

removed if they are geometrically inconsistent (using a similar approach to [25]) and 

photometrically inconsistent with the colored surface implied by the input disparity maps. 

The addition of a photometric check improves results significantly, especially compared to 

[24] and [25] that only rely on geometric cues. The algorithm is highly parallelizable, but as 

a limitation, it requires a high number of input disparity maps with little regularization. The 

details of the algorithm will be discussed in Section 4.4.2. The effect this consistency 

algorithm on the construction of a mesh can be observed in Figure 10. 

 

 

            (a)                         (b)                         (c)                         (d)                         (e)              

Figure 10: Multi-view image based denoising algorithm of [27]. (a) one of the many input images. (b) 

dense point cloud generated by algorithms such as [24], without any 3D post-processing. (c) 

reconstructed mesh using [28]. (d) point cloud filtered using [27]. (e) reconstructed mesh using the 

same algorithm as in (c). 
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A qualitative comparison of the noise removal quality of [24], [25] and [27] can be found in 

Table 3. Additionally, the capacity to create clusters is compared, as this is a critical 

component of large-scale multi-view stereo. 

 

Filter name Noise removal Cluster-based 
Photometric 

information 

Furukawa et al. [24]  

Tola et al. [25]  

Wolff et al. [27]    

Table 3: Comparison of different multi-view image based consistency algorithms. 

[29] present the use of graph-cut optimization to multi-view stereo in the context of global 

optimization techniques. They define an occlusion-robust photo-consistency metric, which 

uses a voting scheme that treats pixels from occluded cameras as outliers. 

 

On a similar note, [30] introduce an energy minimization scheme to multi-view stereo 

reconstruction, suggesting the use of a continuous convex relaxation scheme. They also use 

a photo-consistency metric inspired by the work of by [29] but adding additional confidence 

values distinguishing points lying inside or outside the surface. 

 

Optimization based techniques of [29] and [30] rely on global optimization techniques, and 

as a consequence have long runtimes. Such runtimes make them unsuitable for interactive 

post-processing times. 

 

2.1.4 Inpainting algorithms 

 

As a consequence of the filtering process, holes might appear in the disparity maps. This 

filtering might be a necessary step due to the presence of outliers or noise. It is possible to 

fill in this missing data with correct disparity values. Inpainting algorithms are especially 

crucial for a 3DTV systems where new views are generated. Such a use case is not in the 

scope of this work, nonetheless filling holes can improve the quality of the 3D reconstruction. 

 

In [31] the correction of disparity maps discontinuities is studied, as they are the area where 

disparity estimations errors are most frequent for local stereo methods. The proposed 

method relies on color models to detect potential areas of uncertainty and afterward a region 

growing technique is used to inpaint said areas. The technique can be used in a frame-by-
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frame manner to correct shapes edges of the 2D-plus-depth video. The algorithm has four 

parts which are explained ahead. 

 

First, segment the frame using general merging algorithm using only color information, and 

merge the segmentation with the result of another segmentation using the disparity values. 

Afterward, boundaries are detected using a Sobel filter. The result of the Sobel filter is used 

to compute a disparity map gradient which is then thresholded against a minimum value. 

Using morphological dilation, said boundaries are grown to indicate areas of uncertainty. 

Then the regions of uncertainty are merged with the segments of the first step using a region 

fitting approach, generating holes in the segmentation. Finally, the holes are filled using a 

region growing approach with the disparity information of nearby segments. The completed 

pipeline is shown in Figure 11. 

 

 

Figure 11: Region growing based correction pipeline. (a) color based segmentation. (b) disparity 

based segmentation. (c) merge of (a) and (b). (d) edge detection using Sobel filter that has been 

morphologically dilated. (e) region fitting of (d) into (c). (f) the generated holes are filled using a 

region growing approach with the disparity information of nearby segments. (g) corrected disparity 

map. (h) new edges. Figure from [31]. 

The authors conclude that this approach can be useful to recover edges from coarsely 

estimated or highly compressed disparity maps. Qualitative results presented show that it is 

possible to partially recover edges from highly compressed disparity maps. 

 

In [32], the widely used fast-marching method based inpainting [33] is extended to depth 

maps by adding a color constraint to the inpainting process, using a guidance RGB image. 

The photometric constraint is based on the assumption that nearby pixels with similar colors 

are more likely to have similar disparity values. To account for the similarity in disparity, a 

color term is incorporated to the weighting function to increase the influence of similarly 

colored pixels in the neighborhood: 
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𝑤𝑐𝑜𝑙𝑜𝑟(𝑝, 𝑞) = exp (−
‖𝐼(𝑞) − 𝐼(𝑝)‖2

2𝜎𝑐
2 ) (9) 

 

In Equation 9, 𝑝 is the pixel being inpainted and 𝑞 a point in the neighborhood of 𝑞. 𝐼(𝑥) 

represents the color intensity and 𝜎𝑐 is used to modify the contribution of this term.  

 

In a similar line, in [34] a depth inpainting method also guided by the color neighborhood 

assumption is proposed. In this case, it is incorporated into an energy function that is later 

minimized. The smoothness term of the energy function also enforces depth planes during 

the inpainting process.  

 

Finally, in [35], an inpainting method constrained by a semantic segmentation method [36] 

is proposed. In [35] a set of possible completion cases are formulated according to the 

labeling results. Color is used to account for similarity like in [32]. Highly competitive results 

are achieved while maintaining algorithmic performance. Results are shown in Figure 12 

using the Middlebury dataset [37]. 

 

 

Figure 12: (A) holes in the groundtruth depth. (B) using linear interpolation. (C) inpainting using [33]. 

(D) inpainting using [35]. Figure from [35]. 

 

 Interactive post-processing algorithms 
 

In this section, two different techniques to correct disparity maps using human intervention 

are reviewed. The first algorithm reviewed is interactive cost volume editing, where the user 

guides the stereo correspondence. The second one presents a framework for 2D-to-3D 

conversion for monoscopic content. 

 

Both approaches rely on accurate selections of the areas to be corrected. Said selection is 

particularly challenging when dealing with video, as segmentation models might have a hard 

time tracking occlusions and fast movement. On the other hand, since manually segmenting 

or rotoscoping every single frame would be labor intensive, it is necessary to find alternatives 

that make the task faster and require as little corrections as possible. 
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2.2.1 Cost-volume editing 

 
This interactive technique [38] proposes correction through an edition of the cost-volume for 

local stereo correspondence methods [39]. This method loops between cost-volume 

correction and stereo correspondence calculation instead of making corrections on the 

resulting disparity map. 

 

The authors propose a pipeline based on the refinement of the label cost-volume. For the 

cost-volume filtering, the framework proposed by [39] is used. The framework consists of 

three steps: construction of a cost-volume, efficient cost-volume spatio-temporal filtering and 

finally a winner-takes-all label selection. This simple framework will be explained in detail in 

Section 3.2.  

 

The corrections are made interactively, working directly over the cost-volume. The authors 

propose the use of a responsive and intuitive user-interface to manipulate point clouds while 

giving meaningful snapping cues during correction. Said interaction is helpful when it comes 

to correcting standard errors in the stereo footage. 

 

One of the standard errors is occlusion, which can cause ambiguous correspondences. 

Occlusions tend to happen near the edges of the scene where only either the right or left 

camera can see the area. Occlusions can be solved with human interaction as it can provide 

disparity information on non-visible areas where automatic methods fail. The other standard 

error is ill-textured regions, where most stereo correspondence algorithms fail due to reliance 

on color to detect matches. Incorrect matching can happen for a variety of reasons, including 

sensor error, noise, specularities, translucent objects, and more. Uniformly colored areas 

are also not solvable for most stereo methods, requiring human interaction to solve this 

problem. 

 

Integrating human scene understanding with as little interaction a possible is a challenging 

task. A conventional approach called stamping can be used to convert 2D monoscopic 

content to 3D. Said approach is based on segmenting areas of interest and assigning 

disparity values to the whole segmented mask, leading to projections with cardboard like 

appearance. 

 

The proposed technique also relies on segmentation, but it does not assign a single disparity 

to the segments. Instead, it assigns a range of possible disparity values on the selected cost 

blocks, which is a bounding box that restricts possible values. The user can shift the block 

along the z-axis until the estimation fits the most acceptable values. For every change in the 

cost block, the cost-volume based stereo correspondence algorithm runs again using the 

edited cost-volume, giving feedback in real-time. It is possible to widen the extent of the cost 
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block in the z-axis to fit the objects correctly, as well as increment the number of disparity 

values used during cost-volume filtering, which increases the accuracy but takes longer to 

reprocess the cost-volume. Figure 13 shows the process of refining disparity continuously, 

until the user is satisfied. 

 

 

Figure 13: Correcting the breakdance scene from Microsoft 3D Video dataset. The figure shows 

how consecutive corrections improve the disparity estimation on the wall. Figure from [38]. 

This approach merely reduces the effect of incorrect cost computation by narrowing the set 

of available disparity values for a cost-block as mentioned in [38]. The reason for this is that 

the search window now has a lower probability of selecting high-cost values. In conclusion, 

the user interaction merely cuts redundant blocks from the cost-volume, rather than refining 

the matching procedure.  

 

The proposed method only works on a frame by frame basis, limiting its use in video content. 

Even if it were extended to video using spatio-temporal segmentation, changes in depth over 

time would still be an issue. Another alternative would be to repair a keyframe and then use 

disparity propagation [23], but this approach has shown to carry error over time. One more 

issue with this method is that when working directly with depth, it can be hard to make precise 

corrections, as a significant amount of noise can be present in the point clouds. In this case, 

it might be a better idea to work directly on 2D space. Finally, when the user-guided approach 

comes to a limit (due to the reliance on the stereo correspondence algorithm), it might be a 

good alternative to switch to other post-processing techniques. 

 

2.2.2 Semi-automatic 2D-to-3D via scribbles 

 

Since correcting the disparity maps manually would be time-consuming, it is desirable to 

simplify the disparity assignment process. For this, it is possible to include user input, in the 

form of scribbles, to segment and assigns correct disparity values to objects of interest. In 
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[40], the authors explore two different alternatives for user supported disparity propagation 

by scribbles. 

 

One of them is to use a joint approach where they segment and propagate depth at the same 

time. In this manner, different disparity values are allowed within segments while respecting 

shapes edges at segments borders. In following steps, disparities are interpolated within 

segments over time, with an additional filter-based refinement that enforces disparity edges 

to be consistent with color edges over time. This refinement not only repairs edges but 

enforces temporal consistency of the video frames. This joint approach to disparity 

propagation has shown to reduce typical over-smoothing that occurs in semi-automatic 2D-

to-3D conversion. The pipeline for this approach is shown in Figure 14. 

 

 

Figure 14: Joint segmentation and disparity propagation based on user guiding scribbles. Figure 

from [40]. 

The second approach relies on cost-volume filtering. Like in the first approach, the user 

draws scribbles with relative depth cues. Afterward, the algorithm segments the video in a 

temporal-consistent way, enforcing depth value for the underlying segments according to 

the user scribbles. Results from this process can be observed in Figure 15. 

 

Said segmentation works by forming a global color model based on histograms, and then 

building cost volumes for every frame. Said cost-volumes contains the probability of a pixel 

having a specific disparity value. In the following steps said cost volumes are aggregated to 

smooth disparity changes over time while preserving edges and reducing flicker. As the last 

step, a winner-takes-all approach is taken, where the disparity with the lowest cost is chosen. 

While simple in nature, the cost-volume filtering based approach has a big problem, which 

is it over-reliance on color models to build disparity probabilities. This issue is noticeable in 

the sensitivity to illumination effects and ambiguously colored scenes. 
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Figure 15: Results of semi-automatic 2D-to-3D convertion via efficient cost-volume filtering. Figure 

from [40]. 

The contribution of [40] is the combination of segmentation with disparity assignment in a 

temporal consistent manner. As shown in the cost-volume based interactive segmentation 

technique in [41], local editing of individual parts can be used to correct preliminary 

segmentation results in a spatio-temporal coherent manner, which can be expanded to post-

processing of disparity maps. 

 

 Existing tools 
 

When it comes to preparing point clouds for reconstruction Cloud Compare and MeshLab 

are widely adopted open source tools. 

 

CloudCompare[42] is a point cloud processing software. It was initially designed to perform 

a comparison between points clouds or between a point cloud and a triangular mesh. It relies 

on an octree structure that is highly optimized for this particular use-case. It was also meant 

to deal with large point clouds. Nowadays it has been extended to support point cloud 

automatic/interactive registration, segmentation, rigid transformation, generating meshes 

from point clouds, and visualization of point clouds in a variety of ways. It has a variety of 

plugins, among them integration with Point Cloud Library and 2D video generation. It has no 

support for state-of-the-art filtering algorithms. 

 

MeshLab [43], on the other hand, is better suited for tasks related to repairing point clouds, 

as it includes several state-of-the-art selection methods which make cleaning and repairing 

topological errors much more comfortable. With these tools, it is possible to isolate and 

remove unwanted parts of the point clouds. It also has implementations of several 

reconstruction algorithms, ranging from volumetric methods, such as marching cubes, to 

implicit surfaces methods, like Poisson surface reconstruction [28]. 
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MeshLab also provides tools for measuring and analyzing point clouds, obtaining geometric 

information like Euclidean distance, curvature, geodesic distance, and local point density. 

Finally, it provides several tools for simplification and refinement of point clouds, reducing 

geometric complexity, while preserving shape. It does not support the processing of 

animated point clouds. 

 

Finally, there is a set of proprietary software oriented to work with laser data and 

photogrammetry such as Pointools [44] by Bentley, which works with standard point cloud 

data formats. They support precise registration, point cloud clean up, consistency validation 

and a broad range of reconstructions methods for cross sections, meshes, contours, and 

volumes. 

 

When it comes to repairing disparity maps, YUVSoft [45] 2D-to-3D suite is the standard in 

the industry with a focus on 3D movies. This tool supports an automatic filter based 

conversion of monoscopic 2D video to 3D video. Among its features is a repairing tool and 

other manual segmentation based tools that allow depth correction and propagation to other 

frames. It does not offer advanced tools for point cloud filtering, or calibrated multi-camera 

setups, which are necessary to reconstruct surfaces. 

 

 Summary 
 
In this chapter, a brief comparison of point clouds filtering algorithms was presented. Said 

filters not only smooth the surface but can also remove outliers, and in some cases resample 

the point clouds. Resampling of point clouds helps to fill the holes that are generated by 

filters that only remove points or by insufficient disparity information. 

 

Then, image-based smoothing was reviewed, where it was shown that a family of filters 

inspired by the bilateral filter could be used to smooth surfaces and partially correct disparity 

mismatches. 

 

When it comes to multi-view reconstructions, it is clear that an algorithm that deals with 

inconsistencies is necessary as images might vary in quality not only due to the sensors 

used but to the scene captured. In this way, noise and outliers can be detected and removed, 

improving the quality of the reconstruction.  

 

As it was previously stated, due to the removal of noise and outliers, holes can appear in the 

disparity maps. Filling these holes improves the quality of the reconstruction and ensures 

that all the points of the RGB images are used. For this reason, several inpainting algorithms 

are presented, showing how local color data can be used to fill missing disparity information. 

 



 

24 

 

Afterward, techniques involving human interaction were explained, showing that human 

interaction can repair disparity in places where automatic methods fail. It was also shown 

that these techniques usually rely on segmentation to correct specific parts of the scene. 

 

Finally, state-of-the-art tools were presented, showing that many of the features that are 

necessary to post-process 2D-plus-depth video are not present in a single software. 
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Chapter 3: Stereo principles and post-processing 
tool fundamentals 
 

 Stereo reconstruction 
 

In this section, the principles behind stereo correspondence will be laid out. The goal is to 

understand the source of the errors that are being corrected during post-processing. 

 
In stereo correspondence, the goal is to find matching pixels between two or more images 

that observe the scene from different perspectives and, using camera parameters as 

additional information, estimate the depth of the pixels in the image [4]. With this depth 

information, it is possible to make a 3D reconstruction of the scene. This model was built 

using human vision as a guideline, as it is known that humans perceive depth based on 

differences between left and right eyes [6]. 

 

When both cameras look straight ahead, displaced only horizontally, the difference in 

horizontal displacement is inversely proportional to the distance from a point to the camera. 

The horizontal displacement between cameras is known as disparity. While the geometry 

behind stereo correspondence is simple, finding corresponding points can be a hard task for 

ambiguous images. 

 

Since camera parameters are known in stereo correspondence, it is possible to use camera 

calibration information to reduce the search range of correspondence candidates. This 

reduction is achieved using epipolar geometry [4]. 

 

It is possible to determine a segment in which the corresponding pixel of the pixel 𝑥0 is to be 

searched in the other image. This segment is named epipolar segment and is shown in 

Figure 16. 

 

The epipolar segment is defined by two points: one is the projection of the camera center 𝑐0  

into the other camera, named epipole 𝑒1 and the other end of the segment is calculated using 

the viewing ray that goes through the camera center of the first camera and goes through 

the pixel 𝑥0. The projection of the point at the end of said ray into the second camera 

determines the other end of the epipolar segment. 
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Figure 16: Epipolar geometry. (a) epipolar segment corresponding to one ray, determined by 𝑒1 and 

𝑥1 in 𝑐1. (b) Projection of epipolar line segment into 𝑐0 and the determined epipolar plane. Figure 

from [4].  

If the epipolar segments are extended, epipolar lines can be obtained. Said epipolar lines 

are the intersection of the epipolar plane that goes through both cameras centers and the 

image planes of the 2D projections, as well as the 3D point 𝑝.  

 

This process can be simplified if the two images are first rectified, so that horizontal scanlines 

(lines aligned with horizontal axes of the images) are the epipolar lines. The problem has 

now been reduced from a 2D problem to a 1D problem, since finding corresponding points 

between images is now merely finding matching points within a horizontal line. 

 

To achieve rectification, which is a deformation of the projected images, the cameras have 

to be rotated so that they look perpendicular to the baseline between the cameras. The 

baseline is the separation between camera centers as can be seen in Figure 17.  

 

Figure 17: Rectified camera configuration. 

Once this process of rotation has finished and the corresponding points have been identified, 

the disparity can be easily calculated. The disparity is calculated by the difference between 

the 1D positions of the pixels along the epipolar line. From this information, a disparity map 
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that encodes the disparity for every pixel can then be calculated. For visualization purposes 

the disparity can be encoded into an image, so the disparity map is normalized to grayscale, 

encoding high disparities by bright pixels, and low disparities by dark pixels. An example can 

be seen in Figure 18. 

 

 

Figure 18: Example of an image and its corresponding disparity map. Part of the Middlebury 

benchmark dataset [37]. 

As it was introduced earlier, it is possible to calculate the depth from the disparity value. This 

can be achieved through triangulation. 

 

From Figure 17, if similar triangles are applied, the following can be obtained: 

 

𝑋

𝑍
=  

𝑥0

𝑓
 ∧ 

𝑋 − 𝑏

𝑍
=  

𝑥1

𝑓
(10) 

 

where 𝑃 = (𝑋, 𝑌, 𝑍) is the projection of the matching points 𝑥0 and 𝑥1 of the left and right 

camera respectively, 𝑓 the focal length of the sensors, and 𝑏 the baseline of the stereo pair. 

 

𝑋 =
𝑍. 𝑥0

𝑓
 ∧  𝑋 =

𝑍. 𝑥1

𝑓
+ 𝑏  

 

𝑍. 𝑥0

𝑓
=

𝑍. 𝑥1

𝑓
+ 𝑏   

 

𝑍. 𝑥0 = 𝑍. 𝑥1 + 𝑓. 𝑏  

 

𝑍(𝑥0 − 𝑥1) = 𝑓. 𝑏  

 

𝑍 =  
𝑓. 𝑏

𝑥0 − 𝑥1
 (11) 
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𝑑(𝑥0, 𝑦0) = 𝑥0 − 𝑥1  ∧ 𝑦0 = 𝑦1 (12)   

 

Notice that  𝑦0 = 𝑦1 since they lie in the same horizontal epipolar line after rectification. Then, 

substituting Equation 12 in Equation 11: 

 

𝑍 =  
𝑓. 𝑏

𝑑
(13) 

 

Additionally, the accuracy of the depth estimation [46] can be obtained by: 

 

𝛿𝑍

𝛿𝑑
=  

𝑓. 𝑏

𝑑2
(14) 

 

Substituting Equation 13 in Equation 14: 

 

𝛿𝑍 =  
𝑍2

𝑓. 𝑏
𝛿𝑑 (15) 

 

From Equation 15 it is possible to see that given a disparity error 𝛿𝑑, the further away the 

point is from the camera the larger the error will be. This is a logic conclusion considering 

that pixels are discrete in size. 

 

3.1.1 Correspondence algorithms 

 

In this section a brief review on state-of-the-art local stereo correspondence algorithms will 

be made as the presented algorithms in this thesis will be evaluated on disparity maps 

generated with this methodology, making an emphasis on its weaknesses and strengths. 

 

According to [37] stereo correspondence algorithms can be divided into local and global 

methods. In local methods disparity is computed at given points using the information within 

a window local to that point, usually making implicit assumptions about smoothness [39]. 

This smoothness assumption means that nearby pixels and same colored pixels have similar 

disparity. In global methods, explicit assumptions about disparity smoothness are made, and 

then an optimization problem is solved. They search disparity values that minimize an energy 

function that combines data and smoothness terms explicitly.  

 

In [47] a review of the state-of-the-art was made. In said review, a simple naïve local stereo 

correspondence algorithm is introduced to help understand the weaknesses of local 

approaches. In this algorithm, photoconsistency is assumed to be true. Photoconsistency 

means corresponding pixels in the left and right image should have a similar color. Then, 
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since images have been rectified, it is possible to locate the corresponding pixels by 

searching for the most similar color within a horizontal epipolar line. 

 

This algorithm results in an extremely noisy disparity map, as can be seen in Figure 19 c. 

This noise appears because there are usually many candidate pixels with similar colors. A 

standard approach to solve this problem is regularization by imposing a smoothness 

constraint that enforces similar disparities within nearby pixels.  

 

In the case of the naïve algorithm, a solution could be instead of searching for a single 

corresponding pixel, finding a small corresponding window. This way, the smoothness 

constraint is part of the algorithm implicitly. 

 

One of the problems is that this approach might not capture enough texture change to solve 

ambiguities. Such ambiguities can happen in untextured areas, or areas with repetitive 

patterns. Even though increasing the size of the window decreases the ambiguity, it also 

causes object borders to be poorly preserved, as can be seen in Figure 19 e. This effect is 

known as edge fattening effect, and the main reason behind this is that the smoothness 

constraint is broken near object edges.  

 

The problem with window based local methods is that there is no setting that will give good 

results in low textured regions and objects edge simultaneously. 

 

It is possible to use adaptive windows supported by weights such as [48] to counter the edge 

fattening effect. In the algorithm proposed in [48] individual weights are assigned to each 

pixel determining its influence during correspondence search: 

 

𝑑𝑝 = 𝑎𝑟𝑔𝑚𝑖𝑛0≤𝑑≤𝑑𝑚𝑎𝑥
∑ 𝑤(𝑝, 𝑞). 𝑐(𝑞, 𝑞 − 𝑑)

𝑞∈𝑊𝑝

(16) 

  

In Equation 16  𝑑𝑚𝑎𝑥 is the maximum disparity value allowed. 𝑊𝑝 is the window around pixel 

𝑝. 𝑐(𝑝, 𝑞) is a function that measure the difference in color between 𝑝 and 𝑞. 𝑤(𝑝, 𝑞) is a 

function that returns 1 if 𝑝 and 𝑞 belong to the same disparity and 0 if they do not. The 

weighting function proposed in [48] is equivalent to the weighting function of the bilateral 

filter [9]. To overcome the high computational times of using bilateral weights, approaches 

based on the segmentation based sliding window technique have been proposed, achieving 

run times independent of window size [49]. 

 

The main downside of the adaptive window algorithm is the long runtime due to the 

calculation of the weighting function. It is possible to use cost-volume filtering techniques 

that use efficient edge-preserving filtering techniques to counter this problem. This algorithm 
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will be explained in Section 3.2. Figure 19 shows a summary of the local stereo 

correspondence algorithms presented so far. 

 

 

Figure 19: (a) Image from the Middlebury Tsukuba dataset. (b) ground truth disparity map. (c) Naïve 

algorithm result. (d) A window-based naïve algorithm with 3x3 window size. (e) A window-based 

naïve algorithm with 21x21 window size. (f) Using adaptive support weights algorithm [48]. (g) Using 

cost-volume filtering [39]. Figure from [47]. 

Finally, a summary of the limitation of local methods is presented in [47]. The first limitation 

is that large support windows are not sufficient for dealing with large amounts of ambiguity, 

such as untextured regions. Even state-of-the-art algorithms [50] fail to overcome this 

problem.   

 

As another limitation, local algorithms do not perform any occlusion handling during the 

search for correspondences. For this reason, an additional post-processing step is 

necessary to remove inconsistencies. A possible algorithm is the left-right check [26]. On the 

other hand, global methods usually handle occlusions in the correspondence process by 

modeling the occlusion problem inside the energy function.  
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 Efficient discrete cost-volume filtering 
 
Segmentation and stereo correspondence can be thought as discrete label assignment 

problems. For example, in binary image segmentation, the goal is to assign each pixel to 

one of two labels, foreground or background. In the case of stereo correspondence, a label 

represents a disparity value, which is then assigned to a pixel. To encode such decision, a 

cost-volume that describes the probabilities of assigning a specific label to a pixel is built.  

More specifically, an array of probabilities at each pixel (𝑥, 𝑦, 𝑙) is constructed, where the 

index of the array 𝑙 represents the number of the label and, the value at a said index indicates 

the cost of choosing the label. 

 

How the cost is calculated depends on the problem being solved, but some rules apply to all 

multi-labeling problems:  

 Label changes should be spatially smooth 

 Labels should be aligned to edges in the input images 

 Label changes should be temporally consistent in video content. 

 

Global methods are frequently used to comply with these rules. This kind of methods build 

an energy function that is then minimized: 

 

𝐸(𝐽) = 𝐸𝑑𝑎𝑡𝑎(𝐽) +  λ . 𝐸𝑠𝑚𝑜𝑜𝑡ℎ(𝐽) (17) 

 

where 𝐸𝑠𝑚𝑜𝑜𝑡ℎ(𝐽) enforces temporal-spatial smoothness and edge alignment, and 𝐸𝑑𝑎𝑡𝑎(𝐽) 

encodes label costs. Afterward, belief propagation or graph cuts can be used to minimize 

the energy function and assign each pixel the corresponding label. Energy minimization 

problems are often computationally expensive and do not scale well to high-resolution 

images with a large label space. 

 
In [39] the authors explore the idea of using filter-based approaches to assign a spatially 

smooth and edge aligned cost to a pixel. A framework that is fast and achieves high-quality 

results is proposed for multi-labeling problems. The framework consists of three steps: 

 Building the cost-volume. 

 Fast edge preserving cost-volume filtering 

 Winner-take-all label selection. 

 

For the filtering step, which smooths the label costs while preserving edges, different edge 

preserving filters can be used. In particular, the guided filter [51] demonstrates good results, 

as it provides the edge preserving capabilities of the bilateral filter [18] while providing linear 

runtimes independent of its window size.  
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To illustrate the importance of the filtering step a small example is shown in Figure 20. Once 

the cost-volume has been calculated (Figure 20 b), filtering is applied, and the label of the 

lowest cost is chosen (black pixel in cost slice of Figure 20).  Using a filter that is not edge 

preserving, results in edge fattening (Figure 20 c). 

 

 

Figure 20: (a) different filters for a scanline (𝑥, 𝑙). (b) Smoothed spatially with a box filter. (c) 

Smoothed spatially with a bilateral filter. (d) Smoothed with a guided filter. (f) Ground truth labels. 

Figure from [39]. 

To be more precise, the resulting cost from filtering a label at pixel 𝑖 is a weighted average 

of pixels in the same slice: 

 

𝐶𝑖,𝑙
′ =  ∑ 𝑊𝑖,𝑗(𝐼)𝐶𝑗,𝑙

𝑗
(18) 

 

where 𝐶𝑖,l
′  is the filtered cost of pixel 𝑖 for label 𝑙 and 𝑊𝑖,𝑗(𝐼) the weights used in the averaging 

process, using image 𝐼 as guidance to calculate the weights. 

 

As explained before, the last step of the proposed framework is the selection of a label for 

each pixel using the filtered costs. This step is achieved by following a winner-take-all 

approach, where the label with the lowest cost is chosen among all the candidates: 

 

𝑙𝑓𝑖𝑛𝑎𝑙 = arg 𝑚𝑖𝑛𝑙(𝐶𝑖,𝑙
′ ) (19) 
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3.2.1 Stereo correspondence 

 

As stated before, for stereo correspondence, the labels describe the different disparity 

values. For the cost-volume, the aim is to describe how likely it is that a pixel in 𝐼 corresponds 

to the same pixel in 𝐼′ displaced by 𝑙 pixels [39], [51].  

 

With this goal, the cost is calculated as the truncated difference between the color and the 

gradient at the corresponding point: 

 

𝐶𝑖,𝑙 = (1 −  𝛼). min(‖𝐼𝑖+𝑙
′ − 𝐼𝑖‖, 𝜏1) + 𝛼. min(‖∇𝑥𝐼𝑖+𝑙

′ − ∇𝑥𝐼𝑖‖, 𝜏2) (20) 

 

where 𝜏1 and 𝜏2 are user-asiggned truncation values, and 𝛼 blends the color and the gradient 

terms. Afterward, following the framework, the label with the lowest value is chosen for pixel 

𝑖. Finally, post-processing algorithms can be applied to correct incosistencies. 

 

The previous approach can be extended to the temporal domain by modifying the way cost 

volumes are filtered [51]. 

 

First, a spatio-temporal cost-volume can be built by stacking cost-volume of the input frames. 

The edge preserving filter can be extended by not only weighting the pixels in 2D but 3D as 

well. 

 

This naïve extension assumes that the disparity of an object is constant in a small temporal 

window. The approach achieves real-time results thanks to the use of an efficient filter such 

as the guided filter. Figure 21 shows the results of filtering in a 3D window. 

 

 

Figure 21: (a) stacked cost-volumes for a pixel. (b) Temporal slice of the cost-volume. (e) Shows 

that the result from filtering in the temporal domain allows similar results to the ground truth data. 

Figure from [51]. 
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3.2.2 Interactive image segmentation 

 
In this section, interactive image segmentation principles will be described, and then 

interactive segmentation via cost-volume filtering will be explained. Pros and cons of said 

method will be analyzed. 

 

Segmentation allows the extraction of objects of interest from an image or video. It is a 

fundamental part of many computer vision algorithms, as it allows enhancement, edition, 

recognition, retrieval, and understanding of images. For this reason, both efficiency and 

precision are a fundamental part of segmentation algorithms. 

 

Segmentation algorithms can be divided into two categories: automatic and interactive. 

Interactive techniques rely on human interaction to roughly indicate the position of the object 

of interest, providing initialization or giving feedback to refine the result. Automatic 

algorithms, on the other hand, do not rely on human interaction to generate semantic labels.  

 

[52] presents a functional overview of interactive segmentation systems, dividing them into 

three modules. 

 User input module, which receives user input helping the system recognize user 

intention. 

 Computational module, which runs the segmentation algorithms taking user cues as 

input and generating intermediate segmentation results as output. 

 Output display module, which displays segmentation results to the user. 

 

The three modules work in a loop, allowing additional user feedback until the user is satisfied 

with the result and ends the process. The user interaction provides the system with 

knowledge in the form of a scribble, giving cues about color, texture, location and size 

information. The system uses those high-level cues to extract regions and boundaries. As 

previously explained, the system can update the results and improve them with additional 

user feedback.   

 

This loop establishes a human-computer collaborative process. The segmentation algorithm 

must interpret user input and segment the image. On the other hand, the user should have 

some knowledge of how the system works to understand how additional iterations affect the 

process, with the goal of reducing iterations. 

 

A user can provide the system with several types of interaction. For example, the user can 

draw scribbles to label foreground and background objects, draw rectangles to give a clue 

where the object of interest is, or draw points to track objects boundaries, among others.  
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In [53] the four ideal characteristics of an interactive segmentation system are presented: 

 The system computation module should allow real-time results (less than 2ms). 

 The system should provide user input tools that are simple and fast. 

 The system should provide easy to interpret intermediate results. 

 The system should allow the user to define arbitrary contours given enough user 

input. 

 

It is a fundamental requirement that the system provides a user-friendly interface since the 

user should be able to add or remove scribbles in real-time. This efficiency constraint forces 

that the computational complexity of the algorithm is kept in an acceptable order. Finally, the 

system should strive to generate accurate results with as little user input as possible. 

 

Now an interactive binary segmentation algorithm based on cost-volume filtering will be 

presented. The algorithm follows the framework proposed in [39] with some simple pre-

processing step in the form of user cues.  

 

This algorithm works by first building color models of the background and foreground using 

user scribbles as a cue. These cues help the system understand which colors represent 

foreground objects and which colors represent background objects. Random samples can 

be taken from the background to reduce user interaction. Another alternative is to use an 

automatic scribbling algorithm, taking as input only foreground scribbles and letting the 

system draw background scribbles [54]. 

 

Once the foreground and background label scribbles have been drawn color histograms that 

sum up to one are built for each label. Afterward, the cost-volume is calculated as: 

 

𝐶𝑖 = 1 −
𝜃𝑏(𝑖)

𝐹

𝜃𝑏(𝑖)
𝐹 + 𝜃𝑏(𝑖)

𝐵
(21) 

 

where 𝜃𝑏(𝑖)
𝐹  and 𝜃𝑏(𝑖)

𝐵  are the color histograms of the foreground and background 

respectively. The color histograms have 𝐾 bins, and 𝑏(𝑖) is the bin where pixel 𝑖 belongs. 

 

Following the framework proposed in [33], the cost-volume is filtered using a smoothing and 

edge-preserving filter. Finally, a threshold is applied, assigning pixels to the foreground label 

if 𝐶𝑖 < 0.5.  

 

Even though the original paper does not present the idea, it is possible to iteratively refine 

the color model histogram by allowing the user to continue to draw or remove scribbles until 

he or she is satisfied with the result. 
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The main advantage of this algorithm is the simplicity and efficiency. Histograms can be built 

fast by building bounding boxes for the scribbles, ensuring that only part of the image needs 

to be traversed when histograms are generated. 

 

The main bottleneck of the algorithm is the edge preserving filter. The bottleneck can be 

partially solved by using efficient filter implementations that make use of the GPU. Another 

disadvantage of the algorithm is the over-reliance on color models, as ambiguously colored 

images can prevent the algorithm from segmenting areas accurately by making the costs 

tend to 0.5. The ambiguity can be partially overcome by using other cues such as saliency, 

depth, or texture [55]. The ambiguity problem is shown in Figure 22. 

 

 

Figure 22: (a) Input RGB image. (b) Gaussian smoothed Laplacian. (c) Cost-volume built only using 

color cues. (d) Costs resulting from incorporating saliency cue from (b). Figure from [55]. 

 

3.2.3 Interactive video segmentation 

 

In [41], the authors present a fast, interactive binary segmentation algorithm for videos based 

on efficient cost-volume filtering with a temporal extension [39] [51]. Additionally, a matting 

algorithm is presented as an optional part of the segmentation algorithm. 

 

This paper places focus on temporal consistency, which implies a reduction of noise and 

flickering between segmented masks in time. As it was explained in Section 3.2.2, minimal 

interaction is a critical component of interactive segmentation. With this concept in mind, the 

algorithm proposed relies on minimal user interaction that provides the system color cues 

about the foreground. Another significant contribution of [41] is an interactive scribbling 

system that allows local editing of the segmentation mask, with additional user cues, using 

the framework proposed in [56]. 

 

The authors separate the algorithm into three distinct modules: 

 Scribble based UI. 

 Fast optimization based on cost-volume spatio-temporal filtering. 

 Thresholding of cost-volume. 
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In the first module, color models are built from the pixels marked by the scribbles drawn by 

the user. These global color models are represented with RGB histograms that sum up to 

one and are used as the cost of the filtering procedure. On the other hand, the background 

color is built taking a random number of samples from the keyframe. It is possible to give 

manual cues about the background, by drawing additional background scribbles, but it is not 

mandatory. 

 

The proposed algorithm allows progressive labeling, meaning that additional user interaction 

in any frame can refine the color models. For this purpose, when a new scribble 𝑆 is drawn, 

new local histograms are built. The newly created foreground histogram is built from the 

pixels 𝐵 ∩ 𝑆 and local pixels from the previous segmentation. Local pixels 𝑅 are defined as 

the pixels that are part of a dilated bounding box around 𝐵 ∩ 𝑆. Local foreground pixels are 

then defined as the pixels from the previous interaction that are within the bounding box of 

𝑅. This procedure maintains previous segmentation results and only increases either the 

foreground or background labels. The bounding box is also extended temporally 2 frames in 

both directions. The process is illustrated in Figure 23. 

 

 

Figure 23: Scribble based UI. (a) Shows how foreground color model is built from scribbles, and 

background color model from random background samples. (b) First segmentation results. (c) Color 

models refinement with new scribbles. The new foreground color model is built locally, based on  

𝐵 ∩ 𝑆 and 𝑅 ∩ 𝐹. Figure from [41]. 

The idea behind using bounding boxes around 𝑅 is to allow the user to make direct 

modifications closer to the areas where scribbles are drawn. Additionally, the creation of 

local histograms is necessary to ensure that the newly added color cues are not 

overpowered by global color models. For the same reason, only foreground labels that are 

connected spatio-temporally to the keyframe scribbles are kept.   

 

After the color models have been established, the framework proposed in [39] [51] can be 

followed. For the cost-volume, the same cost function that was presented in Section 3.2.2 is 

used. Additionally, foreground scribbles have cost 1 and background scribbles 0. This 

scheme ensures that user made scribbles are respected. 

 

As it was explained in [39], naively using the cost-volume without filtering results in a 

segmentation that is not spatio-temporally consistent. The spatio-temporal inconsistency 

happens due to noise being present in the RGB image. Using this unfiltered cost-volume as 



 

38 

 

segmentation input can result in holes in the result, as well as non-aligned edges. For these 

reasons, it is necessary to apply a spatio-temporal smoothing edge-preserving filter. 

 

It is not sufficient to apply the filter in a frame-by-frame manner. Even though holes will be 

filled, and edges aligned with the input video, filtering in this manner would result in a 

flickering segmentation mask. Consequently, a temporal extension of an edge-preserving 

filter is necessary. Like in [51], it possible to extend the guided filter by also filtering in the 

temporal domain. Thanks to the guidance video, it is possible to smooth temporally 

neighboring pixels in the cost-volume.  

 

As the last step, a threshold is applied to every frame so that only the pixels where                 

0.5 <  𝐶𝑖,𝑗  < 1  are assigned as foreground. Additional filtering can be performed to obtain 

temporally coherent matting, but this is outside the scope of the thesis. 

 

Quantitative results in [41] show that the resulting segmentation has lower flickering error 

[57] when using a spatio-temporal filter, compared to just using spatial filtering or no filtering 

of the cost-volume at all. 

 

Qualitative results show that by using spatio-temporal filtering resulting segmentation 

presents fewer holes as well. A comparison is made with geodesic segmentation [58], using 

the same scribbles as input, showing that the algorithm presented aligns spatio-temporally 

better with edges, thanks to the extension of the guided filter. 

 

 Guided filter 
 

In the previous sections, the guided filter [32] was introduced as a fundamental tool for cost-

volume filtering, not only for stereo correspondence but segmentation as well. In this section 

the algorithm will be explained in detail, making emphasis on why it is faster than the bilateral 

filter [9]. Finally, an extension that improves performance, without losing filtering quality, will 

be explained [21].  

 

3.3.1 Fundamentals 

 

The guided filter algorithm takes as input a guidance image 𝐼, a filtering target image 𝑝, a 

window size 𝑟 and a smoothing factor 휀 and outputs an image 𝑞 that has been smoothed 

while preserving edges. Furthermore, the guided filter assumes that 𝑞 is a linear 

transformation of 𝐼 within a square window 𝑤𝑘 of radius 𝑟. If the guidance image is a single 

channel image, then this linear transformation can be expressed as: 

 

𝑞𝑖 = 𝑎𝑘𝐼𝑖 + 𝑏𝑘 (22)  
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where 𝑎𝑘 and 𝑏𝑘 are linear coefficients that are constant in 𝑤𝑘. This linear model also implies 

that 𝑞 will have an edge when 𝐼 does, preserving edges just like the bilateral filter. To find 

the value of these coefficients a model based on noise can be used: 

 

𝑞𝑖 = 𝑝𝑖 − 𝑛𝑖 (23) 

 

In [20], a cost function that minimizes Equation 23 while respecting the linear model of 22 is 

proposed: 

 

𝐶(𝑎𝑘 , 𝑏𝑘) = ∑ ((𝑎𝑘𝐼𝑖 + 𝑏𝑘 − 𝑝𝑖)2 + 휀𝑎𝑘
2)

𝑖∈𝑤𝑘

(24) 

 

where 휀 represents the smoothing factor of the guided filter. As it was explained in [20], 

Equation 24 can be represented as a linear regression model. The solution to the linear 

regression model is given by 

 

𝑎𝑘 =  

1
|𝑤|

∑ (𝐼𝑖𝑝𝑖 − 𝜇𝑘�̅�𝑘)𝑖∈𝑤𝑘

𝜎𝑘
2 + 휀

 

 

𝑏𝑘 =  �̅�𝑘 − 𝑎𝑘𝜇𝑘 

 

where 𝜇𝑘 is the mean in 𝑤𝑘, 𝜎𝑘
2 the variance in 𝑤𝑘, �̅�𝑘 is the mean of 𝑝 in 𝑤𝑘 and |𝑤| the 

number of pixels in 𝑤𝑘. The process of combining a filtering input and a guidance image is 

summarized in Figure 24. 

 

 

Figure 24: Guided filter as a linear regression model of guidance image 𝐼 and noisy input image 𝑝. 

Figure from [20]. 
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When the linear model is applied to all local windows in the image, the pixel 𝑖 is repeated in 

every window that contains 𝑖, producing different values of 𝑞𝑖 in every window. It is possible 

to average all the possible values of 𝑞𝑖, in a way that makes the filtering process efficient. 

With this in mind, after calculating (𝑎𝑘 , 𝑏𝑘) for all the windows in the image, the filter output 

can be computed by averaging 𝑎𝑘 and 𝑏𝑘 as: 

 

𝑞𝑖 = �̅�𝑖𝐼𝑖 + �̅�𝑖 (25) 

 

It was also demonstrated in [20] that this solution can be expressed as a weighted average 

of the guidance image. In a general form 𝑞𝑖 = ∑ 𝑊𝑖𝑗(𝐼)𝑗 𝑝𝑗, where 𝑊𝑖𝑗 is the kernel weights 

and a function of the guidance image. 

 

It is possible to easily extend this function to video by extending the kernel weights 

temporally: 

 

𝑊𝑖,𝑗 =
1

|𝜔|2
∑ (1 +

(𝐼𝑖 − 𝜇𝑘)(𝐼𝑗 − 𝜇𝑘)

𝜎𝑘
2 + 휀

)

𝑘/(𝑖,𝑗) ∈ 𝜔𝑘

(26) 

 

here 𝜔𝑘 is a spatio-temporal window, with spatial width and height 𝑟 and temporal depth 𝑡, 

that is built around pixel 𝑘. Pixels 𝑖 and 𝑗 are part of the window. 

 

Should the guidance image be multi-channel, the definition of the local linear model changes 

slightly. This implies that 𝑎𝑘 becomes a 3x1 coefficient vector. Therefore, using the same 

concepts, the solution to the linear regression model changes to: 

 

𝑎𝑘 =

1
|𝑤|

∑ (𝐼𝑖𝑝𝑖 − 𝜇𝑘�̅�𝑘)𝑖∈𝑤𝑘

Σ𝑘 + 휀𝑈
 

 

𝑏𝑘 =  �̅�𝑘 − 𝑎𝑘
𝑇𝜇𝑘 

 

𝑞𝑖 = �̅�𝑘
𝑇𝐼𝑖 + �̅�𝑖 (27) 

 

where Σ𝑘 is a 3x3 covariance matrix of the guidance image in the window and 𝑈 is the 3x3 

identity matrix.  
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3.3.2 Efficiency and improvements 

 

The principal advantage over the bilateral and its derivates is that the guided filter has a 

temporal complexity independent of the window size. The guided filter has a complexity of 

𝑂(𝑁), where 𝑁 is the number of pixels in the image, and the bilateral filter 𝑂(𝑁𝑟), where 𝑟 is 

the window size. 

 

Since the computational complexity increases when using a larger kernel (Equation 26), the 

filtered result is calculated using the definition proposed in Equation 25 or Equation 27. This 

implies that most of the computational time will be spent calculating the average value of the 

coefficients, �̅�𝑖 and �̅�𝑖.    

 

The average coefficients for the overlapping windows can be calculated efficiently using a 

box filter with linear complexity. A simple way to implement an efficient box filter is using the 

moving sum method [20], filtering in each direction sequentially. 

 

Several improvements to the original guided filter have been proposed in the literature. One 

of them shows how it is possible to make use of CPU cache directly for improved 

performance [59] of the box filter, thus improving the performance of the guided filter as a 

consequence. 

 

Another improvement [21] proposes subsampling the guidance image 𝐼 and noisy input 𝑝 

using nearest-neighbors by a ratio 𝑠. These subsampled images are used exclusively for the 

box filter. Finally, �̅� and �̅� are upsampled to the original size. These little modifications 

change the complexity of the box filtering process to 𝑂(𝑁/𝑠2). The upsampling procedure 

are 𝑂(𝑁), but most of the computation time is still spent in the box filter. Authors show a 

speedup of over ten times. 

 

 Post-processing tool requirements 
 

[60] analyzed the requirement for point cloud treatment software, for point clouds obtained 

through active methods such as scanners.  

 

The first and most important requirement is a viewer of point clouds, allowing rotation and 

panning, as well as zooming in and out.  Since the number of points will be substantial, the 

tool must be prepared to handle large quantities of points responsively. Attribute dependent 

color coding is also noted as an element of importance to support the interpretation of data. 
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Afterward, the importance of data cleaning with human intervention is mentioned, as well as 

automatic tools to speed up the process. The authors propose the use of range limits to 

eliminate foreground or background objects from a scene quickly. This concept does not 

extend appropriately to video, as said range might become invalid after some frames.  

 

Another requirement is data filtering and points thinning. The authors of [60] suggest that 

such a tool should have a filtering tool to remove noise from the point cloud, taking into 

account the details of the shape might be lost in the process depending on the implemented 

technique. Registration and proper calibration are suggested as a requirement to combine 

several point clouds taken from different observation points.  

 

Finally, the authors propose that such point cloud visualization will not be sufficient as a final 

documentation result. For this reason, straightforward plots should complement the 

described features with the purpose of evaluating the implemented methods. 

 

Following their work, [61] analyze and implement the different tools that are necessary to 

post-process point clouds obtained through active methods. The culmination of their work 

was the creation of a plugin for the tool called PointShop3D.  

 

As it was explained in previous sections of this thesis, geometries acquired through image-

based methods are prone to misrepresent the implied surface. For this reason, [61] propose 

a purely 3D based suite of tools, guided by user interaction, that address point cloud artifacts: 

an eraser tool, filters for noise reduction, outlier detection methods, and various resampling 

and hole-filling tools. 

 

As many of the produced artifacts are firmly connected, they suggest that this suite of tools 

is used in an interleaved manner. To achieve optimal results in many cases human shape 

interpretation and interaction is required. Therefore, the implemented tools must be 

responsive and maintain user immersion during a correction session.  

 
Finally,  [61] introduce three design goals to support an efficient cleaning process:  

 Predictability: if the user chooses a specific tool, it should meet the user expectations 

 Controllability: where possible, each tool should provide a set of parameters to adjust 

its behavior. 

 Intuitive handling: the tools should rest upon intuitive metaphors, any parameters 

should correspond to essential traits. 
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 Summary 
 
In this chapter, the fundamental concepts of stereo correspondence were presented. Among 

such concepts, local stereo methods were presented to illustrate the errors that can be 

produced during stereo reconstruction.  

 

Also, the basis for our contribution [41], temporal consistent video segmentation through 

efficient cost-volume filtering was presented. Preceding work on cost-volume filtering for 

stereo correspondence and image segmentation was introduced [39], [51].  

 

Additionally, an in-depth look at the guided filter was made since it not only improves the 

interactive video segmentation consistency but also reduces inter-frame flickering while 

removing noise at the same time. 

 

Finally, the requirements for an interactive multi-view post-processing tool were presented. 

In a few words, the requirements are interactive visualizations, filtering of points, smoothing 

and denoising, hole-filling and additional visualizations that complement what the user is 

seeing.   
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Chapter 4: Multi-view interactive post-processing 
 

 Proposed workflow 
 

In this section, the proposed workflow for post-processing 2D-plus-depth video is introduced. 

The workflow consists of several steps: 

 Importing input 2D disparity maps, RGB images, and camera intrinsic and extrinsic 

parameters of the whole video. 

 Use the disparity maps, RGB images, and camera parameters to project the points 

into a 3D coordinate system. Then align the resulting point clouds using rigid 

transformations using the inter-camera extrinsics. 

 Disparity maps spatio-temporal edge-preserving smoothing. The goal is to suppress 

noise and improve temporal consistency. Spatio-temporal filtering is achieved 

through a temporal extended fast guided filter [21] or a naively extended temporal 

weighted median filter.  

 Extraction of objects of interest for mesh reconstruction, using an interactive video 

segmentation technique based on efficient cost-volume filtering [41], taking 

advantage of the additional disparity channel and human perception capabilities. 

 Local disparity corrections, using the object extraction functionality and user-assisted 

analysis of outliers to relabel incorrect disparities. Optionally, this process can be 

simplified by the use of automatic filters over the extracted objects.  

 Removal of remaining outliers, through a statistical analysis of the merged 

perspective projections of all the cameras [8] or a multi-view consistency check [27]. 

 Exporting the registrated and corrected point clouds or the corrected disparity maps 

to standard file formats.  

 

All of this steps are implemented in an interactive tool that enables the execution of the 

different algorithms with customizable parameters. The interactive tool also displays the 

corrected video in 2D format and 3D format in real-time (shown in Figure 25 and Figure 26). 

As it was mentioned in Section 3.4, relevant information such as camera parameters and 

disparity histograms are shown in the UI to let the user understand the underlying data. 

 

The UI was built with a focus on data interaction, as it has been shown that interactivity plays 

a vital role in data exploration [62]. To this end, multiple visualizations are implemented, 

along with intuitive tools that rely on simple metaphors to select and extract objects of 

interest. 
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Figure 25: Post-processing tool showing a merged projection of all the disparity maps of the scene. 

 

 

Figure 26: Post-processing tool showing a disparity map in 2D view. 
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This tool is programmed in C++ using a model-view-controller (MVC) architecture, properly 

separating responsibilities and connecting the front-end and back-end through signals and 

slots. Additionally, it uses OpenCV to handle image manipulation operations, making use of 

some of its functionalities as auxiliary functions to the implemented algorithms. Furthermore, 

Point Cloud Library (PCL) [63] is used to store point cloud data and display 3D data in 

multiple formats through the use of Visualization Toolkit (VTK) [64]. Finally, part of the front-

end elements are implemented using Qt Quick through its markup language QML. The other 

part of the front-end is implemented using Qt Widgets. 

 

 Post-processing interactive tool 
 

A scene is defined as a set of 𝑛 cameras, where each camera contains a set of 𝑚 frames, a 

3x3 intrinsic matrix 𝐾 and a 3x4 extrinsic matrix [R|T]. Each frame is composed by a RGB 

image, a disparity map, and masks for labels and scribbles, should the frame have any. 

 

The tool can load two different 2D-plus-depth video scene formats. The tool supports 

Microsoft3D video datasets [65], composed of an array of 8 semi-circular cameras and 100 

frames. Figure 27 shows scenes from the dataset. 

 

    

Figure 27: Microsoft 3D video dataset. Left: "breakdance" scene. Right: "ballet" scene. 

The other supported scene format is the Precise3D scene format, which is composed of a 

set of 2 cameras and also 100 frames. One of the datasets is shown in Figure 28. 

 

  

Figure 28: Precise 3D dataset. "persons with balls" scene and its corresponding post-processed 

disparity map. 

The main difference between the two scene formats is how the extrinsic camera parameters 

are defined. For example, in the Microsoft 3D video dataset extrinsics are defined by setting 

a central camera and using extrinsics relative to the central camera (Figure 29). In the 
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Precise3D dataset, it is achieved by chaining the extrinsics from one camera to the other, 

meaning they are relative to the previous camera and not a central one (Figure 30). 

 

 

Figure 29: Extrinsics relative to one central camera (𝐶𝑛 in this case). 

 

 

Figure 30: Extrinsics chaining. 

The extrinsic and intrinsic camera parameters are used with the disparity maps to build a 

perspective projection of each camera in world coordinates. To this end, the fundamental 

stereo reconstruction equations play a crucial role (Section 3.1). To understand how the 

camera intrinsics and extrinsics are used to build and transform the perspective projection 

the reader is forwarded to [66]. The steps to project the point clouds can be briefly 

summarized to: 

 Iterate through the disparity maps, ignoring holes. 

 For each valid point obtain depth value using camera intrinsics and extrinsics. 

 Apply rigid transformations to the projected points clouds using inter-camera 

extrinsics. 

 

Once the user has finished post-processing a scene, it is possible to export the projected 

point clouds in the Stanford triangle format (also known as PLY), using functionality from the 

PCL library. All the frames are exported individually, and so is the point cloud of each 

projected camera. A preview of the exported point clouds can be seen in the 3D view. It is 

also possible to export the post-processed disparity maps in the same manner. 

 

The 3D view is implemented using the PCL visualization module widget. Some modifications 

were made to the original widget to support animations and improve rendering performance. 

[R|T] [R|T] 

𝐶0 𝐶𝑛 𝐶𝑚 

 

[R|T] [R|T] 

𝐶0 𝐶1 𝐶𝑛 
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They will be described in detail in Section 4.2.1. The 2D view is implemented using Qt 

Widgets QPainter class, allowing the efficient modifications of bitmaps (necessary for 

drawing scribbles and masks), which are repainted on demand. 

 

This dual view system allows the users to make more precise and mindful corrections, as 

working exclusively in 2D is not sufficient to understand the depth of a noisy scene, even 

when working on disparity maps. On the other hand, when the point clouds are noisy or not 

adequately aligned, making 3D selections on 2D data can reduce the effort a user has to 

make to correct specific objects. 

 

Additionally, the dual view system allows the user to see the effect different filters have in 

the opposing view. For example, it is possible to see the areas where a 3D filter removes 

points in the respective 2D views, giving insights about the used filter. 

 

Another feature of the tool is the possibility to color-code the points in real-time, for both the 

2D and 3D views. Color-coded visualizations can help to understand the depth of a scene. 

The tool supports three different viewing modes: RGB points, grayscale, and jet (Figure 31). 

On top of this, it is possible to render the segmentation labels which will be explained in 

detail in Section 4.3. 

 

The user can also easily visualize relevant information such as camera intrinsics, camera 

extrinsics, and camera metadata, by merely selecting a camera from the camera list.  

 

 

Figure 31: Jet visualization in 3D mode. Colder colors represent distant points while hotter colors 

represent point closer to the camera. 

This integration between 2D and 3D views is achieved using Qt Quick and its markup 

language QML. This language simplifies the process of designing a GUI, as it offers a 

modularizable format for custom interface elements, allowing the reusability of components. 
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Moreover, it simplifies the connection with backend objects as signals can be executed 

directly from QML code to C++ code. 

 

Finally, it is possible to play animations at real-time speeds in the 3D view, as well as the 2D 

view. Video playback relies on intuitive video controls in the user-interface. It also allows the 

playback of specific frames in a loop, which can be helpful to build precise looping 

animations. Finally, it is also possible to modify the playback speed, which can help to detect 

parts of the scene where flicker is present and correct them. 

 

4.2.1 3D View 

 

PCL provides the data structure to handle point clouds across the whole application. This 

structure is created on demand when the perspective projection changes and then used for 

rendering the 3D widget point clouds. Efficient management of point clouds is necessary as 

memory usage quickly escalates when having multiple frames loaded in memory. 

 

Regarding the 3D widget, an octree [67] is used internally to accelerate the rendering 

process and therefore be able to interact with a specific frame in real-time. The use of an 

octree comes at the cost of slower loading times for each frame, as the octree structure must 

be created and populated. Since the goal of the application is to see the effects of different 

filters and algorithms in point cloud format, the octree is a good trade-off between animation 

speed and interactivity speed. A simple solution to improve performance is to downsample 

the point cloud, allowing real-time animations of large point clouds. 

 

Some features of the QT+VTK widget are particularly useful. One of them is the addition of 

an axis widget to help the user get oriented in 3D space. Another feature is the capacity to 

increase or decrease the size of points, helping the user identify outliers quickly.  

 

Some modifications were made to the QT+VTK 3D widget to support animations. The 

original widget was extended, adding functionality to load and unload complete frames. 

Additionally, the widget was extended to support OpenGL2, using community proposed 

modifications.  Using OpenGL2 helps to achieve the necessary frame rates, which would 

otherwise be impossible for such massive points clouds (>5 million points per camera for the 

Precise3D dataset). 

 

It is also possible to toggle cameras on and off, which is helpful when the quality of a specific 

camera needs to be assessed in 3D. 

 

Finally, the 3D view enables proper interaction with point clouds, as it is possible to rotate, 

pan and zoom in the widget. These are keys features for comprehending 3D data, and also 
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the underlying algorithms that generate them. It gives the user the capacity to inspect the 

scene and detect camera misalignments, which can be helpful to validate that the calibration 

of the cameras is correct.  

 

4.2.2 2D View 

 

As it was previously mentioned, the interactive visualization tool contains a widget to render 

and playback 2D video from different cameras. The 2D widget uses QImages from Qt to 

convert OpenCV images to QPixmap, which are just bitmaps. 

 

In this widget, it is possible to use the proposed scribbling tool. Once the scribbling tool has 

been selected in the toolbar, mouse press and release events are connected to the widget, 

firing scribbling related signals to the backend. It is important to clarify that even though the 

widget can distinguish between different mouse events, the state of the backend is not 

modified through them. 

 

It is also possible to change the currently displayed camera in the 2D widget by just clicking 

in a camera from the list. As it was mentioned previously in this chapter, all the changes 

made in the 2D view are reflected in the 3D view as well. 

 

 Interactive RGBD video segmentation 
 

As it was explained in Section 3.2.2, automatic segmentation algorithms can have a hard 

time generating segmentations which not only abide object edges but also extract 

meaningful labels. For this reason, user provided cues can improve the quality of the 

segmentation, disambiguating regions and creating meaningful labels with little effort [68], 

[58], [69], [41]. 

 

As it has been shown throughout this work, segmentation is a critical component of post-

processing [38], [23], especially in interactive techniques, as it allows the extraction of 

meaningful objects.  

 

In [41] it was shown how it is possible to use efficient cost-volume filtering to achieve real-

time video segmentation. Additionally, spatio-temporal consistency is achieved using a 

temporal extension of the guided filter. Details of this algorithm can be found in Section 3.2.3. 

 

One of the main downsides of [41] is its reliance on color as a cue. In ambiguously colored 

scenes, this can cause segmentation bleeding. To counter this, the author proposes the use 

of local editing to refine the segmentation mask, which gives excellent results but can also 

be time-consuming. The second downside is that the generalizations made are not 
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statistically robust when using histograms. It has been shown that using Gaussian Mixture 

Models can give better results when building color models [70], [71]. 

 

In this section several extensions to the work of [41] are proposed: 

 Integration to interactive user-interface 

 Addition of a fourth channel to the color model: disparity. 

 Projection of user cues to other cameras. 

 Histogram assisted refinement. 

 Multiple keyframes. 

 Morphological operations to labels. 

  

Interactive segmentation enables the extraction of meaningful objects, reducing the number 

of points for the reconstruction, and producing more accurate and fast reconstructions. 

Furthermore, it enables local corrections which will be explained in Section 4.5. 

 

One of the main extensions to [41] is the integration to a graphical user-interface in which 

the user is able to perform several binary segmentations, customize label colors, change 

scribble thickness (allowing more precision in regions of the frame), and display an 

interactive disparity histogram. In Figure 32, the interface is shown allowing with example 

scribbles over the 2D view of a camera. Figure 33 shows the resulting segmentation from 

said scribbles. 

 

The proposed video segmentation algorithms can be divided into three modules. First, in the 

scribbling module, cues about objects are given to the system through scribbles the user has 

drawn in keyframes. Additionally, in the refinement module, it is possible to refine the 

foreground scribbles and resulting segmentation masks through filters, local resegmentation 

or histogram thresholding. Then, in the computational module, a fast optimization based on 

efficient cost-volume filtering is executed [51]. Afterward, the resulting cost-volume is 

thresholded to obtain the final mask. 

 

Since objects usually have a wide range of disparities and are not merely flat (otherwise the 

cardboard effect would be noticeable [72]), it might be necessary to resegment parts of the 

initial segmentation. To this end, it is possible to perform successive binary segmentations, 

where each new mask is subtracted from the previous ones. Sequential segmentation can 

help during correction to ensure that disparity near objects edges are preserved. 
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Figure 32: Foreground scribbles (blue) and background scribbles (orange) on key-frame. Disparity 

histogram of foreground scribble is shown in the user-interface. 

 

 

Figure 33: Resulting label after mask refinement in 3D view 

 



 

53 

 

4.3.1 Scribbling module 

 

In this module, like in [41], scribbles are drawn to build foreground and background color 

models that are used as the cost of the computational module. The color models are 

represented by histograms that sum up to one.  

 

Among the proposed modifications, histograms use disparity as a fourth channel to 

overcome segmentation bleeding (the effect of segmentation bleeding can be seen in Figure 

34). In our experiments, it was shown that a lower number of bins are required for disparity 

compared to color bins. For this reason, the number of color and disparity bins can be 

configured independently in the user-interface. Even though there are better cues than 

disparity (such as texture or motion), this is an inexpensive operation since disparity was 

estimated in the stereo correspondence stage. 

 

    

Figure 34: Left: scribbles on a keyframe. Middle: segmentation is bleeding into the background and 

the person in front of the dancer when using the RGB cue. Right: no segmentation bleeding when 

segmented using the RGBD cue. 

In scenes with reasonable disparity estimations, this can significantly reduce the number of 

incorrect pixels during segmentation due to the photometric constraint (similarly colored 

pixels tend to have similar depths within a neighborhood). On the other hand, when using 

RGBD cue, noisy or incorrect disparity estimations can lead to situations where the 

segmentation does not generalize appropriately to other frames. In such cases, it might be 

necessary to perform additional segmentation refinement operations. In conclusion, user 

assessment of the disparity data might be necessary to determine whether an RGBD 

approach is better to an RGB approach, taking into account the color composition of the 

scene and the quality of the disparity maps. 

 

When it comes to background scribbles, the approach of [41] is followed, taking random 

samples from the background. The number of samples is configurable through the user-

interface. Additionally, the user can draw extra background scribbles in problematic areas. 

 

Since multiple views are present, each view might only see objects partially. The available 

camera and disparity information are used to propagate scribbles to other cameras, enabling 
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the selection of an object in multiple views at the same time. The propagation of scribbles is 

shown in Figure 35. 

 

 

Figure 35: Scribble projection. (a) Scene composed of 𝑐𝑛 and 𝑐𝑚. (b) only the part of the object seen 

by 𝑐𝑛 is segmented if the scribble is not propagated into other views. (c) propagating the scribble 

into 3D and then into 𝑐𝑚, resulting in a complete segmentation of the object. 

To propagate the scribble from the camera 𝑐𝑛 to camera 𝑐𝑚 the pixels from the scribble are 

projected into world coordinates using the calibrated camera parameters and disparity 

information below the user-made scribble. The perspective projection of the scribble is 

calculated in the same way the cameras are projected [66]. Having calculated a point cloud 

of the scribble in camera 𝑐𝑛 in world coordinates, it is then projected to 2D in camera 𝑐𝑚. 

The 2D projection is done in a reverse manner to 3D perspective projection but using the 

camera parameters from 𝑐𝑚 instead of 𝑐𝑛. 

 

Another issue with the original algorithm is that it relies on the histogram of only one keyframe 

to generate the global color models. Such overreliance can cause wrong generalizations to 

other frames when there are many changes in the scene. A lower number of bins can be 

used to make better generalizations, but this can result in segmentation bleeding. One of the 

proposed solutions is to let the user add additional cues in other keyframes and interpolate 

the histograms for the remaining frames. 

 

4.3.2 Refinement module 

 

Since occlusions might be present after projecting the scribble to other views, the user 

should be able to erase parts of the scribbles if desired. Moreover, there might be 

disoccluded areas that are not scribbled, requiring additional scribbling. Such downsides are 

most noticeable in real-life scenes where there are multiple objects of interest in the scene 

that occlude each other. 
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Additionally, the use of disparity histograms to refine scribbles is proposed. Sometimes the 

user might make mistakes or scribble projections might be inaccurate, drawing scribbles 

outside the object of interest, causing pixel mislabelling in multiple frames. A real-time 

histogram of the underlying disparity is shown to the user as he scribbles. Through a slider, 

disparity values can be thresholded to remove parts of the scribble. This step requires user 

interpretation of the histogram, which can be hard for a novice user. The results of histogram 

thresholding can be observed in Figure 36. 

 

  

Figure 36: Histogram thresholding. Left: Before thresholding, notice the incorrect scribbling in the 

head of the dancer. Right: After thresholding, it snaps to the contour. 

Once the segmentation has been performed, the thresholding technique can also be 

exploited to identify pixel with disparities that have been mislabelled within the resulting 

segmentation labels. The thresholding of labels allows the extraction of mislabeled parts and 

then local correction tools can be used to fix the disparity values. This type of correction 

technique will be explained in Section 4.5. 

 

Like in [41], it is possible to edit the resulting segmentation through scribbles, building local 

histogram in a small spatio-temporal window instead of using global color models. This 

method of local correction was explained in detail in Section 3.2.3. 

 

4.3.3 Computational module 

 

Following the framework of [39], a cost-volume is built using the foreground and background 

RGBD color models. The cost-volume is composed of the cost that a pixel 𝑝𝑖 belongs to the 

foreground. The cost is calculated by comparing the frequencies of 𝑖’s bin in the foreground 

and background histograms: 

 

𝐶𝑖 = 1 −
𝜃𝑏(𝑖)

𝐹

𝜃𝑏(𝑖)
𝐹 + 𝜃𝑏(𝑖)

𝐵
(28) 
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where 𝜃𝑏(𝑖)
𝐹  and 𝜃𝑏(𝑖)

𝐵  are the color histograms of the foreground and background 

respectively. 𝑏(𝑖) is the bin where pixel 𝑖 belongs. 

 

Like in [41], the cost-volume is filtered using a spatio-temporal edge-preserving filter. In our 

case, a fast implementation of the guided filter was used. The guided filter was extended to 

support spatio-temporal smoothing. The use of a spatio-temporal filter reduces flicker in the 

resulting masks and achieves more spatially consistent masks. Finally, a threshold is 

applied, assigning pixels to the foreground label if 𝐶𝑖 < 0.5. Results of the segmentation 

algorithm can be observed in Figure 37. 

 

For a more in-depth look at this module, the reader is referred to Section 3.2.3. 

 

   

   

Figure 37: Resulting spatio-temporal consistent segmentation, three consecutive frames are shown 

for each camera. 

 

 Global disparity corrections 
 
In this section, algorithms that work over a set of disparity maps are explained. The filters 

are incorporated into the proposed workflow, removing noise and smoothing surfaces. These 

are explained in detail in the following sections. 
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4.4.1 Point cloud filters 

 

In this thesis, two different point cloud filters were incorporated: statistical outlier removal [8] 

and moving least squares (both explained in Section 2.1.1). For both of them, PCL‘s 

implementation was used. The steps performed to apply these filters are the following: 

 Merge each camera projection into one point cloud. 

 Filter the merged point cloud. 

 Unmerge the point cloud, taking into account the original camera of the points. 

 

Since these filters work using points from several cameras, the first step is merging the 

individual point clouds into one. The merging process is done in order (by ascending camera 

number) to enable the separation after the filtering step has finished. Then the filter is 

applied.  

 

In the case of the statistical outlier removal, the parameters are received through the user-

interface (radius and number of neighbors). Then the algorithm is executed, and the points 

are removed, returning the indexes of the removed points. Since said indexes represent 

points in the merged point cloud, they need to be translated to the index in their original 

cameras. Once the original points are located, holes are created in the respective disparity 

maps. The point removal is automatically extended to the 3D view as well, giving the user 

quick feedback. 

 
In the case of moving least squares, no point deletion is performed. Instead, points are fitted 

into a local surface described by a low-grade polynomial and a fitting radius. Additionally, 

voxel dilation can be used to fill in holes from the point cloud, upsampling the merged point 

cloud. The point relocation operation can result in points from the same camera overlapping 

with each other in the z-axis, so instead of modifying disparity maps, point clouds are merely 

exported. Unfortunately, this algorithm tends to over smooth surfaces at the expense of 

object edges (shown in Figure 38). Moreover, the implementation is extremely slow, which 

renders it unusable for real-time applications. 

 

  

Figure 38: Moving least squares filtering. Left: Noise added to Stanford bunny. Right: filtered with 

moving least squares method. 
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4.4.2 Multi-view consistency 

 

When it comes to establishing consistency between views, the algorithm of [27] was 

implemented. The implementation of this thesis does not support multi-threading, but 

runtimes remain real time for the number of cameras tested (less than 8). The pipeline of 

this algorithm is shown in Figure 39. 

 

 

Figure 39: Pipeline for the consistency filter of [27]. Figure from [27]. 

In this algorithm, each point 𝑝 is first compared against every other disparity map to 

determine geometric consistency. The goal of said comparison is to determine the distance 

of point 𝑝 to the surface defined by all the disparity maps. Since the comparison against all 

𝑝 would be extremely expensive, the authors propose to use a number of approximations. 

 

First, disparity maps are tesselated and projected to represent surfaces 𝐷. The goal behind 

this is to establish the weighted average distance of 𝑝 to the triangles of the tesselated 

surface. Instead of calculating the distance from 𝑝 to every triangle, the distance from the 

camera to 𝑝 is calculated. 

 

𝑝 is projected from 3D to 2D in each surface 𝐷 to avoid intersecting the ray against all the 

triangles. The vertices of the triangle containing the projected point correspond to the 

vertices of the intersected triangle. The depth of the intersection is calculated barycentrically 

from the triangle vertices (the disparities of the vertices are known since they are merely the 

back projection of the disparity map). Finally, the distance of 𝑃 to the surface is approximated 

by the z-distance from 𝑃 to the intersection point, calculated in camera space: 

 

𝑑𝑖 = 𝑧𝑖(𝑝) − 𝑧 (29) 
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where 𝑧 is the z-coordinate of 𝑝 and 𝑧𝑖(𝑝) is the interpolated depth at the triangle intersection. 

If 𝑑𝑖 is negative, it means that 𝑝 is behind the surface and it can not be seen from the camera 

of the range surface which is being evaluated. In that case, the distance is not considered 

for the weighted average calculation. 

 

Since the estimated surfaces are inherently noisy surfaces, it is possible to account for an 

error margin using a threshold 𝜎. In the opposite case, where 𝑑𝑖 is a large positive number, 

the point 𝑝 can be seen from the view, but it is far away from the surface (third case from top 

to bottom in Figure 39). The cases where 𝑑𝑖 > 𝜎 then 𝑑𝑖 is truncated to 𝜎 to limit the influence 

of outliers on the calculation of the average distance. Finally, in the case where there is no 

intersection at all, the surface is no longer considered for the distance computation. 

 

The weights in the weighted average distance of 𝑝 to the surface accounts for points seen 

at grazing angles: 

 

𝑤𝑖(𝑝) = 𝑛(𝑝)𝑇
𝑝 − 𝑣𝑖

‖𝑝 − 𝑣𝑖‖
(30) 

 

where 𝑛(𝑃) is the point normal at 𝑝 estimated using any normal estimation method. In our 

case, PCL‘s principal component analysis was used to estimate point normals. The weight 

calculates the similarity between the viewing direction and the point normal, so it becomes 

small at grazing angles. This is shown in Figure 40. 

 

 

Figure 40: Normal vector estimation using principal component analysis for breakdance scene. 

White color represents normals parallel to the camera viewing direction, black perpendicular. 

Finally, the distance from the point to the actual surface is estimated by calculating the 

weighted average of the distances using Equation 29 and Equation 30: 

 

𝑑(𝑝) =
1

𝑤(𝑝)
∑ 𝑤𝑖(𝑝)𝑑𝑖(𝑝)

𝑖
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When it comes to the photometric consistency, only the points which are within a distance 

of 𝜎  to the estimated surface are reliable color wise, so those points are the only ones used 

to build a color and visibility metric. In our implementation, the photometric consistency 

metric is measured by the Euclidean color distance of the previously described points.  

 

In the last step, points are filtered according to user-defined thresholds: 

 

−𝑡𝑑 < 𝑑(𝑃) < 0,       𝑝(𝑃) < 𝑡𝑝,       𝑣(𝑝) > 𝑡𝑣  

 

where 𝑡𝑑, 𝑡𝑝 and 𝑡𝑣 are the thresholds for distance, color, and visibility respectively. 𝑑(𝑃) is 

the weighted average distance for point 𝑃, 𝑝(𝑃) is the is the standard deviation of the color 

for point 𝑃, and 𝑣(𝑃) the number of disparity maps where the point is seen. 

 

4.4.3 Image-based filters 
 
As it was explained in Section 2.1.2 and Section 3.1.1, noise and outliers can appear within 

objects when using local correspondence methods. Furthermore, the edge fattening effect 

can also lower the precision near object edges when using large support-windows. 

Segmentation based stereo correspondence algorithms can also display artifacts near 

edges due to mismatching of regions or superpixels with wrong shapes (shown in Figure 

41). 

 

 

Figure 41: Segmentation based stereo correspondence limitations. (a) image from Middlebury Map 

dataset. (b) ground truth. (c) result from a segmentation based method. Figure from [47]. 

For these reasons, global 2D image based edge preserving filters can be used to correct the 

edges and smooth disparity maps partially. In this work, the bilateral filter (OpenCV’s 

implementation), the fast guided filter of [21] and a weighted temporal median filter [73] were 

incorporated. An overview of the bilateral filter algorithm and its edge preserving capabilities 

can be found in Section 2.1.2. 

 

The spatial fast guided filter was modified by expanding the support-window to other frames, 

smoothing the surface spatially and temporally (detailed explanation of the guided filter can 

be found in Section 3.3). This approach should not only reduce disparity noise while 
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preserving edges but also reduce flicker between frames. The temporal extension was 

achieved through an efficient modification of the box blur used by the guided filter. The box 

blur was modified adding a third smoothing axis (the temporal domain). 

 

The efficient box blur works by smoothing in each axis sequentially (horizontally, vertically, 

temporally). As the algorithm iterates through the image, it makes use of the previously 

calculated window, modifying only the leftmost and rightmost pixels of the window. This 

results in a complexity independent of the window size, as the image is filtered in 𝑂(𝑁), 

where 𝑁 is the number of pixels in the blurred image [59]. 

 

Additionally, a temporally extended median filter using bilateral weights [73] was 

implemented to reduce noise and flicker between frames.  The temporal extension works 

similarly to the temporally extended guided filter, by expanding the filtering window to 

consecutive frames. 

 

In a similar manner to the previous filters, the image based filters can also be executed from 

the user interface. The results are quickly shown in the visualization tool, updating both the 

2D view as well as the 3D view. These filters can be applied to each camera and every 

frame, treating them as individual videos. 

 

 Local disparity corrections 
 
Once the segmentation has been performed, it is possible to refine the disparity maps and 

labels locally. To that end the tool provides several correction tools: 

 Apply morphological filters to segmentation masks. 

 Apply smoothing filters to the underlying disparity maps. 

 Apply manual disparity corrections. 

 Removal of disparity data under the segmentation masks. 

 

4.5.1 Disparity corrections 

 

It is possible to detect cases where part of a surface has been mislabeled by inspecting 

frames in the 2D and 3D views. Since it is possible to segment video interactively, objects of 

interest can be extracted for correction. Incorrect disparities within the object can be isolated 

for correction using the thresholding tool, which means user analysis of the histograms in 

necessary. Once the erroneous disparities have been isolated, the user can displace these 

disparities, ensuring they match the object by looking at the 3D view (Figure 42 shows the 

correction pipeline): 

 

𝑑𝑓 = 𝑑𝑖 + ∆𝑑 
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where 𝑑𝑓 is the final disparity, 𝑑𝑖 is the initial disparity, and ∆𝑑 is the disparity displacement 

which is a number bounded by the minimum and maximum disparity of the scene. 

Additionally, the user can compress or enlarge a set of points to partially correct the 

alignment. 

 

  

(a)                                                                     (b) 

  

(c)                                                                    (d) 

Figure 42: Disparity displacement correction. (a) the blue sphere is segmented. In 3D view it is 

possible to see that part of the ball is in the background of the scene, having the same disparity as 

the wall. (b) the incorrect part is segmented using histogram thresholding and then prepared for 

correction. (c) using the displacement slider, part of the correction tools, the segment is displaced, 

matching the rest of the sphere. (d) the sphere is now complete, and the wrong part is no longer 

part of the wall. 

 

4.5.2 Filters 

 

Since the previously shown corrections can be very labor intensive, several additional 

automatic corrections are proposed. 

 

One of the most important filters is the deletion filter, which allows the user to remove the 

points below the selected label. Once an object is segmented, the resulting mask is removed 
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from all the other segmentation masks created previously. Since there is a default mask that 

covers the whole scene, it is possible to delete the points on said mask, resulting in the 

extraction of the segmented object (shown in Figure 43). 

 

  

Figure 43: Object extraction. Left: Refined segmentation results. Right: extracted object in 3D view. 

This extraction operation allows the future step of the pipeline, the 3D model generation, get 

more accurate and less noisy results. Furthermore, it increases the processing speed as the 

total number of points is reduced significantly. Also, since the segmentation was performed 

for the whole video, the extracted object is temporally consistent as well. 

 

Additionally, a constrained version of the presented filters in 4.4.3 can be applied locally. 

Constrained filters ensure the filtering windows do not consider disparities outside the 

segmented regions, preserving the edges of objects. 

 

All these local corrections can be applied to multiple frames and cameras (if the user 

segmented the object in several cameras). 

 

Finally, it is possible to apply morphological operations to labels. Using OpenCV API, erosion 

and dilations operations can be applied to the labels. The operations can be applied in any 

order, which can be helpful to fill holes inside the segmentation masks or to remove speckles. 

The morphological operations are integrated into the user-interface, giving quick feedback 

to the user as shown by Figure 44. 

 

  

Figure 44: Use of morphological filters on segmentation mask. Left: holes can be seen in the head 

of the segmented person. Right: filled holes after dilation and erosion combination. 
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 Summary 
 

In this chapter, the proposed workflow for 2D-plus-depth video post-processing was 

introduced. Afterward, details of the different components of the workflow were presented. 

 

First, details of the interactive visualization tool were presented, making an emphasis on the 

importance of the dual view system for the understanding of post-processing algorithms and 

user interaction for execution of the underlying post-processing algorithms. 

 

Then, an efficient, interactive real-time RGBD video segmentation algorithm was presented. 

The segmentation algorithm is based on the work of [41], proposing several features and 

interactive refinement tools that allow a more precise segmentation across several frames. 

More specifically, the addition of a disparity channel to the color models significantly reduces 

flicker and increases segmentation precision. Finally, an algorithm to propagate scribbles to 

other views using camera parameters and underlying disparity information was presented, 

allowing multi-view segmentation. 

 

Afterward, several state-of-the-art 2D and 3D global filters that were incorporated into the 

interactive visualization tool were introduced not only to reduce noise but to reduce flicker 

too.  

 

Local disparity corrections based on the proposed segmentation algorithm were presented 

to end the chapter. The proposed methods are a user-assisted disparity displacement 

algorithm and constrained automatic filters such as the weighted median filter and box filter.  
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Chapter 5: Evaluation 
 

In this chapter, the proposed post-processing workflow and the interactive tool is evaluated. 

To this end, several state-of-the-art datasets are used as benchmark material. 

 

Quantitative metrics such as root-mean-square error and percentage of bad pixels are used 

to evaluate the quality of the improvements on the disparity maps. Additionally, an analysis 

of the runtime performance of the proposed post-processing algorithms has been made, 

making an emphasis on the most-time consuming parts of each algorithm. Then inter-frame 

flicker was analyzed, measuring changes in the interactive segmentation mask, and disparity 

maps. Afterward, the multi-view consistency algorithm of [27] was evaluated for our use 

case. Finally, the interactive tool rendering capabilities were evaluated under several 

scenarios, testing the capacity of the tool to be used interactively. 

 

All the tests were performed using the following hardware: 

 Intel Core i7-7800X CPU @ 3.50 GHz 

 32 GB DDR4 RAM @ 1200 MHz 

 NVIDIA GeForce GTX 1080 

 

 Datasets 
 

To benchmark and evaluate the proposed workflow different datasets have been used: 

 The Middlebury 2014 dataset [72] was used for quantitative disparity evaluation. This 

dataset is not multi-view, nor is in video format. Nonetheless, the access to ground 

truth is necessary to measure the quality of the disparity refinement step. This dataset 

has been widely used in the scientific community due to the access to a comparative 

ranking of different stereo reconstruction algorithms. It is assumed that the results of 

the corrective post-processing of a single frame can be extrapolated to different views 

and frames. 

 The Microsoft 3D Video was used [65] for a qualitative and comparative evaluation 

of the different algorithms. It includes a setup with eight different cameras that have 

been calibrated. It contains two different scenes, with one hundred frames each, 

where fast movement is present. Each frame in these videos has 6.2 million points. 

Since the dataset is old, the quality of the RGB images is rather low, presenting a 

moderate amount of noise and low resolution. 
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Figure 45: Top: Middlebury 2014 "piano" scene acquisition and disparity ground truth [72]. Bottom: 

Microsoft 3D video datasets and its disparity maps.  

 

 Disparity refinement 
 

5.2.1 Methodology 

 

Due to the lack of multi-view 2D-plus-depth video ground-truth, a qualitative assessment of 

the 3D filters was made. On the other hand, local 2D filters will be evaluated quantitatively 

using the ground-truth data of the Middlebury dataset. 

 
To reduce noise and correct wrongly labeled disparities several edge preserving filters were 

tested. In particular, two different categories of edge-preserving filters were implemented in 

the thesis: weighted average and weighted median filters. The pros and cons of such types 

of filters in regards to surface reconstruction will be discussed. 

 

5.2.2 Qualitative evaluation 

 

5.2.2.1 Bilateral filter  

 

As previously mentioned in Section 4.4.3 the bilateral filter [9] and the guided filter [20] were 

implemented. The combination of spatial and color based weighting of the bilateral filter 

proves to be a fundamental element of all edge preserving filters. Nevertheless, the runtime 

performance of the bilateral filter decreases with the window size. 

 

Additionally, the use of the bilateral filter [9] is limited as the photometric information from 

the RGB images is not exploited when filtering the disparity maps. The previous shortcoming 
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is noticeable when there are no sharp disparity changes, causing the intensity weight of the 

bilateral filter weigh low, reducing the filter to a Gaussian filter and decreasing the quality of 

the edges of the point cloud reconstructions. 

 

5.2.2.2 Guided filter 

 

A family of filters that incorporate a guidance image can be used to solve such shortcomings, 

ensuring that representative weights are used. Among such filters is the guided filter (Section 

4.4.3), which uses local weights to accurately denoise without smoothing edges and also 

has linear complexity, independent of window size.  

 

Even though the weighting scheme of the guided filter improves result significantly, it can 

produce unpleasant halo artifacts when the edges of the guidance image and the disparity 

map do not match. The halo artifact can negatively impact the quality of the stereo 

reconstruction by spreading points across the scene, as seen in Figure 46. 

 

   

Figure 46: Spreading artifacts in weighted average filters. Left: disparity map smoothed using a 

guided filter. 

5.2.2.3 Weighted median filter 

 

Median filters can be used to avoid the halo artifact while still removing noise. This types of 

artifacts are not generated because median filters change disparity values to existing 

disparities within the neighborhood of the pixels. Even though the median based filters can 

successfully reduce noise, it can also modify the edges of the objects, smoothing and 

rounding the edges.  

 

Median filters can be modified to use a weighting scheme [73] to prevent the smoothing of 

edges. The weighting scheme works in a similar way as the guided filter or bilateral filter do, 

efficiently combining the best of both types of filters. 
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Even though image based methods can correct salt and pepper noise correctly, it can fail at 

correcting disparity mismatches without generating artifacts, as shown in Figure 46. It is 

possible to use 3D filters to remove such mismatches, exploiting the disparity information 

from other cameras in a joint manner. 

 

5.2.2.4 Multi-view consistency filter 

 

In this thesis, two different 3D filters have been evaluated in regards to point cloud 

reconstruction quality: multi-view consistency and statistical outlier removal. In general, 

consistency filters [25][27][24][1] rely on redundant point information to determine how the 

reconstruction should be geometrically and erase points which are inconsistent to such 

representation. In this thesis, the work of [27] was implemented (explained in Section 4.4.2).  

 

Using the multi-view consistency filter in the Microsoft 3D Video dataset shows several 

downsides. First, input images from a wide variety of angles are necessary to avoid loss of 

consistent points due to occlusions. Secondly, a large number of input images are necessary 

when the disparity estimations are noisy. Third, the algorithm comes to a limit when the 

disparity estimation is consistently wrong across all the views. Such error can be observed 

in some parts of the wall in Figure 47. Finally, the photometric component is heavily 

dependent on the quality of the RGB images, removing geometrically valid points that could 

be used. To this end, image based filtering can be executed as a pre-processing step. 

 

  

Figure 47: Multi-view consistency filter [27]. Left: red points belong to cameras to points which 

are not seen by more than one camera. Orange points belong to points which are 

geometrically inconsistent. Yellow points are photometrically inconsistent points. 

Taking into account such downsides, the ideal situation for this kind of filter would be a scene 

where cameras are placed in a half sphere arrangement around an object of interest. 
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Additionally, to remove noise and outliers without requiring additional post-processing would 

imply having a large number of input images (> 50) according to the results of [27]. On the 

other hand, the statistical outlier removal filter does not have the occlusions problem since it 

does not rely on projections to other views and merely filters points using statistical analysis 

of 3D neighborhoods. Nevertheless, establishing consistency across cameras is a 

fundamental step to improve the quality of the reconstruction. 

 

5.2.2.5 Local filters 

 

As it was explained in Section 4.5, once segmentation masks have been built, it is possible 

to exploit these regions by applying constrained filters and local displacements. In the next 

part of this section both local methods will be evaluated. 

 

Local displacement is evaluated on several datasets including Middlebury 2014, Microsoft 

3D Video and Precise3D. The Precise3D dataset is of particular interest since it is the 

dataset where most noise and inconsistencies are present. As shown in Figure 42 local 

disparity displacement requires precise user interaction which is not desirable. Additionally, 

the displacement is restricted to changes in disparity for the whole segmentation mask. 

Another limitation is the lack of support for rotations, which might be necessary to correct 

slanted surfaces. Moreover, the evaluation of this dataset has shown that it might be 

necessary to perform many corrections per frame due to a large number of mismatches in 

the scene. This makes the method very time-consuming (in our evaluations the correction of 

each frame took approximately 5 to 10 minutes). Finally, the fact that the disparity 

displacement is performed under a perspective projection might be counter-intuitive for the 

user since the displacement deforms the size as well as the position of the segmentation 

masks. For these reasons, it might be desirable to explore semi-automatic methods that 

minimize user interaction.  

 

Locally constrained filters such as the box filter and weighted median filter do not provide an 

extra advantage due to the existence of edge-preserving weighting schemes, such as the 

one used by the guided filter. On the other hand, segmentation masks deletion proves to be 

a fundamental tool for extracting objects of interest.  

 

5.2.3 Quantitative evaluation 

 

The estimated disparity map and its post-processed version will be compared to ground-

truth disparity map to measure how similar the reconstructions are. The chosen Middlebury 

scene will be "piano". The metrics used for the comparison will be the ones proposed in [37]. 
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The first metric is the Root-Mean-Squared error, which measures the mean error measured 

in pixels between the estimated disparity map and the ground truth disparity map: 

 

𝑅𝑀𝑆 = √
1

𝑁
∑|𝑑𝑒(𝑖) − 𝑑𝑔𝑡(𝑖)|

2

𝑖

(31) 

 

where 𝑑𝑒(𝑖) is a pixel in the estimated disparity map, 𝑑𝑔𝑡(𝑖) a pixel the ground truth disparity 

map and N the total number of pixels. 

 

The second metric is the percentage of bad matching pixels, which measures the percentage 

of incorrectly matched pixels within a certain threshold: 

 

𝐵 =
1

𝑁
∑(|𝑑𝑒(𝑖) − 𝑑𝑔𝑡(𝑖)| > 𝛿𝑑)

𝑖

(32) 

 

where 𝛿𝑑 is a disparity error tolerance value, which is usually between 0.5 and 2 pixels [37]. 

The following local post-processing algorithms will be evaluated using these metrics as a 

guideline: 

 Local disparity displacement (1). 

 Local constrained filters (box+weighted median) (2). 

 Combination of local filters (1) + (2). 

 

The initial disparity map used for evaluation is a disparity map that has already been post-

processed by state-of-the-art algorithms by removing inconsistencies (left-right check), filling 

holes, and filtering the smoothed holes using a weighted median filter. The goal of the  

evaluation is to measure the additional improvement due to local corrections. A summary of 

the presented metric applied to these scenarios is shown in Table 4. 

 

View RMS error (pixels) BAD_PIX(thr=2pixels) 

Initial disparity map 9.93 0.21 

(1) 9.98 0.22 

(2) 10.04 0.24 

(1) + (2) 7.39 0.20 

Table 4: Comparison of local post-processing algorithms.  
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Surprisingly, the error metric increases when the filters are used individually. Slanted 

surfaces in the background can explain the increase of the RMS error, which can be hard to 

achieve with the proposed tool as it does not support rotations. In general terms, the 

background of a scene is always challenging to correct, as it is the part of the scene where 

most errors are present (demonstrated in Section 3.1). Background noise is one of the 

reasons why video segmentation is so essential for extracting objects of interest for 3D 

model reconstruction. Figure 48 illustrates this problem by measuring the distance from 

ground truth to the post-processed scene, showing that most of the error of a scene is located 

in the background.  

 

   

Figure 48: "piano" scene from Middlebury 2014. Top: Ground truth and post-processed scene. 

Bottom: Hotter colors indicate large distances between ground truth and post-processed scene. 

 

 Temporal consistency 
 

5.3.1 Quantitative evaluation 

 

For the evaluation of the temporal consistency of the filtering algorithms, the flickering error 

[57] was measured: 

𝐹𝐸𝑖(𝑡) =
|𝑑𝑖 − 𝑑𝑗|

|𝐼𝑖 − 𝐼𝑗| + 1
(33) 

 

where 𝑑𝑖 is the disparity of pixel 𝑖, and 𝑗 is a temporal neighbor of 𝑖, making 𝑑𝑗 the disparity 

of the pixel in the same position in a consecutive frame. On the other hand,  |𝐼𝑖 − 𝐼𝑗| 

measures the difference in color between pixels 𝑖 and 𝑗. In our case, hue difference in 

degrees was used as a color metric. The metric proposed in Equation 33 evaluates disparity 

changes taking into account pixel color similarity. In a few words, the flickering error is higher 

if the disparity change of a pixel 𝑖 also corresponds to a small difference in color compared 

to temporal neighboring pixels. 
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First, the guided filter and median filter will be compared regarding flicker reduction. Then, 

the temporal extension will be evaluated using the flickering error metric. Bilateral weights 

were used for the median filter. For the evaluations, the median filter was executed using a 

window size of 5 pixels, spatial term 5 pixels, and color term 0.1. For the guided filter a 

smoothing factor of 0.02 and a window size of 5 pixels were used. The results are shown in 

Table 5. 

 

Image-based filter Average flickering error (pixel/rad) 

None 713294.1 

Guided filter 752080.1 

Median filter 668448.9 

Weighted median filter 640781.0 

Temporally extended 

guided filter 
326511.7 

Temporally extended 

weighted median filter 
479272.4 

Table 5: Temporal flicker (less flickering error is better). 

Table 5 shows that the spatial guided filter introduced more flicker error. The lower 

performance of the spatial guided filter is due to the quality of the guidance image. In the 

case of the Microsoft 3D Video dataset, the RGB use highly compressed images and transfer 

noise to disparity maps. Such noise is transferred to the filtered image in the generated 

weights, increasing the flicker error. This can be observed in Figure 49. 

 

  

Figure 49: Noisy disparity maps as a consequence of guided filtering with a low-quality guidance 

image. 
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The median filter accurately reduces flicker and noise at the same time. Since this filter can 

also degrade the shape of the objects, a weighted version of the median filter was used. The 

weighted version of the median filter retains the quality of the edges while reducing the flicker 

and noise (shown in Table 5). 

 

Finally, to smooth using the information from other frames, temporal implementations of the 

guided and weighted median filter were implemented and evaluated. It can be appreciated 

in Table 5 that both of them reduce flicker significantly. Even though this might seem a good 

indicator, the quality of the resulting disparity maps is not ideal since both filters introduce 

ghosting artifacts. In the case of the temporal guided filter, it introduces a halo artifact and 

for the temporal median salt and pepper noise. Both filters were modified to weight the 

temporal distance into the filtering algorithm, but ghosting was still present to some extent 

as shown in Figure 50. 

 

  

Figure 50: Left: Salt and pepper noise from consecutive frames when using naively extended 

temporal weighted median filter. Right: Halo artifact after using temporal guided filter. 

From these tests, it is possible to conclude that a simple temporal extension is not sufficient 

if the aim is surface reconstruction and that the use of optical flow is a requirement for 

temporal image based filters [74].  

 

 Segmentation 
 

5.4.1 Quantitative evaluation 

 

The temporal consistency of the proposed segmentation algorithm will be evaluated 

quantitatively using a variation of Equation 33: 

 

𝐹𝐸𝑖(𝑡) =
|𝑙𝑖 − 𝑙𝑗|

|𝐼𝑖 − 𝐼𝑗| + 1
(34) 
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where 𝑙𝑖 measure wether pixel 𝑖 belongs to the background or foreground label (0 or 1 

respectively). The rest of the parameters are the same as Equation 33. 

 

The metric was evaluated for the "ballet" scene from the Microsoft 3D Video dataset in 

several configurations. First, the scene was evaluated with and without the guided filter to 

evaluate the contribution of the edge preserving filter to the cost-volume filtering step. Then, 

the flickering error was measured for the segmentation using RGB vs. RGBD cue. Finally,   

the metric was calculated for the scene with (and without) user refinement of the 

segmentation masks using morphological filters. 

 

The flickering error will be measured at every frame of the scene, and then the average will 

be used for comparison. Plots of the flickering error per frame can be found in the Appendix. 

The tests will be executed five times to account for the random sampling of the background 

scribbles, calculating an average flickering error (shown in Table 6). The algorithm was 

executed on the “ballet“ scene, using 50 background samples, 20 RGB bins, and five 

disparity bins when using the RGBD cue. 

 

Segmentation 

cue 

Cost-volume 

filtering 

Morphological 

filters 
Average flickering error (pixel/rad) 

RGB   4797.76 

RGBD   2074.12 

RGB  1848.61 

RGBD  1408.12 

RGBD  1124.84 

Table 6: Segmentation mask flickering error. Less flickering error is better. 

Table 6 shows that using the RGBD cue not only improves the segmentation mask but also 

reduces flicker under the same conditions. Of particular interest is the case where no filtering 

nor disparity cue is used (row 1 in Table 6), since the flicker progressively grows as frames 

go by due to segmentation bleeding (can be seen in Figure 58 in the Appendix). 

 

Even though it is not the focus of this thesis to reconstruct meshes, a little experiment was 

made to evaluate the quality of the segmentation. One of the persons standing in the Precise 

3D scene was extracted as shown in Figure 51. Afterward, the resulting point cloud was 
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cleaned up using the implemented outlier removal tool, and simplified using the voxel grid 

filter of PCL. Then, normal estimation using principal component analysis was applied to the 

resulting point cloud. Finally, alpha shapes algorithm to build a mesh out of the resulting 

points as shown in Figure 51. 

  

   

Figure 51: Mesh reconstruction from segmented subject. 

As can be seen in  Figure 51, the reconstructed mesh preserves the shape from the subject 

with some minor artifacts due to the stereo reconstruction method. A front-parallel bias can 

be observed in the mesh, especially in the legs and the sphere being held by the subject. 

This problem can be overcome if more cameras are used to build the point clouds. Using a 

multi-view consistency filter such as the one proposed can result in more accurate surfaces 

when more cameras are present. 

 

 Runtime performance 
 

In this section runtime speeds will be evaluated on the Microsoft 3D Video “ballet” scene, 

making an emphasis on the parts of the algorithms that are more computationally expensive. 

 

5.5.1 Point cloud filters 

 

The statistical filter was executed with the neighborhood size set to 50 points and the 

standard deviation parameter to 1. The consistency filter was executed with a depth 

threshold of 1, a color threshold of 0.1 and visibility threshold of 1. Results from this test can 

be observed in Table 7. 
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Filter Average runtime speed per frame (in seconds) 

Statistical 4.93 

Consistency filter 20.36 

Table 7: Point cloud based filters 

Regarding the consistency filter, out of the average runtime, 11.45 seconds were spent 

calculating the normal vectors, making it the most time-consuming part of the algorithm. In 

our case, PCLs principal component estimation method was used, but more efficient 

implementation can be used to improve performance.   

 

5.5.2 Image-based filters 

 

Both the bilateral filter and weighted median were executed with a window of radius 5 pixels, 

sigma color 25 and sigma space 5. The guided filter was also executed with a window of 

radius 5 pixels, and a smoothing factor 0.02. For the bilateral filter OpenCV‘s efficient 

implementation was used. 

 
The implementation of the weighted median filter using bilateral weights supports multi-

threading, but has the longest runtime speed as can be observed in Table 8. An alternative 

approach would be to use the efficient algorithm proposed in [75] that uses guided weights, 

running in linear times instead.  

 

Filter Average runtime speed per frame (in seconds) 

Bilateral filter 0.010 

Guided filter 0.045 

Weighted median filter 0.314 

Table 8: Image based filters performance. 

It can be observed that the guided filter is 4.5 times slower than the bilateral filter, which 

contradicts the theoretical speed. This happens because the implementation of the bilateral 

filter provided by OpenCV uses multi-threading by default, while the fast guided filter does 

not. 
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5.5.3 Segmentation algorithm 

 

The foreground scribbles were saved to evaluate the performance of the segmentation 

algorithm with different background scribbles, and the algorithm was executed five times. 

The optimal number of bins for the ballet scene is 20 RGB bins and 5 disparity bins. The 

sample size is 50, and the thickness of said samples is 35. Only the annotation of one 

keyframe was necessary on the objects of interest, which is the dancer.  

 

An average of the runtime speed for the different parts of the algorithm was obtained for one 

camera and is presented in Table 9. 

 

Step Average runtime speed per frame (in seconds) 

Cost-volume 

computation 
0.0622 

Efficient cost-volume 

filtering 
0.1928 

Filtered cost-volume 

thresholding 
0.0020 

Connecting masks 

framewise via flood-fill 
0.1851 

Table 9: Interactive segmentation algorithm performance. 

If the runtimes of each step are summed, each frame is segmented in 0.44 seconds on 

average. If the scribbles are propagated to other views the total time should be multiplied by 

the number of cameras. These speeds allow real-time interactions with the user. Additionally, 

local corrections to the segmentation mask have a runtime between 1 and 5 milliseconds, 

which is significantly lower due to the smaller window size. 

 

From Table 9, it can be observed that the fast guided filter ("efficient cost-volume filtering" in 

the table) and the flood-fill algorithm ("connecting masks framewise via flood-fill" in the table) 

are the most consuming parts. The guided filter still has room for improvement (by adding 

support for multithreading using OpenMP for example). On the other hand, the flood-fill 

algorithm is implemented using OpenCV and is already using CPU multi-threading. 
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  Rendering performance 
 

In this section, rendering performance will be measured by how many frames per second 

can be rendered in each widget (3D and 2D). The tests were performed using the Microsoft 

3D Video dataset, using both the "ballet" and "breakdance" scene. The rendering 

performance for video and still frames for interaction performance will be measured. 

 

5.6.1 Video performance 

The average playback framerate was calculated to measure video performance in each view. 

The scene was played five times, taking note of the framerates. Results are shown in Table 

10. Plots of the frame rate for the whole video can be found in the Appendix. 

View Average FPS Standard deviation (in FPS) 

3D view 6.39 0.17 

2D view 490.33 40.69 

Table 10: Average rendering performance in FPS. 

Regarding the 2D view, Table 10 shows that the average frame rate is 490.33 FPS, allowing 

perfectly smooth playback of the scenes. On the other hand, the 3D view can barely push 

real-time frame rates. The slow framerate happens in part due to PCL's widget, which is not 

optimized for animations, taking a long time to update the point clouds from one frame to the 

other. Time hierarchies could be used to improve video performance [76]. Additionally, a 

cache could be used to store projection temporally.  

 

Additionally, the point clouds for each frame are loaded on demand, meaning they have to 

be projected when frames change. This design choice was necessary to be able to keep a 

small footprint on memory usage, as the post-processing algorithms can be memory 

demanding and it is not possible to keep all the frames in RAM. Another issue of the 3D 

widget is that it does not perform any sort of rendering optimization regarding point occlusion 

unlike state-of-the-art point cloud rendering algorithms [77]. 

 

5.6.2 Interaction performance 

 
3D interaction operations are of particular interest, as they enable user diagnosis of the 

quality of the point cloud. Such diagnosis can lead to more precise user post-processing, 

improving the quality of the point cloud as a consequence. 
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Such operations are zoom, pan, rotation and point size modification. To measure their 

performance these operations are executed sequentially, taking note of the frame rate in 

each observation. Observations are taken every 250 milliseconds during the operation for a 

lapse of 12 seconds. The procedure is repeated five times and framerates are averaged for 

each observation. Plots of each test are shown in the Appendix. 

 

Interaction Average FPS Standard deviation (in FPS) 

Zoom 171.10 31.32 

Pan 260.79 53.48 

Rotate 415.72 104.73 

Point size 

modification 
448.02 116.02 

Table 11: Average interaction performance in FPS.  Less FPS is better. 

From Table 11 it is possible to observe that the interaction performance has real-time frame 

rates. The main reason why such frame rates are obtained is that the visualization widget 

uses an octree, only rendering points within voxels that are visible by the widgets camera.  

 

The octree is also the primary reason why the video playback performance is lower for 3D 

video since the octrees have to be built and populated, in addition to the point cloud 

projection. 

 

 Summary 
 
In this chapter, the different components of the proposed workflow were evaluated using 

different metrics.  

 

Concerning disparity refinement, median based filters achieve the best results regarding 

noise reduction, as weighted average based filter tend to generate spreading artifacts in the 

point cloud reconstruction. Unfortunately, such filter cannot correct significant disparity 

mismatches. To this end, the additional geometric information from other cameras can be 

used to detect inconsistencies, deleting said mismatches in the process. Finally, the outlier 

removal filter can be used to correct the remaining errors. 
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Regarding the proposed local corrections, the disparity displacement method shows a little 

improvement when compared to ground truth. On the other hand, such correction is very 

time-consuming. Constrained automatic filters smooth specific areas successfully, but it can 

be laborious to achieve precise surfaces. Some surfaces, such as slanted surfaces, are 

tough to achieve with both of these approaches. Of the implemented local filters, the deletion 

filter is a fundamental tool for the extraction of objects of interest from the scene. 

 

When it comes to temporal consistency, the median filter gives the best results, as the guided 

filter tends to be heavily influenced by the quality of the guidance image. When expanding 

them temporally, a naive temporal extension of the filtering window is insufficient, as artifacts 

are introduced. To this end, optical flow should be used to adjust the position of the filtering 

window. 

 

Rendering performance is real-time friendly, as decent framerates are achieved for both the 

3D and 2D views. Playback speed for the 3D widget is not ideal since the acceleration 

structure used to store the point clouds in memory is not suitable for animations. 

 

Finally, the proposed segmentation algorithm improvements show excellent results, 

reducing both the necessary input scribbles, as well as the flicker and segmentation 

bleeding. Furthermore, this method reduces the need for local corrections compared to RGB 

only cues.     
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Chapter 6: Summary and future work 
 

 Conclusion 
 

In the thesis, the emphasis was placed on the development of post-processing techniques 

to generate accurate point clouds from 2D-plus depth video for surface reconstruction. The 

potential problems that might arise during reconstructions were used as a base to build an 

interactive tool that integrates state-of-the-art post-processing algorithms. 

 

Among the topics covered, particular importance was placed in cost-volume filtering due to 

its excellent performance for several computer vision tasks, in particular to interactive video 

segmentation. RGBD based segmentation shows a significant improvement in quality over 

the RGB method of [41] and proves that using additional cues reduces user effort and 

improves the consistency of the segmentation masks. Additionally, the use of precise 

calibration information reduces user effort even further by propagating user cues to other 

views.  

 

Out of the evaluated image based algorithms, the weighted median gives the best results in 

the context surface reconstruction, effectively reducing noise while preserving 3D shapes. 

Even though the temporal guided filter smoothes the cost-volume while preserving edges 

and increasing consistency, it can generate spreading artifacts when applied to the disparity 

maps. 

 

When it comes to multi-view consistency, the results are promising, but datasets with 

redundant information are required to benefit from projection based consistency algorithms. 

Such redundancy can be in the form of a large number of viewing angles. Additionally, the 

captured footage must be recorded from several angles, covering as much surface as 

possible to avoid occlusion related issues. 

 

On the other hand, the proposed interactive local correction method is time-consuming and 

not suitable for the correction of slanted surfaces. In future work, it might be a good starting 

point to use the coherent video segmentation to exploit other semi-automatic approaches to 

the correction of disparity information. 

 

Interactive visualizations have shown to be a fundamental part of the post-processing, as it 

allows user assessment of all the stages of the pipeline. Additionally, it can give insights 

regarding other parts of the pipeline. For these reasons, the rendering performance of the 

visualizations is fundamental. 
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 Future work 
 

Regarding the implementation, some of the most demanding parts of the algorithms can be 

improved by implementing them on the GPU. For example, the filtering or flooding step of 

the cost-volume based segmentation algorithm or the weighted median filter.  

 

Furthermore, optical flow could be used to translate the filtering window of the weighted 

filters, improving the consistency between frames even further. 

 

Additionally, semi-automatic correction can be explored to overcome the arduous task of 

user-assisted correction. It is possible to make use of the segmentation masks to find 

statistical outliers and fill them using segmentation-based inpainting techniques presented 

in Chapter 2. The additional disparity cue used in the proposed cost-volume filtering based 

segmentation algorithm has the potential to be used along with other state-of-the-art 

segmentation algorithms to improve masks even further. 

 

Finally, point cloud resampling algorithms such as the edge-aware resampling algorithm 

could be used to overcome quantization artifacts in the point cloud. 
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Appendix A: Plots 
 

 

Figure 52: Average rendering performance of the 3D widget for Microsoft 3D Video scenes. 

 

 

Figure 53: Average rendering performance of the 2D widget for Microsoft 3D Video scenes. 
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Figure 54: Average rotation performance of the 3D widget in Microsoft 3D Video scenes. 

 

Figure 55: Average zoom performance of the 3D widget in Microsoft 3D Video scenes. 

0

100

200

300

400

500

600

700

800

1 11 21 31 41

A
ve

ra
g

e 
fr

am
er

at
e

Observation

Rotation interaction

0

50

100

150

200

250

300

1 11 21 31 41

A
ve

ra
g

e 
fr

am
er

at
e

Observation

Zoom Performance



 

85 

 

 

Figure 56: Average panning performance of the 3D widget in Microsoft 3D Video scenes. 

 

Figure 57: Average performance of the 3D widget in Microsoft 3D Video scenes when changing 

point sizes. 
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Figure 58: Increasing flickering error when using RGB cue without cost-volume filtering 

 

Figure 59: Significant flicker decrease when using RGBD cue. 
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Figure 60: Decrease of flicker when adding cost-volume filtering. 

 

Figure 61: Best results when combining RGBD cue with efficient spatio-temporal cost-volume 

filtering. 
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